I MOAYTEXNEIO KPHTHZ

" TECHNICAL UNIVERSITY
\;/’ OF CRETE

School of Electrical and Computer Engineering

Intelligent Systems Laboratory

Dynamic Micro-Service Placement in
Hybrid Cloud - Fog Infrastructures

Diploma Thesis

of

Prountzos Athanasios

Examination Committee:

Professor Euripides G.M. Petrakis (Supervisor)
Professor Michail G. Lagoudakis
Associate Professor Vasilis Samoladas

Chania, 2023



Abstract

This thesis delves into the problem of microservice placement and load balancing in distributed mul-
ticluster Fog-Cloud systems. Minimization of both application response times and utilization of re-
sources is the primary objective of the proposed method. In this study, the systems under investiga-
tion are formulated as a three-layered hierarchical model. The top layer represents the Cloud, which
encompasses the centralized computing infrastructure and resources. The middle layer represents the
Fog, which consists of intermediate computing nodes located closer to the edge devices and data
sources. Finally, the bottom layer represents the Edge, which includes the edge devices and sensors
that generate and consume data while also providing a small computing capacity. Application users
connect to the Edge. Applications are modeled as Service Oriented Architectures which comprise mul-
tiple (micro)services. Placing microservices closer to the Edge is deemed to reduce the response time of
an application, as opposed to services placed at the upper layers. As many applications can be running
on the same infrastructure and as the resources of the Edge and the Fog are limited, choosing services
to run on the Edge or the Fog is the problem this work is dealing with. The top layer (the Cloud) exhibits
virtually unlimited resources, but running the application on the cloud might not be optimal in terms of
response time. Each layer consists of multiple clusters of machines, with resource constraints increas-
ing, as we move towards lower layers, primarily in terms of CPU and RAM resources. The proposed
system, DeFog, focuses on decentralized service placement within each cluster, eliminating the need
for coordination between clusters. To gather essential data and monitor applications, Service Mesh
technologies, such as Linkerd are utilized. DeFog utilizes this data to apply the proposed strategies and
achieve efficient load balancing within the system. To evaluate the effectiveness of the strategies, two
realistic microservices-based applications, Google's Online Boutique and iXen for processing loT infor-
mation, are deployed in a heterogeneous multicluster environment on the Google Cloud Platform.
Through extensive experimentation and performance evaluation, the latencies of each strategy are
measured and compared under various loads and for various placement policies. The experimental
results demonstrate that the proposed strategies successfully reduce response latencies and achieve
load balancing, preventing any single service from being overwhelmed and ensuring a smooth user
experience. The utilization of realistic applications in a heterogeneous multicluster environment adds
practicality and relevance to the evaluation, validating the effectiveness of the proposed strategies in
real-world scenarios.



NepiAndn

Auti n SuTAwpaTIKN gpyaocia eppabuvel oto MPOPANUA TG TOMOBETNONG UIKPOUTINPESLWY KOl TNG
gfloopponnong ¢optiov oe KATAVEUNUEVA cUCTAMATA OpiXANG-vedoug moAhamAwv cluster. H Aoyt
otornoinon kat Twv 800, TwV XpOVwV amnokpLong ebapuoyng KoL tTng XpHong Twv nopwv ivol o mpw-
TOPXLKOG OTOXOG TNG TMPOTEWVOUEVNG LEBOSOU. I auTh TN HeEAETN, Ta UTtO Slepelivnon cuoThata Slo-
TUTIWVOVTAL WG €Va LEPOPXLKO LOVTEAO TPLWV ETLMESWY. TO AVWTEPO EMIMESO AVIUTPOCWIIEVEL TO
Cloud, To omoio mepAapBAaveL TNV KEVTPLKA UTIOAOYLOTIKN) UTTOSOUNA KoL TTOPoUG. To eSO OTPWOL
avTimpoowneVeL To Fog, To omoio amoteAeital anod evdlapecou UTIOAOYLOTIKOUG KOUBoUg ou Ppi-
OKOVTOLL TILO KOVTQ 0TI CUOKEUEG Tou Edge kat T mny£g Sedopévwy. TEAOG, TO KATW CTPWLA AVILITPO-
owrnevel To Edge, To omoio meplhapPavel TG Edge ouOKEVEG Kal aoBNnTPEG IOV SNLLOUPYOUV Ko
KoTavoAwvouv 6eSopéva, EVW TIOPEXOUV EMIONG LA LKPI UTTOAOYLOTIKA Kavotnta. OL XproTeg &-
dapuoywv cuvdéovtal oto Edge. OL edpapuoyeg poviedomololvral wg Service Oriented Architectures
Tou TepAapBavouv MOAMAMAEG (Lkpo)umnpecoieg. H TomoBEtnon HUKPoUTINPECLWY TILO KOVTA OTO
Edge Bewpeital OTL LELWVEL TOV XPOVO AIMOKPLONG HLOG EPappoynG, o avtiBeon e TIG UTINPECLEG TTOU
tomoBetouvtal ota avwtepa eninmeda. Kabwc moAAEC ebapUoyEC UTopoUV va ekteholvTal oty Sla
urtodopun kat kaBwg oL mopol tou Edge kal tou Fog ival meploplopévol, n eMAOYH UTINPECLWY yLa
ekTéAeon oto Edge n to Fog eival to MpOBAnUa MOV avTlPeTWilel autr n gpyaocia. To avwTtepo
otpwpa (to Cloud) gpdavilel oucLOOTIKA AMEPLOPLOTOUC TIOPOUG, AANA N eKTEAECN TNG £PAPUOYNG
oto cloud pmopel va pnv eivat n BEATIotn amno tnv anoyn tou xpdvou amnokplong. Kabe eninedo armo-
teleital anod moAamnAd clusters pnxovwy, Pe TOUG MEPLOPLOROUG TTOPWVY va audavovtal kabwg mpo-
XWPAUE TPOC Ta XapnAotepa enineda, kKuplwg 6cov adopd toug mopou CPU kat RAM. To TpoTeLvo-
pevo cuotnua, to DeFog, e0TIAlEL OTNV ATTOKEVTPWHEVH TOTIOBETNON UTtNPEeaLlwy o€ KABe cluster, e€a-
Aeidovtag tnv avaykn yla GUVTOVIOUO HETAEY Twv cluster. Ma tn culhoyr Baotkwv Sedopévwy Kot
™V nopakoAolBnon ebpapuoywy, xpnolponolovvtal texvoloyieg Service Mesh, énwg to Linkerd. To
DeFog xpnotomnolel autd ta Sedopéva yia va ehopUOOEL TLG TIPOTEWVOUEVEG OTPOTNYLKEG KL VOL ETTL-
TUXEL QMOTEAECUATIKY €€Ll00pPOTINGN $OPTIOU EVTOC TOU cuCTAUATOC. Ma thv afloAdynon TN amote-
AECLATIKOTNTAG TWV OTPATNYLKWY, U0 peaALOTIKEG epapoyEG TTou Bacilovtal o€ pkpoUMNPETLEG, N
Online Boutique tng Google kat to iXen yla tnv enefepyacio mAnpodoplwv 0T, avantuooovtal os £va
etepoyeveg neptBarov moAamAwv clusters otnv mAatdpopua Google Cloud. Méow eKTETAUEVWY TIEL-
POALATIOUWY Kal afLOAOYNOEWV Amodoong, ol KaBuoTEPHOELS KADE OTPATNYIKAG UETPWVTAL KAL OU-
vKpivovtal katw amo Stadopa doptia Kat yia T Staddopeg MOALTIKEG TOMOOeTACEWVY. T TMELPOUATIKA
oamoteAéopata KATadelkvOouV OTL OL TIPOTELVOUEVEG CTPOTNYLKEG LELWVOUV ETITUXWC TLC KaBuoTepn-
OELG QIMOKPLONG KALL ETUTUYXAVOUV €£L0OPPOTINGN GOPTLOU, ATMOTPEMOVTAG TNV KATATOVNon omoLaabn-
note umnpeoiag kot Stachaiilovtog pia opaln pmelpia xpriotn. H xpron peaAloTikwy hapuoywv
ot éva etepoyeveg eplBallov moMamAwv clusters mpooBétel mpakTIKOTNTO KAl cuvadela otny aflo-
Adynon, EMLKUPWVOVTOC TNV AMOTEAECUOTIKOTNTA TWV TPOTELVOEVWV CTPOTNYLKWY CE GEVAPLA TIPAY-
poTKol KOGHOU.
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1 Introduction

1.1 Problem Definition

In recent years, Cloud Computing assumes pivotal and dynamic factor in the seamless deployment of
modern applications. By operating on top of a network of geographically distributed data centers
owned by infrastructure owners such as Amazon Web Services and Google Cloud Platform, they show-
case a diverse array of resources. These resources include virtual machines, containers, serverless
functions and databases that can be easily provisioned and managed through web interfaces or APls.
This streamlined process reduces the complexity proposed by the traditional approach prompting de-
velopers to focus more on innovation and less on infrastructure management.

As cloud computing gains traction and becomes increasingly popular, a unique set of challenges
emerges calling for innovative solutions. Undoubtedly, the existing Cloud infrastructure faces signifi-
cant challenges supporting a multitude of current applications that introduce issues such as network
latency, bandwidth limitations, data privacy concerns. To cope with these issues, promising paradigms
including fog and edge computing have emerged. Figure 1.1 provides comprehensive visual represen-
tations of cloud and edge-fog-cloud infrastructures, offering detailed models that showcase the intri-
cate components and relationships within these systems.

Cloud Model Edge-Fog-Cloud Model

Figure 1.1: Infrastructures' Models

Fog computing is a distributed computing architecture that brings the computing, storage and net-
working capabilities of cloud closer to the edge of the network [1]. On the premises of fog computing,
data is generated by loT devices, sensors and other edge devices, and then processed by a network of



intermediate nodes located between the edge and the cloud, such as gateways, routers, servers, etc.
These fog nodes propose various computing resources such as processing, storage and networking,
also acting as an intermediate layer that filters, aggregates and processes data before sending it to
the cloud.

Similarly, Edge computing introduces computation and storage closer to the end-users and edge de-
vices, minimizing the data transfer to a central location as processing is managed close to the data
sources. In this computational model, the processing is done on the device itself or a nearby server,
while only relevant data is sent to the cloud for further analysis. This paradigm aims to reduce network
latency, improve the user experience and enhance the privacy and security of distributed applications.
By enabling data processing and analysis at the edge of the network, edge computing complements
cloud and fog computing offering a range of benefits for various applications.

These approaches bring computation and storage closer to the network's edge, providing advantages
such as decreased latency, enhanced user experience, and improved privacy and security. While fog
computing brings the cloud closer to the edge, edge computing focuses on processing data closer to
its source. Together, these paradigms complement cloud computing and offer a range of benefits for
diverse applications. However, this hybrid cloud-fog-edge architecture entails the great challenge of
the placement of microservices. Several studies have investigated different aspects of fog and edge
computing to optimize their performance and efficiency. Specifically, references [2], [3], [4], [5] and
[6] concentrate on the resource allocation in fog computing environments, proposing algorithms that
consider the resource requirements and constraints of fog nodes and optimize the allocation and ser-
vice placement process. Additionally, references [7] and [8] explore a range of techniques and meth-
odologies for resource allocation, task scheduling, and data processing in edge computing environ-
ments.

In summary, the adoption of cloud-edge-fog computing architectures can provide a new paradigm for
addressing the challenges of cloud computing. However, the complexity of these architectures pre-
sents significant challenges. The placement of microservices is just one aspect of this broader problem,
which also encompasses issues related to network latency, data privacy, security, and transfer costs.
To effectively handle these issues, a comprehensive approach is required that reflects on the specific
needs and constraints of these underlying architectures. Ultimately, efficient deployment on such hy-
brid computing architectures will demand careful planning, implementation and ongoing manage-
ment to ensure optimal performance.
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1.2 Scope of Thesis

This thesis aims to explore, devise, and execute dynamic placement strategies for microservices in
order to enhance the latency and performance of applications operating on a hybrid distributed cloud-
fog-edge infrastructure. The focus lies specifically on multiple Kubernetes clusters within this infra-
structure. The strategies will primarily target the reduction of network latency and the optimization
of microservice performance by dynamically allocating them across various computing nodes within
the multi-cluster network. The implementation process will involve the utilization of specialized tools
tailored for managing and monitoring microservices within distributed environments. Furthermore,
these strategies will be seamlessly integrated with existing cloud computing infrastructures to provide
a comprehensive solution.

In order to address the challenges of service placement in distributed cloud-fog-edge architectures,
this thesis puts forward a novel solution in the form of a tailored application called DeFog. DeFog is
envisioned to leverage data gathered from specialized tools to inform and execute strategic decisions
relevant to the evaluated placement strategies. The application will intelligently consider factors such
as the volume of requests per service, network latency, and resource utilization. By incorporating
these elements into its decision-making process, DeFog aims to optimize service placement and en-
hance the overall efficiency of the architecture.

The overarching objective is to revolutionize service placement methodologies not merely for mono-
lithic applications comprising single services but also for applications comprising multiple services such
as Service Oriented Architectures. There, the placement decisions should be taken not only based on
resource constraints of individual services but also based on the dependence between communicating
services. For example, a decision to place a service to the cloud and another closer to the edge based
on CPU or RAM resources might not be optimal if the two services communicate with each other.
Through the development and implementation of the DeFog application, this thesis endeavors to
make a significant contribution to the broader field of cloud computing and service placement strate-
gies for Service Oriented Applications and not only for single service applications. The envisioned out-
come is a novel and customizable solution that can be tailored to meet the unique requirements of
diverse applications and infrastructure frameworks, enabling them to effectively cater to the demands
of contemporary applications operating within intricate distributed cloud-fog-edge infrastructures.
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2 Background and related work

In this chapter, we bestow an overview of the theoretical background that forms the foundation of
this thesis. We delve into the concepts and principles that underpin the implementation of service
placement strategies. Additionally, we discuss the metric tools and agents that will be utilized and
modified to support the implementation of these strategies.

2.1 Related work

The issue of service placement in distributed systems has garnered substantial research interest in
academic and industrial circles. It has become a focal point for optimizing the allocation of services
within these systems. Over the years, numerous studies have emerged, presenting a multitude of al-
gorithms and strategies aimed at enhancing service placement decisions. In the realm of service place-
ment in Cloud, Fog, and Edge environments, several authors have made significant contributions, as
highlighted in [9], [10] and [11]. These works shed light on the existing body of research and showcase
various approaches and methodologies employed to tackle the challenges associated with effective
service placement.

Fog environments have emerged as a promising paradigm for distributed computing, bringing compu-
tational resources closer to the edge of the network. In [2] researchers focus on addressing the energy
consumption challenges in the fog computing paradigm by formulating a service placement plan that
maximizes resource utilization while considering the active and idle states of machines. To achieve
this, they propose an architecture that combines cloud and fog computing, introducing a middleware
known as the cloud fog control middleware. This middleware plays a key role in optimizing costs and
determining the placement of services within the fog cluster. It achieves this by dynamically rearrang-
ing and scheduling the services based on continuous or on-demand events. By optimizing the place-
ment of services, the researchers aim to achieve an optimal balance between cost, energy consump-
tion, and time while meeting the Quality of Service (QoS) expectations of the applications.

In [3] the authors propose a hierarchical and autonomous fog architecture (HAFA) to address the
challenges of fog computing. They emphasize the importance of fog nodes, which are physical com-
puting resources in close proximity to devices, for deploying applications in domains like smart cities,
healthcare, and autonomous vehicles. The authors develop a distributed approach that selects cost-
efficient fog nodes for hosting application services, considering computation and communication
costs. This approach does not require complete system state knowledge and offers cloud-like features
such as self-service, scalability, and performance. They evaluate the solution through simulations and
compare its performance with other approaches, including a centralized one.

In [4] the authors address the complex task of managing multi-service applications on dynamic and
heterogeneous Fog infrastructures. They highlight the importance of making informed decisions to
avoid negative impacts on application QoS, resource utilization, and costs. To improve the efficiency
of searching for QoS-aware application deployments, the authors propose a centralized approach that
combines Genetic Algorithms with Monte Carlo simulations. By leveraging this hybrid method, they

12



aim to optimize the placement process and achieve better overall system performance in the context
of Fog computing.

In their study [5], researchers focus on two important objectives in the fog computing environment:
ensuring the QoS of applications by meeting service delivery deadlines and optimizing resource utili-
zation. To achieve these objectives, they propose a latency-aware decentralized approach for placing
Application Modules on distributed fog nodes. By taking into account latency awareness, the place-
ment strategy dynamically relocates modules to optimize the number of fog nodes that are computa-
tionally active. In [6], the authors introduce a decentralized microservices-based loT application place-
ment policy specifically designed for Fog environments that are characterized by heterogeneity and
resource constraints. The proposed policy takes advantage of the horizontal scalability feature of mi-
croservices and incorporates important functionalities such as service discovery and load balancing.
They aim to minimize latency and network usage by placing microservices as close as possible to the
data source. However, both [5] and [6] model and evaluate their proposed policies in an iFogSim-
simulated environment. While simulations provide a controlled and scalable environment for as-
sessing the proposed policies, it is important to consider the limitations and assumptions of the simu-
lation framework when interpreting the results.

In [7], the authors address the challenge of service placement and request scheduling for data-inten-
sive applications in edge-clouds. They propose a two-time-scale framework that optimizes both ser-
vice placement and request scheduling by formulating the problem as a mixed integer linear program
(MILP). By utilizing this framework, they aim to achieve near-optimal performance in terms of service
placement and request scheduling. On the other hand, [8] focuses on uncoordinated strategies for
service placement in Edge-Clouds. The authors propose a set of techniques that enable opportunistic,
on-path execution with uncoordinated resource allocation in the edge-cloud environment. The re-
source allocation process encompasses admission of requests, scheduling of the order these requests
will be served, and placement of services at each computational spot. The authors demonstrate
through their study that uncoordinated strategies can achieve near-optimal performance without the
need for communication or coordination overhead that centralized solutions often entail. However, it
is important to note that both studies, [7] and [8], use a combination of synthetic and trace-driven
simulations. A summary of the reviewed related works is presented in Table 2.1.
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Work Infrastructure Placement Approach | Platform Application | Placement
[2] Fog-Cloud centralized simulator simulation | static

[3] Fog distributed PFogSim simulator simulation | dynamic
[4] Fog-Cloud centralized FogTorchPl simulator | simulation | static

[5] Fog distributed iFogSim simulator simulation | dynamic
[6] Fog distributed iFogSim simulator simulation | static

[7] Edge-Cloud centralized simulator simulation | static

[8] Edge-Cloud distributed Icarus simulator simulation | dynamic
wclerk Edge-Fog-Cloud distributed K3s iXen,eShop | dynamic

Table 2.1: Comparison Table

In this thesis, our focus is on improving the performance of Service Placement in a distributed Edge-
Fog-Cloud environment and load balancing. To achieve this goal, we leverage a Kubernetes distribu-
tion as our orchestration platform for microservices. One of the main factors influencing our research
is the Least Frequently Used (LFU) service placement strategy proposed in [8]. We adapt the LFU al-
gorithm for our implementation and propose a set of optimization strategies for service placement
that take into account various metrics such as Requests per Second (RPS), response latencies, and
resource utilization. By using it as a benchmark, we can assess the effectiveness and efficiency of our
proposed algorithm in comparison. Leveraging these data points, we aim to improve the overall effi-
ciency and effectiveness of service placement in our distributed system. To achieve effective load bal-
ancing, we employ a strategy that involves efficiently distributing incoming requests across multiple
clusters. This approach prevents any single service from becoming overwhelmed, ensuring a balanced
workload distribution. Unlike previous studies that have primarily used synthetic environments, we
take a different approach by utilizing realistic microservices-based applications for evaluating our
strategies, obtaining more meaningful and practical insights into the performance of our proposed
optimization strategies. Our ultimate goal is to reduce response times ensuring the Quality of Service
(QoS) for end users and delivering an enhanced user experience.
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2.2 Infrastructure and tools

2.2.1 Microservices

Microservices (or microservices architecture) is a cloud-native architectural approach in which a single
application is composed of many loosely coupled and independently deployable smaller components,
or services. These services typically communicate with one another over a combination of REST APIs
[12]. Breaking down applications into these independent services ensures that any modifications or
updates made to each one of them will have minimal impact on the rest of the system. This modular
architecture also promotes better collaboration among development teams, as they can work on dif-
ferent microservices concurrently. Figure 2.1 provides a visual representation of a typical Microservice
architecture, showcasing the intricate arrangement of interconnected components.

API

Microservice

Microservice

Microservice

Figure 2.1: Microservices Architecture

The microservices approach is ideal for modern software development, as applications should be ag-
ile, scalable, responsive, and flexible to meet evolving requirements. While they present numerous
benefits, they also propose challenges, particularly in terms of management and deployment. To over-
come the challenges developers frequently rely on Kubernetes, commonly referred to as K8s. K8s is
an open-source system for automating deployment, scaling, and management of containerized appli-
cations [13]. K8s allows developers to deploy and manage microservices regardless of the underlying
infrastructure.
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2.2.2 K35

While K8s is a powerful tool for managing containerized applications, it may not always be the best
option for every situation. In particular, when it comes to fog, and edge infrastructures, resource con-
straints may be encountered that impact performance and scalability. Under such circumstances, K3s
offers a lightweight and streamlined solution that effectively addresses these limitations.

K3s is a fully CNCF (Cloud Native Computing Foundation) certified Kubernetes distribution that has
been specifically designed to cater to resource-constrained environments such as edge, loT, and low-
powered devices [14]. Its deployment and management are easy to handle, and it has a smaller foot-
print as compared to the standard K8s distribution. The lightweight architecture of K3s provides an
optimal solution for small businesses to operate more efficiently and with lower resource consump-
tion while still enjoying the benefits of high availability, security, and other features offered by the
complete K8s architecture.

K3s main features are:

e Lightweight: K3s is packaged as a small binary.

e High availability.

e Security: K3s provides several built-in security measures, such as automatic TLS certificate
generation, RBAC (Role-Based Access Control), and network policies.

e Scalability: K3s supports the same scaling capabilities as Kubernetes.

e Simplicity: K3s is easy to use and maintain.

e Extensibility: K3s can be extended with custom plugins and integrations.

2.2.2.1 K3S’ Architecture

Like Kubernetes, a K3s cluster consists of a set of worker machines called Agent nodes that run con-
tainerized applications and one or more Server nodes that run the lightweight control plane that man-
ages the nodes and pods in the cluster. K3s offers four deployment architectures: single node, single
node with multiple agents, where both architectures feature embedded database, high availability
with external etcd database, and high availability with an embedded etcd database.

The single node architecture is designed for development or testing purposes, optimized for edge de-
vices, and consists of a single Server node that serves both as the control plane and the worker node.
The single node with multiple agents architecture includes multiple worker nodes that are managed
by a single control plane. Both these architectures features an embedded SQLite database instead of
etcd. High availability with an external etcd database architecture is ideal for production environments
where this database is hosted separately from the control plane, and multiple Server nodes provide
redundancy and high availability. Finally, high availability with an embedded database architecture is
similar to the previous architecture but includes a built-in, lightweight etcd database [15].

The Server node in K3s is the control plane that manages the worker nodes of the cluster. It consists
of several components, including the API server, SQLite, scheduler, controller manager and tunnel
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proxy. The API Server is the central component of the control plane that serves as the management
interface for the entire cluster. The SQLite used as is the default storage backend instead of etcd to
store cluster state and configuration data for the components. The scheduler component is responsi-
ble for assigning workloads to the worker nodes in the cluster. The controller manager ensures the
desired state of the cluster is maintained. Finally, the tunnel proxy is responsible for managing and
securing network traffic between the server and the worker nodes in the cluster.

In K3s, the agent node serves as the worker node that executes the containerized applications within
the cluster. This node comprises various components, including containerd, which functions as the
container runtime, and kubelet, which operates as the primary node agent responsible for managing
containers and facilitating communication with the API server. Additionally, kube-proxy is an integral
component that manages network proxy and load balancing functions for services running within the
node. The agent node also features Flannel, which provides a lightweight network fabric that allows
networking between containers across different nodes. Moreover, the tunnel proxy component is re-
sponsible for establishing a secure and encrypted connection between the worker nodes and the
server node in a K3s cluster. Figure 2.2 provides a visual representation of the basic architecture of a
K3S cluster that includes a server and Agent nodes.
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Figure 2.2: K3S Architecture [15]
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2.2.3 Service Mesh

Microservices are a popular approach to building scalable and maintainable applications. However, as
microservices architecture grows in size and complexity, real challenges start to appear. Some major
challenges that arise include:

e Service-to-service communication
e  QObservability
e Failure handling

The solution to deal with these challenges is the Service Mesh. A service mesh is a dedicated infra-
structure layer built right into an application [16]. This visible infrastructure layer can provide features
such as traffic management, service discovery, error handling, observability, load balancing, authenti-
cation, and encryption [17].

A service mesh introduces an abstraction layer between services. This abstraction layer forms the data
plane of the service mesh and is implemented as a set of network proxies that are deployed alongside
each service instance, providing a standardized way to manage and control communication. On the
other hand, the service mesh's control plane consists of a collection of services that can be deployed
across one or multiple nodes within a cluster, taking care of the supporting functionalities and coor-
dinating the proxies. Figure 2.3 depicts the general architecture of a service mesh.

Service Mesh

Data plane Control plane

Pod
Pod
Pod

Service Discovery

Service A Service B

Telemetry

Sidecar
proxy

Sidecar
proxy

Service Registry

Access Control
Service C Service D
Sidecar Sidecar .
proxy proxy Routing

Figure 2.3: Service Mesh Architecture [17]

Service mesh technology is rapidly evolving, with new features and implementations being added all
the time. One of the most popular service mesh implementations is Linkerd [18]. Linkerd is a highly
regarded open-source project that is hosted by the Cloud Native Computing Foundation (CNCF),

18



specifically designed to be lightweight and user-friendly, also prioritizing reliability and performance.
Linkerd provides features such as service discovery, load balancing, and observability [18]. Some other
notable service mesh implementations include Istio [19], Consul [20], and Traefik Mesh [21].

In summary, a service mesh plays a critical role in enhancing the management and control of inter-
service communication in a microservices architecture and offering a range of powerful features,
which collectively contribute to improved communication between services, simplified management,
and optimized performance. Adopting a service mesh helps simplify complex microservices architec-
ture while gaining valuable insights into how services interact with each other, troubleshoot issues,
and improve overall system reliability. Ultimately, by leveraging the benefits of a service mesh, the
overall agility and scalability of a microservices architecture can be improved.

2.2.3.1 Linkerd

Linkerd is a versatile, open-source service mesh for cloud-native applications. Built on top of the Rust
programming language, Linkerd's lightweight design is ideal for use in resource-constrained or com-
plex environments. It provides security, observability, and reliability to Kubernetes [18], without ad-
ditional complexity.

Linkerd can monitor and report per-service success rates and latencies, can automatically retry failed
requests, and can encrypt and validate connections between services, all without requiring any mod-
ification of the application itself [18]. Linkerd is also highly reliable and performant, with an emphasis
on minimizing latency and ensuring the high availability of services. Furthermore, it provides a wide
range of extensions such as Linkerd-Viz and Linkerd Multicluster.

Linkerd offers a range of key features that are essential for managing and securing microservices-
based architectures. One of these features is automatic service discovery, which enables services to
discover one another dynamically and transparently. Another critical feature is load balancing and
traffic splitting, which increases resource efficiency and enhances service reliability. Linkerd's load bal-
ancing refers to the distribution of network traffic across multiple instances of a service for resource
optimization and high availability, while traffic splitting allows users to divide incoming traffic between
different versions of a service or different services altogether, enabling controlled deployments. Ad-
ditionally, Linkerd provides Dynamic Request Routing capabilities, allowing control over traffic flow by
routing incoming requests based on various criteria, such as headers or request content. Moreover, it
provides observability and monitoring tools, enabling real-time insights into the behavior and perfor-
mance of services. Finally, it offers robust security features, including mutual TLS (mTLS) authentica-
tion, request-level authorization, and automatic TLS certificate rotation. All of these features work
together to simplify complex microservices architectures while improving communication between
services and ensuring high levels of security and reliability.
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2.2.3.1.1 Linkerd’s Architecture

Linkerd's architecture comprises two essential components: the data plane and the control plane. The
data plane functions as the workhorse of the system and handles the critical task of directing network
traffic between various services ensuring smooth communication with each other and without any
disruptions or delays. The control plane is comprised of a set of services, responsible for the overall
orchestration and management of the data plane. Its services can be deployed in one or multiple
nodes of a cluster and their responsibilities include configuring, scaling, and monitoring the data plane,
making sure that everything is always running optimally. Figure 2.4 provides a detailed overview of
the architecture of Linkerd, showcasing the distinct grouping of mesh’s control plane services separate
from the meshed ones (Mesh’s Data Plane), to highlight the clear separation and organization of com-
ponents within Linkerd's architecture.
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Figure 2.4: Linkerd's Architecture (basic installation)

The data plane is made up of a set of transparent micro-proxies that are deployed alongside each
service instance, as sidecar containers in the pods [18]. These proxies handle all the incoming and
outgoing TCP network traffic for the service, intercepting all requests and responses. When a request
is intercepted, the proxy routes it to the appropriate destination based on the rules defined in the
service mesh. The proxy is also responsible for adding metadata to the requests and responses, which
is used for observability and monitoring purposes. This metadata can include information about the
service name, version, request latency, success rate, and more. To configure the proxies with the
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necessary settings, the data plane includes Linkerd-init container. This component is added to the
meshed pod as a Kubernetes init container that executes before any other containers and performs
one-time initialization tasks such as fetching certificates and setting up service discovery. Once the
Linkerd-init process is complete, the Linkerd proxy is ready to perform its role, routing traffic and add-
ing metadata for observability and monitoring.

On the other hand, the control plane is made up of a set of components that work together to manage
and configure the proxies that form the data plane, including the identity, destination, and proxy-
injector services. The identity service acts as a certificate authority that accepts certificate signing re-
guests (CSRs) from the proxies in the data plane. These certificates are used for mutual TLS (mTLS)
between the proxies. By implementing mTLS, Linkerd ensures that communication between proxies is
secure and authenticated. This prevents eavesdroppers from getting access to data transferred (man-
in-the-middle attacks or MITM), and unauthorized access to services. The destination service is re-
sponsible for managing and distributing information about the available services in the service mesh,
allowing for dynamic service discovery and efficient load balancing. The data plane proxies use the
destination service to determine various aspects of their behavior, such as where to send a particular
request, which types of requests are allowed, and how to handle per-route metrics, retries, and
timeouts. Lastly, the proxy-injector is responsible for automatically injecting the Linkerd proxy into the
application pods in the data plane. This is achieved using a Kubernetes mutating admission webhook,
which acts as an HTTP callback to receive and process admission requests [22]. Specifically, the mu-
tating admission webhook used by Linkerd intercepts the creation of pods and modifies their YAML
specification, adding the necessary proxy-init and linkerd-proxy containers.

2.2.3.1.2 Linkerd’s Extensions

While Linkerd includes a comprehensive set of features, it also provides extensions that add further
functionality and customizability to the service mesh. These extensions can be installed on top of the
core components of the control plane, customizing its behavior, and adding new features. Some of
the most popular Linkerd extensions include Linkerd Viz, Linkerd Multi-cluster, and Linkerd SMI.

Linkerd Viz [23] is a comprehensive visualization tool that consists of five components: Tap, Metrics-
api, Web, Prometheus, and Grafana. The Tap component provides the ability to introspect live traffic
in real-time. The Metrics-api provides a programmatic interface for accessing and retrieving metrics
data collected by Linkerd proxies, while the Web component provides a dashboard for visualization of
this metrics data, service dependencies and traffic. Prometheus is responsible for collecting, storing,
and querying the metrics data generated by the proxies. Lastly, Grafana is an optional component that
can be used to create custom dashboards and visualizations of that data. It's also worth noting that
an external instance of Prometheus can be used instead of the bundled version, providing additional
flexibility.

Linkerd’s Multi-cluster [23] is implemented by the Service Mirror and the Gateway components. It
works by mirroring service information between clusters, which ensures that services in one cluster
can easily discover and communicate with services in another cluster. The Service Mirror component
watches for updates to services in a target cluster and mirrors that information locally on a source
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cluster. Meanwhile, the Gateway component provides a secure and efficient way for services in one
cluster to communicate with services in another cluster by establishing encrypted connections be-
tween them. This extension provides a powerful solution for building and managing multi-cluster en-
vironments, enabling to deployment and scaling of applications across multiple geographic regions or
cloud providers while maintaining consistent performance and security. Figure 2.5 illustrates the func-
tionality of Linkerd's Multicluster, depicting two connected clusters, where Cluster A serves as the
source cluster and Cluster B as the target. In this setup, Microservice B's Kubernetes service is mirrored
at Cluster A, and a virtual IP address is created by Cluster A to provide a consistent response to pods
resolving the mirrored service. Additionally, the gateway in Cluster B functions as an ingress controller,
routing incoming requests to the appropriate service.
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SMI (Service Mesh Interface) is a standard interface for service meshes on Kubernetes, such as Linkerd.
It defines a set of resources that could be used across service meshes that implement it [18]. It includes
features such as traffic policy, traffic telemetry, and traffic management [24]. One of the key traffic
management mechanisms defined by SMI is TrafficSplit, which enables controlled distribution of traf-
fic across multiple versions or subsets of a service instance. This allows for precise traffic routing to
different service instances based on predefined proportions-weights. By leveraging TrafficSplit, ser-
vice mesh deployments can achieve fine-grained control over traffic distribution, optimizing resource
utilization and enhancing the reliability and availability of services. Figure 2.6 demonstrates the imple-
mentation of a TrafficSplit configuration, allocating traffic between a local service instance and a mir-
rored service.
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2.2.4 Benchmark Stressing Tool — Locust

Locust [25] is a popular open-source load testing tool. It enables developers to test the performance
of web applications. It provides a user-friendly web interface for defining load testing parameters and
reviewing the results. Its scalability and ability to simulate millions of concurrent users make it a per-
fect tool to test distributed systems and microservices architectures.

Locust generates detailed metrics and graphs for response times, error rates and other performance
indicators to identify areas for optimization and potential bottlenecks. However, it requires a basic
understanding of Python and web protocols to write test scripts and interpret results.
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3 System Topology and Architecture

The effective placement and replacement of services within a distributed environment heavily rely on
the intricate nature of system topology. In this section, we delve into the architecture and design of
the proposed multicluster cloud-fog-edge infrastructure, offering a comprehensive overview of its to-
pology. By gaining a profound understanding of the interconnections and structure of the system's
various layers, we can grasp the seamless flow of requests, the deployment and initialization of ser-
vices, and the mechanisms that facilitate dynamic service placement and migration. Our aim is to un-
ravel the complexity inherent in the system's design and illuminate the multifaceted processes that
drive its functionality.

3.1 Overview of System Topology

The system's topology plays a crucial role in achieving efficient service placement and replacement. It
encompasses multiple layers, each serving a specific purpose in the overall architecture. The layers
involved in the system include the cloud layer, edge layer, and fog layer. These layers are strategically
designed to handle different aspects of service management and request processing. The traffic flow
of requests follows a path of clusters through each layer. If a service is not instantiated in a cluster on
the path, the request is forwarded to a connected cluster of the next layer. To visually represent the
cloud-fog-edge model and illustrate the interplay among these layers, Figure 3.1 is provided in the
context of the system's topology.

Figure 3.1: Topology Model

Within the system's topology, the cloud layer assumes a pivotal role as the centralized infrastructure,
often housed in data centers or entrusted to public cloud providers. This layer offers a multitude of
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advantages, including scalability, robust computing power, and ample resources necessary for man-
aging and processing intricate workloads. Services deployed within the cloud layer serve as the bed-
rock of the entire system, acting as a fundamental starting point for the processing of incoming re-
quests. By capitalizing on the cloud layer's capabilities, the system establishes a strong foundation that
enables seamless request processing and sets the stage for subsequent layers to play their respective
roles in the overall architecture.

Serving as a vital intermediary between the cloud layer and the edge layer, this layer encompasses
additional computing resources and services that are strategically positioned closer to the edge. By
doing so, it facilitates efficient processing and data management for edge devices while mitigating
issues such as latency and network congestion. By leveraging the capabilities of the fog layer, the sys-
tem can intelligently offload computation and storage tasks from both the cloud and edge layers. The
proximity of the fog layer to edge devices allows for quicker data processing, reducing latency and
ensuring timely responses. In essence, the fog layer acts as a crucial bridge within the system's topol-
ogy, augmenting computational resources and services nearer to the edge.

At the foundation of the system's topology lies the edge layer, representing the closest tier to end-
user devices. This layer encompasses a diverse array of devices, including sensors, loT devices, and
mobile devices. Notably, the edge layer is distinguished by its relatively constrained computational
resources. However, its strategic placement in close proximity to users offers significant advantages.
By positioning services closer to users, the edge layer effectively reduces the round-trip time for re-
quests, resulting in enhanced response times and improved user experience. This attribute proves
especially valuable in latency-sensitive applications and scenarios that necessitate real-time data pro-
cessing.

3.2 Service Initialization

In terms of service deployment, the system's topology follows a strategic approach to ensure efficient
operations. Initially, all services, excluding the user interfaces (Frontend), are deployed within the
cloud layer. The cloud layer provides the necessary computational resources, scalability, and high
availability required for hosting a diverse range of services and applications. Acting as the centralized
backbone, services within the cloud layer offer essential functionalities and data access.

Following the deployment phase, services undergo initialization steps to prepare them for request
handling. To simplify this initialization process, Linkerd Service Mesh is employed, leveraging its robust
features. A crucial component of the service mesh, Linkerd Multicluster, assumes a vital role in estab-
lishing connections between the different layers of the system. By utilizing Linkerd Multicluster, mir-
rored services are created to facilitate seamless communication between the user interfaces deployed
in the edge layer and the services within the cloud layer. This enables efficient interaction and access
to functionality and data residing in the cloud layer. The mirrored services effectively act as a bridge,
ensuring effective communication between the user interfaces and the services hosted in the cloud.

To route requests from the edge layer to the appropriate services, Linkerd's TrafficSplits mechanism
comes into play. TrafficSplits enable the routing of traffic to mirrored services without requiring
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additional configuration of the traffic source. The TrafficSplits configuration assigns weight values to
each service, determining the proportion of traffic that each service will receive. Initially, TrafficSplits
guide all the flow of requests from the edge layer to the fog layer and subsequently to the services
located in the cloud layer. This routing mechanism ensures that requests originating from the user
interfaces successfully reach the corresponding services residing in the cloud layer, making effective
use of the available capabilities and resources.

3.3 Service Placement and Migration

Service placement and migration are critical components of the system's operation, contributing to
efficient resource utilization, scalability, and responsiveness. The DeFog application, deployed in each
cluster within the system's topology, plays a central role in these processes by leveraging decentral-
ized strategies. Rather than relying on a central service, the decision-making process is distributed
across the clusters, allowing each cluster to independently evaluate its resources and workload. Fac-
tors such as resource availability, including CPU and RAM capacities, are considered when making
placement decisions to ensure efficient utilization of computational resources.

In addition to resource availability, DeFog utilizes metrics like Requests per Second (RPS) and Response
Times to rank services and make informed decisions. Services with higher RPS and lower response
times are more likely to be deployed, while those with lower rankings may be considered for deletion
or replacement. By continuously monitoring and collecting relevant metrics data, DeFog can dynami-
cally adjust service deployments and deletions to optimize performance.

The distributed deployment of DeFog allows services to be instantiated in multiple clusters, facilitating
load balancing and traffic redistribution. If a stressed service is detected, DeFog adjusts the weights of
the TrafficSplit resource, diverting a proportion of traffic to connected clusters. This dynamic load
balancing mechanism ensures that the system efficiently handles varying workloads while maintaining
performance.

Overall, the decentralized and adaptive approach of the DeFog application enables continuous evalu-
ation, dynamic traffic routing, and orchestration of service deployments and deletions. This flexibility
optimizes resource utilization, enhances system responsiveness, and ensures a reliable service envi-
ronment.
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4 System Design

In this chapter, we delve into the implementation phase of our service placement strategy, focusing
on the display of the cluster's infrastructure and the essential components required for its successful
execution. We begin by outlining the fundamental metrics that serve as the foundation for our place-
ment and load-balancing strategies. Additionally, we present and thoroughly analyze the algorithms
that form the core of our implementation framework. Next, we analyze the cluster's architecture and
the application we implemented namely DeFog to perform the placement and load balancing. Lastly,
we will present the benchmark applications, in which we will perform the proposed placement strat-
egies.

4.1 Performance Metrics

Performance metrics are important when designing and evaluating a distributed system especially for
the proposed service placement strategies. The fundamental metrics often used in measuring perfor-
mance are Requests Per Second (RPS) and Response Latency. These metrics will be collected using
appropriate metric tools and will be utilized by the proposed service placement strategies to dynami-
cally place microservices on a hybrid cloud-edge-fog infrastructure, ensuring that the system meets
the required performance goals.

The RPS metric showcases the number of requests that a system receives in one second. Its purpose
is to provide insights into the traffic load on a specific microservice, effectively illustrating its signifi-
cance and demand within the system. In this thesis, the RPS metric is acquired from Prometheus,
which is collected by Prometheus API. Services with higher RPS values indicate a higher volume of
incoming requests, suggesting their increased significance for deployment.

The response Latency metric is commonly referred to as the time-to-first-byte (TTFB) and includes
network travel time and server processing time. For this thesis, we utilize the 95th percentile latency
metric to assess the performance of microservices. It represents the response time at which 95% of
the requests exhibit latency equal to or less than that value, allowing us to focus on the tail end of the
response time distribution, where response times may have a more pronounced impact on the overall
user experience. This metric is also collected using Prometheus. By measuring the 95th percentile la-
tency for each microservice, we can rank the services based on their response times. Services with
lower response times are given higher priority and are more likely to be deployed in appropriate clus-
ters, optimizing their placement for enhanced performance.
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4.2 System Architecture

In single-node K3s architecture, the cluster runs on a single virtual machine (VM) and manages con-
tainerized applications using Kubernetes primitives. The cluster is responsible for orchestrating con-
tainerized applications' deployment, scaling, and management. The resources available to the node
are fixed and determined by the VM’s hardware specifications. The K3s control plane components are
encapsulated within a single process, simplifying the operation and management of the cluster. The
data plane of the cluster, responsible for executing and managing containerized applications, is com-
prised of containerd and the pods it oversees. Similar to traditional Kubernetes, a K3s node can run
multiple Pods. Each Pod consists of one or more containers that host individual microservices or com-
ponents of an application. The containers communicate with each other using Kubernetes services,
with a well-defined DNS name and port number. Kubernetes Services can expose a set of pods to
external or internal consumers. They provide a stable network endpoint (IP address and port) that
other components within or outside the cluster can use to access the pods. The architecture of a sin-
gle-node K3S cluster is illustrated in Figure 4.1.
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Figure 4.1: Single-Node K3s cluster

Deploying Linkerd service mesh in the cluster injects a sidecar proxy container alongside each pod in
a Kubernetes deployment, which enables transparent traffic interception and routing. The sidecar
proxy is responsible for managing all network traffic for the application pod, including traffic between
other pods in the same namespace or across namespaces. When a request is made to a pod, the side-
car proxy intercepts the traffic and determines if it needs to be routed to another pod within the
cluster. Figure 4.2 presents a Pod that has been injected by Linkerd.
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Linkerd monitors the network traffic flowing through the proxies to provide observability and security
features. With the installation of Linkerd Viz extension, we obtain enhanced observability into the
service mesh such as visualizing the service topology. The built-in Prometheus instance extracts met-
rics by requesting data from the proxies, and the Grafana instance can be used to visualize this data.
Moreover, Linkerd SMI provides us with the necessary TrafficSplit specification that allows to dynam-
ically shift arbitrary portions of traffic destined for a Kubernetes Service to a different destination Ku-
bernetes Service. Lastly, by installing Linkerd Multi-cluster we extend the benefits of Linkerd Service
Mesh to multiple clusters, enabling seamless communication between microservices running on dif-
ferent clusters. In Figure 4.3, a comprehensive illustration showcases the installation of the Linkerd
Service Mesh, including its extensions—Linkerd Viz and Linkerd Multi-cluster—in addition to other
microservices. The illustration demonstrates the clear segregation of the Mesh's Control Plane micro-
services from the meshed ones, which comprise the Mesh's Data Plane. Notably, each pod belonging
to the meshed microservices and the service mesh itself is equipped with the linkerd-proxy and link-
erd-init. This configuration enables Linkerd to effectively monitor and observe its own constituent
elements.
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Figure 4.3: Linkerd’s Architecture (Installation with extentions)

Taking full advantage of the powerful features provided by the Linkerd Service Mesh, in this thesis we
are using multiple clusters of the above-described configuration, connected via the Multi-cluster ex-
tension. By leveraging this approach, we can seamlessly connect our microservices running on differ-
ent clusters, enabling improved flexibility and scalability for our system architecture.
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4.3 DeFog

DeFog represents a significant advancement in addressing the challenges of service placement in hy-
brid multicluster cloud-fog-edge infrastructures. Built using the Python programming language, DeFog
leverages the power and versatility of two essential libraries: the Kubernetes Python client and the
Prometheus API client. These libraries serve as fundamental building blocks, equipping Defog with the
necessary tools to seamlessly engage with the Kubernetes APl and harness the invaluable metrics fur-
nished by Prometheus.

The Kubernetes Python client serves as a vital component in DeFog 's functionality by providing seam-
less integration with the Kubernetes API. Through this client, DeFog gains the ability to interact with
the underlying Kubernetes infrastructure, including managing multiple Kubernetes resources, such as
deployments, services, and traffic splits, and accessing resource information. The client empowers
Defog to make informed decisions regarding the deployment and eviction of microservices based on
real-time data and system requirements.

In parallel, DeFog capitalizes on the Prometheus API client, forging a vital link to the Prometheus HTTP
API. Renowned as a robust monitoring and alerting solution in cloud-native environments, Prome-
theus provides an extensive array of metrics. By leveraging the Prometheus API client, DeFog gains
access to rich and detailed metrics collected from the system, including RPS, response latency, re-
source utilization, and other performance indicators. These metrics serve as crucial inputs for the de-
cision-making process employed by DeFog 's service deployment strategies.

DeFog incorporates two key features, efficient Service placement, and traffic management. To achieve
efficient service placement, DeFog employs a continuous evaluation process that takes into account
various system requirements. By analyzing metrics such as RPS, response latency, and RAM usage,
DeFog dynamically determines the optimal placement of services based on their importance and re-
source demands. This evaluation process considers the Kubernetes resource requests and limits for
CPU and RAM defined in the configuration files of the Services. By considering these specifications,
DeFog accurately assesses the availability of resources in the cluster, ensuring that the deployment
decisions align with the allocated resources and avoid resource contention. In addition to service
placement, DeFog also focuses on traffic management, which plays a crucial role in load balancing and
stress management. It intelligently splits the incoming traffic between the deployed instance within
the local cluster and the mirrored services across other clusters. This dynamic traffic-splitting strategy
helps achieve load balancing and efficiently manages stress.

These features operate periodically, constantly adapting to the system's needs to ensure optimal per-
formance and resource utilization. The main process of DeFog is described in Algorithm 4.1.
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Algorithm 1: DeFog main process.

Establish Prometheus connection
Create kubectl configuration
Collect cluster data
period <- 30 seconds
While True:

R,D <- getServices()

If period then:

Run Service Placement Algorithm(R,D)

© %0 NSO U A WN R

Else:

[
o

currentResources, resourcesLimits <- gatherData()

[N
N =

For service in D:
weight <- calculateTrafficSplitWeight(service, currentResources, resourcesLimits)

~
w

updateServiceTrafficSplit(weight)
End For

[
R

15, End If
16. End While

Algorithm 4.1: Defog main process

The algorithm described above focuses on the main process of DeFog. Upon establishing connection
with Prometheus and creating the kubectl configuration by Kubernetes API client, DeFog initiates a
loop that lists the deployed microservices (D), and the mirrored ones (R) whose requests are being
forward connected clusters along with resource requirements. Then, the service placement algorithm
is being executed at regular intervals of 30 seconds. For the remaining time, it gathers the current
resources usage of each deployed microservice along with their limits defined at their configuration
file and focuses updates TrafficSplits, based on the calculated weight.

In summary, DeFog combines algorithmic decision-making for service placement with traffic-splitting
techniques to optimize resource utilization and improve service delivery. By considering metrics such
as RPS, Response Latency, RAM usage, and Kubernetes resources’ requests and limits, DeFog enables
efficient deployment and eviction of services, while also ensuring load balancing and stress manage-
ment through traffic splitting among mirrored services. The combination of these features makes
Defog a powerful tool for enhancing the performance and scalability of service placement in complex
infrastructures.
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4.4 Service Placement Algorithms

Within a distributed system, the strategic placement of microservices across diverse infrastructures
can significantly influence their overall performance. Hence, the implementation of effective service
placement strategies becomes paramount in ensuring optimal system functionality. This thesis intro-
duces a set of algorithms that dynamically places microservices on a hybrid infrastructure, taking into
account comprehensive evaluations based on performance metrics such as RPS (Requests per Sec-
ond), Response Latency and resource utilization.

4.4.1 Least Frequently Used (LFU)

Least Frequently Used (LFU) in general is a cache eviction [26] algorithm used to determine which
items in a cache should be removed when the cache reaches its maximum capacity. The core concept
behind LFU is that items that are least frequently accessed should be evicted first. When implementing
the LFU strategy, DeFog aims to deploy services that have higher RPS values, indicating higher usage
frequency. If there are available resources in the cluster, DeFog proceeds with deploying these ser-
vices. However, if the cluster's resources are limited and cannot accommodate a requested service,
DeFog compares the RPS values of the requested service with the already deployed services and evicts
a deployed service if possible.

We define D as the already Deployed Services and R as the Requested Services to a given cluster. To
perform the ranking, the RPS metrics are collected for each of the Services in D and R. Services with
bigger RPS are ranked higher. LFU algorithm will be utilized as presented in Algorithm 4.2.
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Algorithm 2: LFU (R, D)

| |
l l
| 1. Sort R by RPS |
! 2. SortD by RPS |
: 3. While R not empty do: :
! 4. serviceToDeploy <- R[0] !
I 5. If serviceToDeploy in D: I
: 6. R.pop(0) :
: 7. continue :
: 8. Else if checkAvailableResources(serviceToDeploy) == True then: :
| 9. Deploy serviceToDeploy |
| 10. R.pop(0) |
: 11. Else if D not empty then: :
: 12. serviceToDelete <- D[Last] :
: 13. If serviceToDelete.requests < serviceToDeploy.requests then: :
I 14. Delete serviceToDelete I
: 15. D.remove(Last) :
| 16. End If |
| 17. End If |
| |
| |

18. End While

e o o e e = e - -

Algorithm 4.2: LFU

The algorithm described above focuses on the dynamic placement of Services, considering their Re-
guests Per Second (RPS) metric as a key factor. Here's a breakdown of the algorithm's steps:

1. Sorts the deployed Services and requested Services lists based on the RPS metric in descend-
ing order, indicating their priority.

2. lterates through the requested Services list and attempt to deploy each service according to
its priority.

3. Ifarequested Service is already deployed, proceed to the next one without taking any action.

4. Else it checks if there are sufficient available RAM and CPU resources to deploy the current
requested Service.

5. If the required resources are available, it deploys the Service.

6. If the necessary resources are not available, the algorithm proceeds to evict a deployed Ser-
vice from the list. However, eviction only occurs if the least important deployed Service has a
lower RPS value than the Service scheduled for deployment. This condition ensures that the
Service being deployed is of higher importance.

7. After eviction, the algorithm retries the deployment of the requested Service that was initially
unable to be deployed.

By sorting the Services based on RPS and considering resource availability, the algorithm aims to ef-
fectively utilize the available resources while prioritizing the deployment of high-demand services.
This approach ensures that critical services receive appropriate resources and are deployed efficiently
in the infrastructure, resulting in optimal performance and resource utilization.
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4.4.2 Response Latency-based Service Deployment (RLSD)

The proposed strategy, referred to as the “Response Latency based Service Deployment” (RLSD) takes
advantage of the Response Latency metric to make informed decisions about service deployment. By
considering response latency as a crucial factor, the RLSD strategy aims to optimize resource utilization
and enhance user experience. When implementing the RLSD strategy, DeFog prioritizes the deploy-
ment of services with lower Response Latency values. If these services are deployed closer to the user
end, it will enable faster response times and improved performance. If there are available resources
in the cluster, DeFog proceeds with deploying these services. However, in scenarios where the clus-
ter's resources are limited and cannot accommodate a new service, DeFog employs a decision-making
process. It compares the Response Latency values of the new service with the already deployed ser-
vices in the cluster. If feasible, DeFog evicts a deployed service with higher latency to make room for
the deployment of a service with lower latency.

Similar to the LFU algorithm, the algorithm defines D as the set of already deployed services and R as
the set of requested services within a specific cluster. To determine the ranking, response latency
metrics are collected for each service in both D and R. Services with lower response latency are as-
signed higher priority in the ranking. This algorithm will be employed as outlined in Algorithm 4.3.

Algorithm 3: Response Latency based Service Deployment (R, D)

17. End If
18. End While

! I
! I
! I
! I
: 1. Sort R by Response Latency I
: 2. Sort D by Response Latency :
: 3. While R not empty do: :
I 4. serviceToDeploy <- R[0] :
: 5. If serviceToDeploy in D: |
| 6 R.pop(0) :
| 7. continue |
: 8 Else if checkAvailableResources(serviceToDeploy) == True then: :
: 9. Deploy serviceToDeploy I
|
| 10. R.pop(0) I
: 11. Else if D not empty then: :
I 12. serviceToDelete <- D[Last] :
|
I 13. If serviceToDelete.responselLatency > serviceToDeploy. responselLatency then: :
: 14. Delete serviceToDelete :
: 15, D.remove(Last) :
: 16. End If !
! I
! I
! I
! I
! I

e o o = = = = = e = e = e - —

Algorithm 4.3: RLSD

36



The algorithm outlined above follows a similar approach to the LFU algorithm, but with a focus on the

Response Latency metric of each service. Here is a breakdown of the algorithm's steps:

1.

The deployed Services and requested Services lists are sorted based on their Response Latency
metric in ascending order, reflecting their priority.

The algorithm iterates through the requested Services list, attempting to deploy each service
according to its priority.

If a requested Service is already deployed, the algorithm moves on to the next one without
taking any further action.

Else If the necessary RAM and CPU resources are available, the algorithm proceeds with the
deployment of the current requested Service.

If the required resources are not available, the algorithm evaluates the possibility of evicting
a deployed Service from the list. However, eviction only occurs if the least important deployed
Service has a higher Response Latency value compared to the Service scheduled for deploy-
ment. This condition ensures that the Service being deployed is of higher importance.

After eviction, the algorithm retries the deployment of the requested Service that was initially
unable to be deployed.

By considering the Response Latency metric, this algorithm prioritizes the deployment of services with

lower response latency, aiming to enhance the overall performance and user experience.
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4.4.3 Algorithm Variations

In low-resource systems like fog or edge computing, the implications of high RAM usage are amplified.
These environments typically have limited resources compared to traditional data centers, making the
impact of resource scarcity more significant. When a service consumes a substantial amount of RAM
in such constrained settings, it exacerbates the competition for limited resources, resulting in resource
contention. This contention manifests as challenges in allocating sufficient memory to each service,
leading to delays in resource allocation and increased latency for affected services.

The consequences of high RAM usage and resource contention can directly affect the Quality of Ser-
vice (QoS) requirements of applications in fog and edge computing. The increased latency caused by
resource contention can result in missed deadlines, degraded user experience, and an overall decline
in QoS. It's crucial to understand that when a service exhibits high RAM usage, it indicates its resource-
intensive nature, which often translates to longer processing times for requests and generation of
responses. Consequently, the latency of such a service tends to be higher compared to services with
lower RAM usage.

However, by effectively managing high RAM usage, particularly through eviction strategies, it becomes
possible to enhance overall latency performance. Evicting RAM-intensive services from the system
liberates resources that can then be allocated to other services. This allocation optimization ensures
that services receive the necessary resources, resulting in improved latency performance for the sys-
tem.

Considering the significant impact of RAM usage on latency performance, this thesis introduces novel
variations to the LFU and RLSD algorithms, named LFU-RAM and RLSD-RAM respectively. These algo-
rithm variations maintain the strategic approach of LFU and RLSD in terms of service deployment
based on RPS or Response Latency rankings. However, a key distinction lies in the eviction process
when the cluster's resources reach their limits. If the cluster lacks sufficient resources to accommo-
date the new service, the algorithm compares the requested RAM of the new service with the de-
ployed service that currently utilizes the most RAM resources in the cluster. If the new service requires
less RAM, the algorithm evicts the deployed service with the highest RAM usage. This eviction process
frees up resources and creates space for the new service to be deployed. This eviction process creates
space and resources for other services that can utilize them more efficiently, alleviating resource con-
tention, and ultimately improving overall latency performance.
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4.5 Traffic Management Algorithm

In a distributed system, effective traffic management across diverse infrastructures is vital for achiev-
ing load balancing and stress management. This thesis presents an algorithm that dynamically handles
traffic and intelligently splits it between deployed instances within the local cluster and mirrored ser-
vices across other clusters. The algorithm takes into consideration the resource limits defined in the
configuration of the Services. By utilizing the knowledge of these limits, DeFog calculates a weight that
ensures that the traffic is distributed in a manner that optimizes resource usage and prevents the
overloading of individual services. The calculation of this weight is described in Algorithm 3.4.

Algorithm 4: calculateTrafficSplitWeight (service, currentResources, resourceLimits)

1. currentCPU <- currentResources.cpu[service]

2. currentRAM <- currentResources.ram/[service]

3. desiredCPU <- resourcelimits.cpu[service] * THRESHOLD
4. desiredRAM <- resourcelimits.ram[service] * THRESHOLD

5. weight <- ( currentCPU / desiredCPU ) + ( currentRAM / desiredRAM)
6. If weight > 1 then:

7. weight <- weight — 1

8. Else

9. weight <- 0

10. End If

11. return weight

Algorithm 4.4: TrafficSplit Weight Calculation

In this algorithm, the current CPU and RAM utilization of the service is compared to the desired CPU
and RAM limits multiplied by a threshold value. It aligns with the principles of the Kubernetes Hori-
zontal Pod Autoscaler (HPA) which operates based on the ratio between the desired metric value and
the current metric value [27]. If the weight exceeds 1, it indicates that the service's resource utilization
has exceeded the desired limits by a certain margin. This excess weight signifies the additional load
that needs to be distributed among the mirrored services.

By leveraging this concept, inspired by the Kubernetes HPA, DeFog dynamically adjusts the traffic split-
ting among mirrored services based on the weight calculation. This allows for efficient load balancing
and ensures that services experiencing high CPU and RAM utilization are appropriately “calmed” by
redistributing the excess load to the available computational resources distributed across multiple
clusters.
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4.6 Benchmark Applications

The present study employs two distinct applications to evaluate and validate the proposed service
placement strategies. The chosen applications are Google's Online Boutique [28] and iXen [29], [30].
These benchmark applications are recognized for their versatility, complexity, and overall represent-
ativeness of modern cloud-based systems. They are co-deployed within multiple K3s clusters, accom-
panied by the Linkerd Service Mesh and DeFog, the application developed for this study. The DeFog
will execute specific decisions based on each placement strategy that is being evaluated.

4.6.1 Google's Online Boutique

Online Boutique is an open-source application that acts as a reference application developed by
Google. By leveraging this application, developers can be introduced to microservices, and experiment
with different scaling strategies, fault tolerance techniques, and deployment models. Google uses this
application to demonstrate the use of technologies like Kubernetes/GKE, Istio, Stackdriver, and Grpc
[28].

The Online Boutique application consists of several microservices that work together to provide a
complete e-commerce experience. These microservices’ functionalities include product catalog, shop-
ping cart, checkout, payment processing, and more. Each microservice is designed independently, al-
lowing for greater flexibility and scalability.

It utilizes gRPC for communication between its services. gRPCis a high-performance remote procedure
call (RPC) framework that enables efficient communication between distributed systems. In the
Google Online Boutique architecture, each microservice is responsible for a specific function, and com-
munication between services occurs via gRPC APIs. This approach allows for efficient and scalable
communication between services providing a scalable e-commerce platform to its users.

As described on the official GitHub page of the application [28], the Online Boutique is composed of
12 microservices written in different languages. Figure 4.4 provides a detailed overview of Online Bou-
tique’s architecture. More specifically:

e Frontend: Written in Go. Exposes an HTTP server to serve the website. Does not require sig-
nup/login and generates session IDs for all users automatically.

e Cart Service: Written in C#. Stores the items in the user's shopping cart in Redis and retrieves
it.

e Redis Cart: Redis database. Cart Service stores its data in this in-cluster Redis database.

e Product Catalog Service: Written in Go. Provides the list of products from a JSON file and the
ability to search products and get individual products.

e Currency Service: Written in Node.js. Converts one money amount to another currency. Uses
real values fetched from European Central Bank. It's the highest QPS service.

e Payment Service: Written in Node.js. Charges the given credit card info (mock) with the given
amount and returns a transaction ID.
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o Shipping Service: Written in Go. Gives shipping cost estimates based on the shopping cart.
Ships items to the given address (mock)

e Email Service: Written in Python. Sends users an order confirmation email (mock).

o Checkout Service: Written in Go. Retrieves user’s cart, prepares orders, and orchestrates the
payment, shipping, and email notification.

e Recommendation Service: Written in Python. Recommends other products based on what's
given in the cart.

e Ad Service: Written in Java. Provides text ads based on given context words.

e Load Generator: Written in Python. Continuously sends requests imitating realistic user shop-
ping flows to the frontend.

User loadgenerator
HTTP HTTP
frontend checkout
ad recommendation payment email
productcatalog shipping currency

Redis cache

Figure 4.4: Google Online Boutique Architecture [28]

We must note that during the evaluation process, the Load Generator microservice is not used, as its
sole purpose is to test the application, continuously sends requests to the frontend microservice. The
Google Online Boutique is a well-established microservices reference application that has been a great
resource for developers and architects seeking to enhance their knowledge of microservices architec-
ture, container orchestration, scaling, and management. To summarize, with its versatile, complex,
and representative design, the Google Online Boutique provides a powerful tool for evaluating and
developing cloud-based systems, ensuring the reliability and validity of research findings.
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4.6.2 iXen

iXen [29], [30], is a platform for an IoT scenario based on the Service Oriented Architecture (SOA)
principles. The platform demonstrates a remarkable capability for efficient and effective management
of a diverse range of sensors. These sensors, encompassing various models, seamlessly transmit their
measurements to the cloud computing system of the iXen platform. Its architecture is founded upon
a publish/subscribe model, which empowers users to effortlessly subscribe to the data from specific
sensors. This subscription grants them the flexibility to utilize and access the data in their desired
format, catering to their specific requirements.

The iXen platform is meticulously implemented as a comprehensive three-tiered loT system,
thoughtfully designed to cater to the distinctive needs of different user types. Each tier has its unique
functions and serves a specific purpose for Infrastructure Owners, System Developers, and Customers.
At the first tier of the system, Infrastructure Owners have the ability to install and connect their
physical devices to the system. The second tier of iXen is designed to support System Developers who
can subscribe to the devices installed by Infrastructure Owners. This allows them to access and use
the devices for building various applications using the data gathered by them. Finally, the third tier of
iXen is tailored for the Customers, who can subscribe to various applications offered by System
Developers. This allows them to access these applications and utilize them for various purposes. Figure
4.5 shows the microservices architecture of iXen.

' 1

' 1

: > loT/Sensors (~) :

1 Physical 1 T T T T T T T T T T T T <

1 Devices ' [} 1

== ... - | iAdminstrators |

' 1 I

v 1
I |

IDevelopers

. l l y {Customers
)

Broker

Web Application

MongoDB

S = =
R s .

Mashup Service

Node-Red

Calculations

Figure 4.5: iXen's Architecture

As illustrated in Figure 4.5 of the system architecture, iXen is composed of 15 distinct microservices.
The intercommunication between these services is facilitated through the use of Restful APIs, enabling
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seamless data exchange and interaction. To facilitate clear comprehension of the system architecture,
each edge of the diagram is color-coded to represent the different functions and processes of the
system. The following is a comprehensive overview of the individual microservices that form the
fundamental components of iXen, allowing for the delivery of an efficient and comprehensive loT
solution.

e Web Application: Written in PHP and Node.js, this service serves as the core of the entire
system. It exposes a Web Ul for users to access while orchestrating every other service and
forwarding each user request to the proper services.

e Quering Sensors: This service provides translation of a custom query to a MongoDB query. It
is used to search the MongoDB and retrieve devices registered in the system, information
about these devices, and measurements they provide.

e Mashup Service: This component consists of two services, a Node-Red instance, and a
Calculations service. Node-Red is used to create applications on the system while the
Calculations service is responsible for retrieving data, needed for the applications, from the
Sth-Comet service.

o Keyrock IDM: It is a project of FIWARE. This component is responsible for Identity
Management. It provides the functionality of user and role management, storing the
necessary information in a MySQL database.

e AuthzForce: It is a project of FIWARE. It provides an API to get authorization decisions based
on authorization policies, and authorization requests from PEPs. The API follows the REST
architecture style [31].

e PEP Proxy - Wilma: It is a project of FIWARE. Combined with the other security components,
Keyrock and Authzforce, it enforces access control to the system. Every request to each
service is forwarded by this proxy. This secures the backend system by allowing only permitted
users with specific roles to access the requested service.

e Orion Context Broker: It is a project of FIWARE. It is an NGSIv2 server implementation to
manage context information, providing a powerful mechanism for subscribing to and
receiving real-time updates about changes to context data stored in MongoDB. This
mechanism is based on the publish-subscribe pattern, where subscriptions to physical devices
or applications can be created.

e Cygnus: It is a project of FIWARE. This component serves as a bridge between the Orion
Context Broker and external big data storage systems. It can capture and store real-time data
streams from the Orion Context Broker, and create a historical view of the data. Cygnus
provides a common interface for working with different databases allowing developers to
choose the database that best fits their needs and requirements, without being tied to a
specific technology.

e Sth-Comet: It is a project of FIWARE. It is in charge of managing historical raw and aggregated
time series information related to the evolution of context data registered in an Orion Context
Broker instance [32]. Its primary function is to store and retrieve large volumes of historical
data providing the ability to analyze and process historical trends and patterns over time.

e MongoDB: It is used to store required data about the registered physical devices and their
measurements, and applications on the system.

e MySQL: Keyrock IDM uses this database to store and retrieve data.
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5 Experimental results

This chapter presents a detailed analysis of the performance of the proposed DeFog application in the
context of service placement within hybrid multicluster cloud-fog-edge infrastructures. Through a
comprehensive examination of the test infrastructure, the applied request test plan, and the resulting
outcomes in terms of latencies and the services deployed in each cluster under various load scenarios,
valuable insights into the effectiveness and efficiency of the proposed Service Placement Algorithms
are gained. By thoroughly evaluating the experimental results, we can better understand how the
proposed Service Placement Algorithms manage service placement and optimize system perfor-
mance.

5.1 Infrastructure

For the experiments, we utilize multiple Virtual Machines (VMs) in the Google Cloud Platform (GCP)
for the Multi-cluster Kubernetes environment. In particular, this architecture has five VMs distributed
across multiple regions. These VMs are virtualized instances running on GCP's infrastructure, providing
a scalable and flexible environment for hosting applications and services. In each VM a k3s is installed
representing a single-node cluster. K3s is a popular choice for deploying Kubernetes clusters on VMs
due to its minimal resource footprint and simplified installation process. Table 5.1 displays the essen-
tial characteristics of the clusters.

Cluster Attributes Options

VM Boot Disk Image debian-cloud/debian-10
Location Type Zonal

K3s Cluster Version Type Stable

K3s Cluster Version v1.19.3+k3s3
Horizontal Autoscaling Disabled

Boot Disk Size 50 GB

Table 5.5.1: Cluster Characteristics (1)

In order to simulate the cloud-fog-edge infrastructure, we have carefully designed each cluster in the
multicluster architecture with specific characteristics, such as available CPU, RAM, machine type, and
placement in different zones. This meticulous approach enables us to closely mimic the diverse nature
of cloud, fog, and edge computing environments. Each cluster within the architecture represents a
distinct tier, offering varying resource capacities and geographical locations. By incorporating these
varied characteristics, we can accurately replicate the complexities and challenges associated with
managing services in such environments. Table 5.2 displays a detailed overview of the unique charac-
teristics of each cluster.
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Cluster Attributes Cluster 1 Cluster 2 and 3 Cluster 4 and 5
Zone europe-west2-a europe-west3-a/b europe-west6-a/b
Machine Type e2-standard e2-standard e2-custom

vCPU 8 4 2

RAM (GB) 32 16 3

Table 5.5.2: Cluster Characteristics (2)

To establish the interconnectedness and hierarchical structure of the clusters, we begin by deploying
Linkerd Service Mesh, along with its extensions, on each cluster within the multicluster architecture.
The Linked Multi-cluster extension proves to be invaluable as it enables us to establish links between
the clusters in a hierarchical placement order, resulting in a three-layered pyramid of clusters. At the
topmost layer, we have Cluster 1, which represents the Cloud. The second layer consists of Clusters 2
and 3, representing the Fog layer. Lastly, on the third layer, we find Clusters 4 and 5, constituting the
Edge layer. The hierarchical arrangement and interconnectedness of the clusters can be visualized in
detail in Figure 5.1.
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Figure 5.1: Cluster's arrangement

Furthermore, in our experimental setup, we made use of the Linux Traffic Control (tc) [33] command
line tool. Leveraging the capabilities of tc, we had fine-grained control over network parameters, par-
ticularly latency. This allowed us to introduce realistic network conditions and simulate the effects of
increased distances between clusters, thereby creating an accurate representation of a distributed
cloud-fog-edge infrastructure. As depicted in Figure 5.1, we incorporated additional delays between
each layer. Specifically, a delay of 50ms was applied between the Cloud and Fog layers, while a delay
of 20ms was implemented between the Fog and Edge layers, in addition to the time for answering the
request.
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After configuring the infrastructure, the next step involved initializing the placement of our benchmark
applications. As the Benchmark Applications section mentioned, we utilized two microservice-based
applications: Google's online boutique, consisting of 12 microservices, and iXen, comprising 15 distinct
microservices. For initialization of the applications, the majority of microservices were deployed in the
Cloud cluster, taking advantage of its higher resource capacity and centralized nature. However, we
adopted a different approach for the frontend microservices. Each application's frontend micro-
services (Frontend and Web Application) were deployed in both clusters of the Edge layer. In the final
step of our experimental setup, we deployed the DeFog application on each cluster, excluding the
Cloud cluster as it was not required for the deployment.

During this phase, the frontend microservices were made ready to handle incoming traffic and DeFog
carried out the required deployments and TrafficSplit management across each cluster. However, it
was imperative to consider specific microservices that should not be deployed in multiple clusters.
Specifically, the database services of each application (Redis Cart, MongoDB, MySQL) were intention-
ally excluded from deployment in other clusters to prevent any potential data inconsistencies. Fur-
thermore, the Keyrock IDM microservice necessitated reconfiguration every time it would be de-
ployed in any cluster and was intentionally restricted from being deployed across multiple clusters.
Lastly, the frontend microservices were also exempted from deployment in multiple clusters to uphold
the integrity and consistency of the user interface.

5.2 Request Test Plan

Within this section, we present the load testing process conducted to assess the performance of the
benchmark applications, iXen and Google's online boutique, under various workload intensities. To
achieve this, we employed Locust, a powerful tool chosen for its suitability in simulating realistic user
scenarios. By subjecting the benchmark applications to different workload intensities, we aimed to
gain valuable insights into the placement decisions made by each algorithm and evaluate the system’s
overall performance. This section provides a comprehensive overview of the load testing methodol-
ogy, including the types of requests generated, the duration of each test, and the distribution of loads
across the clusters. The experimental results obtained from these tests serve as a foundation for ana-
lyzing the system's performance and assessing its efficiency in managing the placement of services
within the cloud-fog-edge infrastructure.

Using the Locust tool, to generate synthetic workloads, we implemented Python code to simulate user
behaviors and swarm both benchmark applications, iXen and Google's online boutique, simultane-
ously with multiple concurrent users. Our load testing strategy involved three different request distri-
butions in a sequence, each lasting five minutes, resulting in a total load testing duration of 15
minutes. Specifically, we designed a test plan where the requests are evenly distributed across both
Edge Layer Clusters where the frontends of the applications reside. These requests were carefully se-
lected from the available request types, with some requiring additional input parameters to configure
their distribution and endpoints. For a comprehensive overview, Table 5.3 provides a detailed list of
all the requests employed to simulate application workflows and interactions among the micro-
services.
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Application Request Type | Requests Distribution
Load1 | Load 2 | Load 3
Login into the App POST | 3.6% 5.2% 8.4%
Index GET 10.6% | 17.6% | 10%
Search Application Subscriptions | GET 7% 0% 6.6%
Search for an existing Application | POST | 7% 1.8% 13.4%
iXen Search for an existing Sensor POST | 7% 12.4% | 1.6%
Search Sensor Subscriptions GET 7% 1.8% 8.4%
Access Device Measurements POST | 7% 142% | 3.4%
Subscribe to Application POST | 3.6% 0% 6.6%
Subscribe to Sensor POST | 7% 7% 1.6%
Add to Cart POST | 4.2% 0% 9.2%
Browse Product GET 21% 10.6% | 6.2%
, . . Checkout POST | 2.2% 0% 3%
Google’s Online Boutique
Index GET 2.2% 10.6% | 12.4%
Set Currency POST | 4.2% 18.8% | 3%
View Cart GET 6.4% 0% 6.2%

Table 5.5.3: iXen and Google's Online Boutique Requests and Test Plans

To evaluate the effectiveness of each placement strategy, we perform a series of tests based on the
plan outlined in Table 5.3. With these tests, we measure the average, 90th and 95th percentile of the
response latency produced by each load after the placement of services occurred. Specifically, we
conduct a test to determine the optimal threshold for the calculateTrafficSplitWeight algorithm. This
test aimed to find the threshold value that maximizes the effectiveness of the traffic splitting feature.
Additional tests were conducted for the LFU, RLSD, LFU-RAM, and RLSD-RAM strategies. Each test was
executed at a consistent rate of 50 requests per second (RPS), providing a standardized workload for
comparative analysis. As a result, we can obtain valuable information about the performance and ef-
fectiveness of the different placement strategies as well as gain insights into the traffic splitting fea-
ture of DeFog.

5.3 Results

In our implemented infrastructure, we established five separate single-node K3s Clusters located in
different Zones. DeFog, our service placement application, utilizes the Kubernetes APl and Prome-
theus to gather crucial metrics such as current and available RAM and CPU usage, resource require-
ments, and request per second (RPS) statistics from each cluster. The placement process of DeFog is
executed periodically, ensuring continuous optimization. To evaluate the effectiveness of each micro-
service placement strategy, we subjected the applications to synthetic workloads, generating network
communication among the microservices. In the subsequent sections, we present the outcomes of
each algorithm's placement at varying request load plans, alongside the corresponding response la-
tency measurements before and after the placement occurred. These results shed light on the perfor-
mance and efficiency of our service placement algorithms in the cloud-fog-edge environment.
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5.3.1 |Initial Microservice Placement

In this subsection, we provide an overview of the initial placement of services for both applications
and examine the response latency at three different load levels. As previously mentioned, all micro-
services are initially deployed in the cluster belonging to the Cloud layer (Cluster 1), except for the
frontend of each application, which are deployed in both clusters of the Edge Layer (Cluster 4 and
Cluster 5). To provide a comprehensive understanding, Table 5.4 presents a detailed list of the de-
ployed microservices, while Chart 5.1 illustrates the response latency data. This analysis allows us to
gain insights into the initial placement and evaluate the performance of the system under different
load conditions.

Initial Placement
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Chart 5.1: Initial Placement Response Latency
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Cluster 1 Cluster 2 Cluster 3 Cluster 4 Cluster 5
adservice

authzforceservice
cartservice

checkoutservice

currencyservice
cygnusservice
cygnusserviceproxy

emailservice
keyrock
noderedservice
noderedserviceproxy apache apache
orionservice i i frontend frontend

orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
queryingsensorsserviceproxy
recommendationservice
rediscart
shippingservice
sthcometservice
sthcometserviceproxy

Table 5.4: Initial Service Placement

The distribution of requests in each load scenario has a noticeable impact on the response times of
the initial placement. Load 1, with a significant proportion of “Browse Product” requests, maintains
an average response time of around 772 ms. Load 2, characterized by a higher percentage of “Access
Device Measurements” and “Set Currency” requests, shows a similar average response time of 785
ms. Load 3, featuring a larger percentage of “Search for an existing Application” and “Add to Cart”
requests, exhibits a slightly higher average response time of 800 ms, with occasional spikes in the 95th
percentile response time. These findings highlight how the distribution of requests within each load
can influence response times demonstrating variations in performance for different types of requests.
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5.3.2 Traffic Management Algorithm’s Threshold Calculation

In the test aimed at determining the optimal threshold for the Traffic Management feature of Defog,

we utilized the request distribution pattern from Load 1. The LFU Service Placement strategy, which

had shown promising results in [8], was employed for this test. The objective was to assess the impact

of different thresholds in the traffic splitting algorithm. This test was conducted with threshold values

including 1, 0.9, 0.8, 0.7 and 0.6. These thresholds determined the maximum resource usage, such as

RAM and CPU, that a microservice could utilize without becoming stressed. Based on these limits, the

algorithm calculated the proportion of requests that would be split between the deployed services
and the mirrored services. By adjusting these thresholds, we could observe the distribution of work-
load and its effect on system performance. Table 5.5 provides a comprehensive overview of the Ser-

vices that were deployed using the LFU algorithm.

Cluster 2 Cluster 3 Cluster 4 Cluster 5
adservice adservice
cartservice cartservice
checkoutservice checkoutservice
currencyservice currencyservice
. . . . apache .
emailservice emailservice . adservice
. . cartservice
noderedservice noderedservice apache

noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

checkoutservice
curren-
cyservice
frontend
productcatalogservice
shippingservice

cartservice
currencyservice
frontend
productcatalogservice
recommendationservice

Table 5.5: Load 1's LFU Service Placement

The results of this experiment are presented in Chart 5.2, illustrating the latencies observed for each

threshold of the traffic splitting algorithm. Additionally, Table 5.6 shows the percentage of requests

that the affected deployed Services handled, providing insights into the workload distribution.
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Traffic Management Threshold Latencies
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Chart 5.2: Traffic Management Threshold Latencies
Threshold | Cluster 2 Cluster 3 Cluster 4 Cluster 5
0.9 - - currencyservice — 99% currencyservice —98%
08 currencyservice — 86% currencyservice —94%
' productcatalogservice — 96% productcatalogservice — 98%
adservice —95% .
0.7 - - currencyservice — 72% currencyservice _ 75% o
productcatalogservice —91% productcatalogservice —95%
adservice —97% adservice — 88% currencyservice — 66%
0.6 - orionproxyservice — 88% currencyservice — 65% i >

productcatalogservice — 80%

productcatalogservice — 80%

Table 5.6: Request percentages on deployed Services

Among the range of thresholds tested, the threshold of 0.8 emerged as the most promising in terms
of performance improvement. Notably, this threshold substantially reduced the average response
time, bringing it down to 325 ms. The 90th and 95th percentiles also exhibited notable improvements,
with response times of 600 ms and 870 ms, respectively. The observed performance improvement can
be attributed to the balanced distribution of requests across the deployed services. By strategically
splitting the traffic based on the selected threshold, the workload was effectively distributed among
the microservices. This optimized workload allocation led to more efficient handling of requests and,
consequently, faster response times.
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It is important to emphasize that the ideal threshold for traffic splitting may vary depending on the
specific application and the characteristics of the workload it handles. The observed performance im-
provements at a threshold of 0.8 are promising but it is crucial to consider the unique requirements
and constraints of different use cases.

5.3.3 Least frequently Used (LFU)

The LFU (Least Frequently Used) placement strategy demonstrated its effectiveness in improving re-
sponse times compared to the initial placement, considering the frequency of Service usage. The re-
sponse latency data in Chart 5.3 and the detailed list of deployed microservices in Table 5.7 provide a
comprehensive overview of the improved placement achieved by the LFU strategy.

LFU Placement

1800
1600
1400
1200
1000 895
800
600
400
200

1600

560

421

610
490
. I I I

Load 1 Load 2 Load 3

B Average m90% m95%

52



Cluster 2

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
gueryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
gueryingsensorsservice
queryingsensorsserviceproxy
recommendationservice
shippingservice

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
gueryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

Cluster 3
Load 1
adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
queryingsensorsserviceproxy
recommendationservice
shippingservice
Load 2
adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
qgueryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice
Load 3
adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
gueryingsensorsservice
queryingsensorsserviceproxy
recommendationservice
shippingservice

Cluster 4

apache
cartservice
checkoutservice
currencyservice
frontend
productcatalogservice
shippingservice

apache
cartservice
currencyservice
frontend
productcatalogservice

apache
cartservice
currencyservice
frontend
productcatalogservice
shippingservice

Table 5.7: LFU's Service Placement
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Cluster 5

adservice
apache
cartservice
currencyservice
frontend
productcatalogservice
recommendationservice

adservice
apache
cartservice
currencyservice
frontend
productcata-
logservice
recommendationservice

adservice
apache
cartservice
currencyservice
frontend
productcatalogservice
recommendationservice



n u

In Load 1, the placement of the “productcatalogservice”, “cartservice” and “currencyservice” on the
Edge Layer's clusters significantly impacted response times. By deploying this microservice closer to
the users, the average response time decreased from 772 ms to 321 ms. Similarly, in Load 2, where
“Set Currency” requests were prominent, key microservices such as “currencyservice”, played a crucial
role in reducing the average response time from 785 ms to 287 ms. Lastly, in Load 3, there is a notable
drop in the average response time from 800 ms to 421 ms. These observations highlight how the stra-
tegic placement of microservices based on request types can lead to improved response times.

5.3.4 LFU-RAM

The LFU-RAM placement strategy demonstrated its effectiveness in improving response times com-
pared to the initial placement, considering the frequency of Service usage and resource contention.
The response latency data in Chart 5.4 and the detailed list of deployed microservices in Table 5.8
provide a comprehensive overview of the improved placement achieved by the LFU-RAM strategy.

LFU-RAM Placement
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Chart 5.3: LFU-RAM's Service Placement Response Latency

54



Cluster 2 Cluster 3 Cluster 4 Cluster 5

Load 1
adservice adservice
cartservice cartservice
. . apache
checkoutservice checkoutservice .
. . cartservice
currencyservice currencyservice )
. . apache currencyservice
noderedservice noderedservice .
. . cartservice frontend
noderedserviceproxy noderedserviceproxy . . .
. . . . currencyservice orionservice
orionservice orionservice . .
. . . . frontend orionserviceproxy
orionserviceproxy orionserviceproxy . -

. . . . productcatalogservice productcatalogservice
queryingsensorsservice queryingsensorsservice . .
ueryingsensorsserviceprox ueryingsensorsserviceprox recommendationservice

querying . p y querying . p Y shippingservice
recommendationservice recommendationservice
shippingservice shippingservice
Load 2
adservice adservice
cartservice cartservice
checkoutservice checkoutservice apache
currencyservice currencyservice cartservice
emailservice emailservice apache currencyservice
noderedservice noderedservice cartservice frontend
noderedserviceproxy noderedserviceproxy checkoutservice orionservice
orionservice orionservice currencyservice orionserviceproxy
orionserviceproxy orionserviceproxy frontend productcatalogservice
paymentservice paymentservice productcatalogservice gueryingsensorsservice
productcatalogservice productcatalogservice shippingservice gueryingsensorsserviceproxy
queryingsensorsservice queryingsensorsservice recommendationservice
queryingsensorsserviceproxy queryingsensorsserviceproxy shippingservice
recommendationservice recommendationservice
shippingservice shippingservice
Load 3
adservice adservice
cartservice cartservice
. . apache
checkoutservice checkoutservice .
. . cartservice
currencyservice currencyservice .
. . . . checkoutservice
emailservice emailservice apache .
. . . currencyservice
noderedservice noderedservice cartservice . .
. . . emailservice
noderedserviceproxy noderedserviceproxy checkoutservice frontend
orionservice orionservice currencyservice . .
. . . . orionservice
orionserviceproxy orionserviceproxy frontend . .
. . . orionserviceproxy
paymentservice paymentservice productcatalogservice paymentservice
productcatalogservice productcatalogservice shippingservice .

. . . . productcatalogservice
queryingsensorsservice queryingsensorsservice . .
queryingsensorsserviceproxy queryingsensorsserviceproxy recommendationservice

. . . . shippingservice
recommendationservice recommendationservice
shippingservice shippingservice

Table 5.8: LFU-RAM's Service Placement

In Load 1, the deployment of microservices such as “currencyservice”, “productcatalogservice”, and
“cartservice” on both Cluster 4 and Cluster 5 significantly reduced the average response time from
772 ms to 297 ms, resulting in a noticeable improvement in performance. During Load 2, requests
such as “Set Currency”, “Browse Product”, “Search for an existing Sensor” and “Access Device
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Measurements” benefited from the presence of “currencyservice” and “productcatalogservice” in
both Edge clusters and “orionservice”, “orionserviceproxy”, “queryingsensorsservice” and “queryings-
ensorsserviceproxy” in Cluster 5, achieving an average response of 281 ms. Average response time in

Load 3 also improvedfrom 800ms to 367m:s.

5.3.5 Response Latency-based Deployment (RLSD)

The RLSD (Response Latency based Service Deployment) strategy demonstrated its effectiveness in
optimizing response times by placing microservices based on the observed latencies. The response
latency data in Chart 5.5 and the detailed list of deployed microservices in Table 5.9 provide a com-
prehensive overview of the improved placement achieved by the RLSD strategy.
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Chart 5.4: RLSD's Service Placement Response Latency
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Cluster 2

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
queryingsensorsserviceproxy
recommendationservice
shippingservice

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
queryingsensorsserviceproxy
recommendationservice
shippingservice

Cluster 3

Load 1

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
queryingsensorsserviceproxy
recommendationservice
shippingservice

Load 2

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

Load 3

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

Cluster 4

apache
frontend
productcatalogservice
shippingservice

apache
currencyservice
frontend
productcatalogservice
shippingservice

apache
currencyservice
frontend
productcatalogservice
shippingservice

Table 5.9: RLSD's Service Placement
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Cluster 5

apache
currencyservice

frontend

orionservice
orionserviceproxy
productcatalogservice
recommendationservice

shippingservice

apache
currencyservice
frontend
noderedservice
noderedserviceproxy
productcatalogservice
recommendationservice
shippingservice

apache
currencyservice
frontend
noderedservice
noderedserviceproxy
productcatalogservice
recommendationservice
shippingservice



In Load 1, certain requests like “Set Currency”, “Browse Product”, and “Checkout” were benefited by
microservices such as “currencyservice”, “productcatalogservice” and “shippingservice” deployed on
the Edge Layer's clusters. This strategic deployment significantly reduced the average response time
from 772 ms to 290 ms. During Load 2, “noderedservice” and “noderedserviceproxy” replaced “orion-
service” and “orionserviceproxy” resulting in the improvement of the response time from 785 ms to
260 ms. During Load 3, there was no change in placement since Load 2, however average response

time was reduced from 800 ms to 360 ms.

5.3.6 RLSD-RAM

The RLSD-RAM placement strategy demonstrated its effectiveness in improving response times com-
pared to the initial placement. This strategy takes into account factors such as Response Latency by
Services and resource contention to optimize the placement of microservices. The response latency
data presented in Chart 5.6 demonstrates the significant improvements achieved through the imple-
mentation of the RLSD-RAM strategy. Additionally, Table 5.10 provides a detailed list of the deployed
microservices, showing a comprehensive overview of the enhanced placement achieved by this strat-

egy.
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Chart 5.5: RLSD-RAM's Service Placement Response Latency
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Cluster 2

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
queryingsensorsserviceproxy
recommendationservice
shippingservice

Cluster 3
Load 1
adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice
Load 2
adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
queryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice
Load 3
adservice
cartservice
checkoutservice
currencyservice
emailservice
noderedservice
noderedserviceproxy
orionservice
orionserviceproxy
paymentservice
productcatalogservice
gueryingsensorsservice
gueryingsensorsserviceproxy
recommendationservice
shippingservice

Cluster 4

apache
cartservice
currencyservice
frontend
productcatalogservice
shippingservice

apache
cartservice
currencyservice
frontend
productcatalogservice
shippingservice

apache
cartservice
currencyservice
frontend
productcatalogservice
shippingservice

Table 5.10: RLSD-RAM'’s Service Placement
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Cluster 5

apache
currencyservice
frontend
noderedservice
noderedserviceproxy
productcatalogservice
queryingsensorsservice
queryingsensorsserviceproxy
shippingservice

apache
currencyservice
frontend
noderedservice
noderedserviceproxy
productcatalogservice
queryingsensorsservice
queryingsensorsserviceproxy
shippingservice

apache
currencyservice
frontend
noderedservice
noderedserviceproxy
productcatalogservice
queryingsensorsservice
queryingsensorsserviceproxy
shippingservice



In Load 1, the deployment of microservices like “productcatalogservice”, “shippingservice” and
"cartservice” significantly improved the average response time from 772 ms to 309 ms. In load 2, re-
quests like “Set Currency”, “Browse Product”, benefited from “currencyservice” and “productcata-
logservice” reducing the average response time to 286 ms. Similarly, Load 3, with requests like "Add
to Cart," "View Cart," and "Checkout," experienced enhanced performance as “currencyservice”,
“productcatalogservice”, and “shippingservice” were already deployed in Cluster 4 and Cluster 5, re-
ducing the average response time to 370 ms.
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5.4 Discussion

Comparing the performance of the Service placement strategies, LFU, RLSD, LFU-RAM, and RLSD-RAM,
we can acquire valuable insights into how effectively they optimize response times, allowing us to
assess their respective strengths and weaknesses and make informed decisions about their suitability
for optimizing the system's overall performance.

The LFU strategy, which prioritizes request affinity, does not consistently exhibit the lowest latencies
across all loads. While it performs well in some cases, the RLSD strategy generally achieves lower la-
tencies by considering response latency for service placement decisions. This indicates that response
latency-aware placement strategies can contribute to improved performance.

Taking resource contention into account, the LFU-RAM strategy combines the LFU algorithm with the
eviction of the most RAM-intensive service. This approach aims to balance request affinity and re-
source utilization, resulting in average latencies comparable to LFU and RLSD. Similarly, the RLSD-RAM
strategy combines the RLSD algorithm with resource contention consideration by evicting the most
RAM-intensive service. The test results demonstrate that RLSD-RAM performs on par with LFU, RLSD,
and LFU-RAM in terms of average latencies.

In addition to the service placement strategies, it is important to highlight the traffic splitting feature
of DeFog, which plays a crucial role in optimizing system performance. By efficiently distributing in-
coming requests across multiple clusters, DeFog ensures load balancing and prevents any single Ser-
vice from being overwhelmed. This traffic splitting capability improves resource utilization by evenly
distributing the workload and avoiding bottlenecks. Moreover, it enhances response times and user
experience by effectively managing incoming traffic. The traffic splitting feature of Defog adds an extra
layer of flexibility and scalability to the system, allowing it to efficiently handle high volumes of re-
guests while maintaining stability. Therefore, incorporating traffic splitting in the service placement
decision-making process can further enhance the overall performance and responsiveness of the dis-
tributed system.

In conclusion, the RLSD strategy consistently demonstrates lower overall latencies compared to the
LFU, LFU-RAM, and RLSD-RAM strategies, indicating its effectiveness in optimizing response times. The
incorporation of resource contention considerations in the LFU-RAM and RLSD-RAM strategies ena-
bles them to perform competitively, effectively managing resource utilization while optimizing re-
sponse times. These findings highlight the importance of considering request affinity, response la-
tency, and resource awareness when making service placement decisions in distributed systems. By
incorporating these factors into the placement strategy, optimal performance can be achieved. Fur-
thermore, the inclusion of the traffic splitting feature in DeFog enhances system performance and
responsiveness. By offloading a portion of requests to connected clusters, the system maintains better
stability for each service and prevents resource usage from exceeding 80% of the service's limits.
Based on the test results, using a threshold value of 0.8 for the traffic management feature of DeFog
proves to be effective in optimizing resource usage and load balancing. The combination of the traffic
management feature with the RLSD service placement algorithm yields the best results in terms of
system performance and stability. Charts 5.7, 5.8, 5.9 demonstrate the average, 90" and 95 percen-
tiles of response times for each placement strategy, showcasing the differences in performance. A
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significant improvement can be observed in the 95th percentile response latencies when comparing
LFU and RLSD strategies. In Load 1, the RLSD strategy demonstrates approximately a 33% reduction in
the 95th percentile response latency compared to LFU. Similarly, in Load 3, the RLSD strategy exhibits
a noteworthy 25% decrease in the 95th percentile response latency. These findings highlight the su-
perior performance and effectiveness of the RLSD strategy.
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Chart 5.6: Average Response Times for each placement strategy
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6 Conclusion and future work

In this final chapter, we will summarize the contents and the results of this Thesis and propose future
work aimed at refining the service placement problem and investigating advanced optimization strat-
egies on distributed systems.

The primary objective of this study was to reduce the total latency in a hybrid cloud-fog-edge mul-
ticluster environment by strategically placing services in the most appropriate clusters. To achieve
this, we conducted a thorough analysis and evaluation of various service placement strategies, LFU,
RLSD, LFU-RAM, and RLSD-RAM. In addition, we developed an application called DeFog, which imple-
mented these algorithms and incorporated a traffic splitting feature to enhance system stability. To
enable the service placement and traffic splitting features of DeFog, we utilized the capabilities of
Linkerd, a service mesh framework.

To evaluate the performance of the proposed algorithms, we utilized two benchmark applications,
namely Google's Online Boutique and iXen. Through extensive testing and analysis, we gained valuable
insights into each strategy. Our findings revealed that the RLSD strategy mostly outperformed LFU in
terms of achieving lower latencies, emphasizing the significance of considering response latency in
service placement decisions. Furthermore, the resource-aware strategies, LFU-RAM and RLSD-RAM,
showcased promising results by effectively managing resource utilization while optimizing response
times.

Additionally, we explored the importance of traffic splitting in optimizing system performance. By dis-
tributing incoming requests across multiple clusters and ensuring load balancing, we observed im-
provements in resource utilization, enhanced response times, and ultimately, a better user experi-
ence.

Although this thesis has provided valuable insights and optimization strategies for service placement
and traffic splitting, there are several areas that can be explored in future research.

First and foremost, we suggest investigating the potential of combining multiple placement strategies,
such as a hybrid approach that leverages both request affinity and response latency-aware placement.
This can provide a more comprehensive and flexible approach to optimizing performance.

Secondly, in this thesis, we have not considered Cost-Performance Trade-offs. Considering cost-per-
formance trade-offs in service placement decisions and integrating cost factors, such as communica-
tion overhead between clusters, into the placement algorithms can help optimize resource utilization
while minimizing operational costs.

Furthermore, considering the utilization of real-time data in this thesis, we suggest exploring the ap-
plication of machine learning techniques to predict workload patterns and make proactive service
placement decisions. Machine learning models can leverage historical data and real-time metrics to
optimize placement decisions and traffic splitting algorithms.

Moreover, the threshold in the traffic splitting feature of DeFog is statically provided. If resource limits
on microservices provided by their developers aren’t optimized, a static threshold may result in un-
derutilization or stress of the microservices. To address this issue, investigating dynamic adaptation

64



mechanisms that adjust the threshold value can enable the system to continuously optimize perfor-
mance in dynamic environments.

In the premises of this thesis, the DeFog application is deployed in each cluster separately and each
instance of DeFog is only aware of the state of the cluster it is installed in. However, to further enhance
the effectiveness of the placement strategies, we propose upgrading this decentralized approach by
enabling communication between different instances of DeFog. By implementing a communication
mechanism between DeFog instances, valuable insights and information about the overall system
state can be shared. This would enable a more holistic view of the entire distributed system, allowing
for coordinated decision-making and optimization of the placement strategies.

Lastly, in the context of the multicluster environment explored in this thesis, the focus has been on
single-node clusters. We suggest a study on placement strategies for a multicluster environment
where each cluster consists of multiple nodes. While focusing on minimizing latency for end users,
efficient placement of microservices on each multi-node cluster becomes crucial to achieve optimal
resource utilization, load balancing, and cost-effectiveness. By carefully assigning microservices to
nodes within clusters, it is possible to reduce network traffic and maximize the utilization of available
resources.
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