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Abstract
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Compression of Weights of Recurrent Neural Network for Speech
Recognition Acceleration in Reconfigurable Hardware (FPGA)

by Alexandros POUPAKIS

Over the last decades, advances in machine learning and neural networks
have been unprecedented, with ever more sophisticated models trickling
down the mainstream and forming the backbone of products and services
we use every day. While cutting edge research in this field has expanded the
realm of what is feasible, the learning superiority of deep neural networks
is largely attributed to their size. Hardware acceleration of deep learning
inference is necessary, for such models to be practically deployable. How-
ever, as model size increases rapidly, the available memory bandwidth on
massively parallel computing platforms such as FPGAs is outpaced, con-
stituting a bottleneck for scalability. This study addresses the problem of
compressing deep neural network weights for inference acceleration on FP-
GAs. The DeepSpeech2 model for Speech Recognition is trained and used as
a case study for weight pruning and quantization. The pièce de résistance
of this thesis is the development of a novel compression method suitable for
quantized weights, which is tested on the sparse matrices of DeepSpeech2.
This method generates a tree of overlapping symbol sequences and uses it
to encode the data with mathematically decodable, variable length codes.
Importantly, our compression method inherently allows one to coarsely se-
lect the decompression throughput. Lastly, the decompressor’s architecture
is designed and a general model for its resource cost in UltraScale FPGAs is
created. When compared against various LZ77-based decompressors in liter-
ature, our decompressor consumes more than an order of magnitude fewer
logic resources, while being capable of the same or higher throughput.
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Chapter 1

Introduction

1.1 Motivation

The era of big data ushered in by the digital age has presented the scientific
community with unique challenges in processing and analyzing the extraor-
dinary amount of data generated on a daily basis. According to a Domo
report, the 5 billion worldwide internet users in 2022 created, copied, and
consumed an estimated 97 zettabytes in one year, which amounts to 265 bil-
lion GB every single day. Extracting information and knowledge from these
vast amounts of data is crucial to maintain and advance all aspects of life
supported by technology.

Deep neural networks have proven time and again their unparalleled capa-
bilities in dealing with data at these scales and tackling increasingly diffi-
cult problems, with superhuman results. The most recent landmark achieve-
ments in the field of Artificial Intelligence, powered by deep neural net-
works, include AlphaFold, which is the highest-accuracy protein folding pre-
dictor, Tesla’s Autopilot, providing driver assistance, and ChatGPT, possibly
the most advanced chatbot in existence, which is even capable of producing
software code when prompted with programming questions.

However, cutting-edge capabilities come at a significant computational cost,
with model sizes increasing rapidly to meet our ever higher expectations.
CPUs simply neither parallel nor power-efficient to keep up with the compu-
tation needs of neural networks. On the other hand, GPUs provide excellent
parallel and power efficient computing capabilities, but their hard IPs do not
allow for custom computing pipelines tailored to each application.

Reconfigurable computing platforms, such as FPGAs, offer hardware cus-
tomizability which, sadly but inherently, yields much lower clock speeds and
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reduced power efficiency compared to GPUs. Yet, the advantages of recon-
figurability and custom architectures are too useful to overlook, which is why
much research is focused on developing fast and efficient neural network in-
ference accelerators on FPGAs.

Surprisingly enough, a roadblock in the progress of inference accelerators is
the memory bandwidth. While FPGAs do provide massive parallelism and
on-chip memory is split up into hundreds or thousands of modules which
can all be accessed in parallel, external memory is the limiting factor. As
the weight matrices of even mid-range neural networks do not fit in on-chip
memory, they must be stored in external RAM which is orders of magnitude
slower and more powerhungry. Thus, addressing the memory problem of
neural network inference accelerators is of paramount importance to their
success.

Much research exists in literature regarding the compression of neural net-
works. Network compression focuses on techniques which reduce the num-
ber of weights necessary for a given network, thereby reducing its computa-
tional cost and the memory footprint of said weights on external memory.
While these techniques are highly beneficial in alleviating the bandwidth
problem, very few works extend past them and adopt data compression
methods as well, to further reduce the footprint of weight matrices.

This work, in recognition of the potential of data compression in inference
accelerators, extends past network compression techniques and addresses
weight matrix compression specifically for reconfigurable hardware. Target
devices and applications include any machine learning inference accelerator
on reconfigurable hardware, from high-performance computing systems like
datacenters, to low-end, low-power, and low resource utilization inference
on edge devices.

1.2 Scientific Contributions

This thesis develops a novel compression method addressing the needs of
quantized weight matrices in inference applications. It is suitable for com-
pressing static files in applications where compression is needed only once,
while decompression is needed continuously. The method splits the data
into constant-length sequences, which due to the probability distribution of
quantized weight magnitudes, will exhibit significant overlap. This overlap
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is exploited to map the sequences onto a tree whose structure has been specif-
ically designed to provide mathematically determinable regions of different
codeword lengths. The resultant variable-length encodings are necessary to
achieve reasonable compression ratios, while the mathematical decodability
of the penalty regions allows for fast and low-cost decoding. More impor-
tantly, the method inherently provides the ability to select the decompres-
sion throughput, provided the sequences have sufficient length to support it.
Our method provides higher throughput compared to Huffman coding and
lower decoding complexity compared to LZ77-based methods.

The hardware architecture for the decompressor is also designed and evalu-
ated for implementation in FPGAs. By using the inherent properties of the
method itself, as well as our in-depth understanding of the target FPGA’s ar-
chitecture, we were able to design a decompression pipeline with low logic
resource utilization, high clock speeds, and high throughput. A generalized
model to calculate the resource cost of the decompressor’s implementation
for any configuration is also provided, and, through it, we show our decom-
pressor requires an order of magnitude fewer logic resources compared to
LZ77-based decompressors. The structures used in the architecture appeal to
common characteristics of FPGAs, not a specific platform, for the methodol-
ogy to be relevant in the long run.

Training of the DeepSpeech2 speech recognition neural network is carried
out to provide us with a case-study model. Robustness analysis is performed
on the trained model to examine the effects and limits of post-training net-
work compression techniques. The factors used to evaluate these methods
were the degradation of the model’s accuracy, the reduction of the num-
ber of weights and their binary representation, and the increase of inference
complexity. The pruning and quantization applied to the network yield the
sparse matrices used in the evaluation of our compression method.

The quantitative contributions are summed up below.

• 7x reduction of GRU kernels’ memory footprint due to network com-
pression

• a further 1.6x reduction due to weight compression using our method

• a total of 11x reduction in memory, and therefore bandwidth, compared
to the baseline model
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• overall file sizes within 9.5% of the entropy limit for the given weight
matrices

• low-cost decompressor architecture, on the order of 1K LUTs

• constant decoding duration per packet

• 2x the decompression throughput for 25% more LUTs using the forked
decoder pipeline

• 4-65x lower logic resource utilization compared to other decompressors
for the same hypothetical throughput

1.3 Thesis Outline

• Chapter 2 - Theoretical Background: The theoretical background of
Machine Learning, specifically of various Neural Network types, and
Data Compression is described.

• Chapter 3 - Related Work: The literature around automatic speech
recognition and neural network compression is presented, as well as
the available frameworks and platforms for neural network develop-
ment and deployment.

• Chapter 4 - Training and Robustness Analysis: The DeepSpeech2 model
is explained in-depth and trained. Then, robustness analysis is per-
formed, wherein the model’s weights are pruned and quantized to re-
duce their memory footprint.

• Chapter 5 - Compression: The main contribution of this thesis, namely
the novel compression method suitable for quantized weights and FPGA
implementation, is developed and analyzed. Also, the sparse quan-
tized weight matrices of DeepSpeech2 are compressed with this method
and the results are compared against the entropy limit.

• Chapter 6 - Hardware Architecture: The hardware architecture for our
decompressor is designed and explained. A model for the architec-
ture’s resource utilization is also developed, and our decompressor is
compared with the literature, using said model.

• Chapter 7 - Conclusions and Future Work: This thesis is being con-
cluded and directions for future research are provided.
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Chapter 2

Theoretical Background

This chapter presents the necessary theoretical background on Neural Net-
works and Data Compression.

2.1 Machine Learning

Machine Learning (ML) is a term coined by Arthur Samuel in 1959 [1] and
refers to the subfield of Artificial Intelligence (AI) which employs sophisti-
cated computational models that adapt to a given dataset. ML models gen-
erate predictions or decisions based on the input stimuli and training algo-
rithms gradually adjust the models, so their outputs approach some ground
truth or improve some metric.

Described as "Software 2.0" by Andrej Karpathy [2], ML differs from tradi-
tional software, or "Software 1.0", in many respects, most notable of which
is the fact that models are not explicitly programmed to perform the desired
task. Instead, their behavior is data-driven and the task of adapting that be-
havior is automated, requiring minimal to no human interaction. Thus, ML
models are notably versatile and able to tackle highly complex problems,
which would otherwise be out of reach with traditional software methodolo-
gies.

In order to perform a given task, these models must first be trained. At the
time of writing, the most widespread types of ML paradigms, with respect
to what is being learned, are the following:

• Supervised Learning: A "labeled" dataset is provided, which consists
of inputs and their respective outputs. The model tries to learn the
relationship between the given inputs and outputs and generalize that
behavior to stimuli not included in the dataset, i.e. predict their output.
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• Unsupervised Learning: An "unlabeled" dataset is provided, contain-
ing only the inputs. The model’s goal is to separate the inputs into
groups, called "clusters" and assign new stimuli to some cluster.

• Reinforcement Learning: Unlike previous paradigms, this one does
not rely on datasets. Instead, a set of rules evaluate the model’s actions
in some environment and the goal is for the model to exhibit behavior
that maximizes the evaluation score.

There are various model types, differing in complexity, capabilities, and ap-
plication domain. The most notable of these types are the following:

• Decision Trees

• Support Vector Machines

• Bayesian Networks

• Artificial Neural Networks

An ode to the importance of ML as a discipline is its success and massive
adoption in industry. For 2021, Fortune Business Insights reports the global
ML market was valued at USD 15.44 billion and is expected to reach USD
209.9 billion by 2029. Some industries adopting the technology include, but
are not limited to, Information Technologies, Banking, Automotive, Health-
care, and Advertisement [3].

2.2 Artificial Neural Networks

As the name suggests, Artificial Neural Networks (ANNs) mimic the natural
neural networks of the brain. Given that natural brains are exceptionally
efficient and capable of multimodal pattern recognition, the 21st century is a
race of innovation towards replicating and harnessing those capabilities.

The building block of any neural network is the neuron and its artificial coun-
terpart is called perceptron. Both structures accept input signals, process
them and then transmit the output further down the network. Figures 2.1
and 2.2 illustrate the two structures and their resemblance. Equation (2.1) is
the mathematical equivalent of Figure 2.2.

output = 𝑓

(
𝑛∑︁
𝑖=1

𝑥𝑖 · 𝑤𝑖

)
(2.1)



2.2. Artificial Neural Networks 7

FIGURE 2.1: Biological neuron and signal flow (source: URL)

FIGURE 2.2: Artificial neuron - Perceptron

The components that - mostly - define a Perceptron are its weights and the ac-
tivation function. The weights, or parameters, must be "learned" for the spe-
cific network and dataset. The activation function provides a non-linearity
between the input and the output, which is crucial for any non-trivial prob-
lem. Without activation functions, every ANN would simply perform a lin-
ear transformation of the input data, regardless of the network’s size. There
are various activation functions, some of which are illustrated in Figure 2.3.

Of course, natural brains - and the human one in particular - are not a ho-
mogenous network of neurons. Instead, it is a network of subnetworks, each
tuned to the specific task they aim to solve. While humanity is far from un-
derstanding the intricacies of natural brains, it is widely accepted scientific
knowledge that tasks as familiar as object recognition are handled hierarchi-
cally by multiple cascaded networks.

To achieve the desired variety, many types of ANNs have been proposed

https://www.researchgate.net/figure/A-biological-neuron-left-with-the-direction-of-the-signal-flow-and-a-synapse-right_fig1_339767429
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𝑓 (𝑥) =
{

1, 𝑥 ≥ 0
0, 𝑥 < 0

Binary step

𝑓 (𝑥) = max{0, 𝑥}

Rectified Linear Unit (ReLU)

𝑓 (𝑥) = 1
1 + 𝑒−𝑥

Sigmoid

𝑓 (𝑥) = 𝑒𝑥 − 𝑒−𝑥
𝑒𝑥 + 𝑒−𝑥

Hyperbolic tangent (tanh)

FIGURE 2.3: Activation functions

over the years, each of them targeting a specific subset of pattern recognition
applications. The most relevant network types are described in the following
sections.

2.2.1 Feedforward Neural Networks

Networks which do not contain feedback loops and, hence, can be repre-
sented as Directed Acyclical Graphs (DAGs), are called Feedforward Neural
Networks (FNNs). In these networks, the output is independent of time and
is only a function of the inputs.

Interestingly enough, multilayer FNNs have been proven to be universal ap-
proximators [4]. Any continuous function of finite dimensionality can be
approximated by FNNs of arbitrary width, i.e. networks with one hidden
layer with an arbitrary number of neurons, or arbitrary depth, i.e. networks
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with an arbitrary number of hidden layers, each with a limited number of
neurons.

Multilayer Perceptron

The simplest ANN is created by "vertically" stacking perceptrons to create a
layer and then "horizontally" stacking layers to create the full network, called
Multilayer Perceptron (MLP). Each neuron of one layer is connected to every
neuron on the next layer. These networks are alternatively called Fully Con-
nected (FC) or Dense Networks.

These networks are structure agnostic, meaning that they do not assume any-
thing about the target problem and the inputs. As such, they are more gen-
eral, but harder to train due to the high number of parameters. They are
typically used as the final processing step in Deep Neural Network (DNN)
architectures.

FIGURE 2.4: Multilayer Perceptron Network (source: URL)

By extending equation (2.1), an MLP can be mathematically expressed as

h1 = 𝑓1
(
xW𝑖ℎ1 + bℎ1

)
h𝑖 = 𝑓𝑖

(
h𝑖−1Wℎ𝑖−1ℎ𝑖 + bℎ𝑖

)
, 1 ≤ 𝑖 ≤ 𝑘

o = 𝑔
(
h𝑘Wℎ𝑘𝑜 + b𝑜

) (2.2)

where x ∈ R1×𝑛 is the input vector, h𝑖 are the hidden layer activation vec-
tors, and o ∈ R1×𝑚 is the output vector. Matrices W𝑖ℎ1 , Wℎ𝑖−1ℎ𝑖 , Wℎ𝑘𝑜 hold the

https://www.researchgate.net/figure/Example-of-fully-connected-neural-network_fig2_331525817
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weights between the designated layers and the vectors bℎ𝑖 and b𝑜 are called
biases and facilitate the network’s learning.

Convolutional Neural Networks

Drawing inspiration from the receptive fields in the visual cortex, Convolu-
tional Neural Networks (CNNs) can exploit hierarchical patterns in the input
data, by extracting increasingly more complex features. This is achieved by
applying filters - or kernels - on the data, via convolution. The result of this
operation, namely the convolution layer, is a set of feature maps which can
be downsampled and filtered again.

FIGURE 2.5: CNN kernel (source: URL)

Filters are tensors that sample part of the input data, across all feature maps
- or channels - and output the weighted sum after it’s fed through an acti-
vation function. Essentially, filters are a special case of MLPs, with a single
output unit and no hidden neurons. The purpose of each filter is to learn
some feature of the input data through its weights.

Succeeding the convolution layer is - typically - a pooling layer, which down-
samples the feature maps for a further data size reduction. The chosen pool-
ing filter is applied separately on each channel, so that the resultant tensor
has the same number of channels as the starting tensor, but of smaller size.
Common pooling filters are the max and average operations, where the max
and average value inside the kernel is chosen respectively.

The convolution and pooling layers comprise the feature extraction section
of a CNN architecture, which is followed by the classification section. The
classification subnetwork is a fully connected network with one output neu-
ron per classification category, representing the network’s confidence of the

https://stanford.edu/~shervine/teaching/cs-230/cheatsheet-convolutional-neural-networks
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given category existing in the original image. Figure 2.6 illustrates a conven-
tional CNN architecture.

FIGURE 2.6: CNN architecture example (source: URL)

2.2.2 Recurrent Neural Networks

While feedforward architectures excel in processing fixed size data, many
applications require the processing of time series of variable, unknown, or
infinite length. In such cases, feedforward architectures are simply not appli-
cable, since the input data size must be constant and bounded by the current
computational capabilities. Instead, Recurrent Neural Networks (RNNs) are
used, which can process time series of any length, with a fixed network size.

To achieve this, RNNs - as the name implies - contain a feedback loop. If we
regard the input to a Network as an entry of a time series at a discrete time
step, then the notion of time - in relative or absolute terms - can be transferred
to the Network’s outputs. Therefore, RNNs can coherently be described as
networks where some form of the output at any time step is used to process
the input at the succeeding time step. In other words, RNNs have an internal
state, which affects and is affected by the processing of the time series’ data.
Note, however, that the state is relevant only during each distinct time series
and is reset to some initial state between time series.

This simple feature makes RNNs suitable for tackling problems expressible
as timeseries, such as machine translation, time series prediction, speech
recognition, sentiment analysis, handwriting recognition, music composi-
tion, and many more. Indeed, RNNs have improved these fields, notably
speech recognition [5], machine translation [6], video prediction [7] and are
being used in cutting-edge industry applications, as in Google voice search
[8, 9]. The most notable variants of RNNs are discussed below.

https://medium.com/analytics-vidhya/architecture-and-training-of-convolutional-neural-networks-7-points-98eef5ef546f
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Fully Recurrent Neural Networks

Analogously to MLPs, Fully Recurrent Neural Networks (FRNNs) are the
simplest and most general type of RNNs. Their simplicity is attributed to
their minimal mathematical complexity and their generality on the fact that
other RNN types can be represented by an FRNN of appropriate size and
with appropriate weight matrices. These characteristics, however, are also
the reasons why other RNNs outperform FRNNs.

The mathematical description of an FRNN cell is quite similar to that of the
MLP with a single hidden layer and is presented in equation (2.3). The cell is
illustrated in figure 2.7. Note that a cell contains an entire hidden layer and
- perhaps counterintuitively - is not just a single neuron. Of course, multiple
hidden recurrent layers can be added by stacking cells vertically.

h𝑡 = 𝑓 (x𝑡W𝑥ℎ + h𝑡−1Wℎℎ + bℎ)
o𝑡 = 𝑔 (h𝑡Wℎ𝑜 + b𝑜)

(2.3)

FIGURE 2.7: FRNN cell and minimal network

A recurrent theme in these networks - no pun intended - is the shorthand
form of the sum of the vector-matrix products for the hidden state update,
shown in figure 2.7. Instead of the expanded sum of equation (2.3), the same
expression can be compactly written by concatenating the input and hidden
vectors, and the two weight matrices, as shown in equation (2.4). The con-
catenated form has the advantage of a more succinct illustration, compared
to the expanded form, which will prove particularly useful later on, in the
more complicated cells.
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h𝑡 = 𝑓

(
[x𝑡 h𝑡−1]

[
W𝑥ℎ

Wℎℎ

]
+ bℎ

)
o𝑡 = 𝑔 (h𝑡Wℎ𝑜 + b𝑜)

(2.4)

These networks, for their simplicity, can handle short-term dependencies,
but do not fare nearly as well on long-term dependencies. The reason for this
is mainly due to the network’s training. While the network learns with the
backpropagation algorithm, it corrects its weights based on the difference of
the prediction vs the ground truth. However, the more recurrent layers in the
architecture and the lengthier the dependencies, the smaller the weight cor-
rections will be since each hidden layer at each time step contributes less and
less to the overall output. This is the infamous vanishing gradient problem
[10].

Long-Short Term Memory

To directly address this learning deficiency, a new and more complicated re-
current cell was developed in 1997, by Josef Hochreiter and Jürgen Schmid-
huber [11]. In addition to the hidden state, the Long-Short Term Memory
(LSTM) cell contains a memory component, which is engineered to retain
additional information.

The memory component is controlled by three gates. The output gate selects
which hidden state entries to read. The input gate decides when to read data
into memory. Lastly, the forget gate resets the memory contents. It is evident
that this approach is much more detailed and structured than the vanilla
FRNN cell, hence the improved learning capabilities.

The internal structure of the LSTM cell is illustrated in figure 2.8, with its
mathematical counterpart shown in equation (2.5). Note that 𝜎 denotes the
sigmoid function and tanh the hyperbolic tangent function. As in the FRNN,
only the hidden state would be used in a subsequent layer. The memory
component does not directly participate in any computation outside its cell.
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FIGURE 2.8: LSTM cell

i𝑡 = 𝜎 (x𝑡W𝑥𝑖 + h𝑡−1Wℎ𝑖 + b𝑖)
f𝑡 = 𝜎

(
x𝑡W𝑥 𝑓 + h𝑡−1Wℎ 𝑓 + b 𝑓

)
o𝑡 = 𝜎 (x𝑡W𝑥𝑜 + h𝑡−1Wℎ𝑜 + b𝑜)
c̃𝑡 = tanh (x𝑡W𝑥𝑐 + h𝑡−1Wℎ𝑐 + b𝑐)
c𝑡 = f𝑡 ⊙ c𝑡−1 + i𝑡 ⊙ c̃𝑡

h𝑡 = o𝑡 ⊙ tanh (c𝑡)

(2.5)

The vanishing gradient problem is directly addressed by the computation of
c𝑡 . If the forget gate is close to 1 and the input gate is close to 0, then the
past memory contents, namely c𝑡−1, will be retained. This way, past informa-
tion is saved through time and thus the network can remember long range
dependencies.

Gated Recurrent Unit

The superior performance of the LSTM cell gained increasing popularity, but
its heavy computational cost was far less appealing. With the conception
of the Gated Recurrent Unit (GRU) [12], comparable performance could be
attained at a significantly smaller cost [13].

The GRU cell has one fewer gate compared to the LSTM and their function-
ality is different. The reset gate controls how much of the previous state is
remembered, and the update gate controls how much of the new state is a
copy of the old state. As for the result of the tanh fully connected layer, it is
called candidate because it only incorporates the reset gate.

Similarly to the LSTM, the vanishing gradient problem is addressed in the
GRU by the update gate. When z𝑡 is close to 1, the old state is retained, while
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when it is close to 0, the candidate state is passed through. Thus, relevant
information can be saved across lengthy subsequences, capturing long term
dependencies.

FIGURE 2.9: GRU cell

r𝑡 = 𝜎 (x𝑡W𝑥𝑟 + h𝑡−1Wℎ𝑟 + b𝑟)
z𝑡 = 𝜎 (x𝑡W𝑥𝑧 + h𝑡−1Wℎ𝑧 + b𝑧)
h̃𝑡 = tanh (x𝑡W𝑥ℎ + (r𝑡 ⊙ h𝑡−1)Wℎℎ + bℎ)
h𝑡 = z𝑡 ⊙ h𝑡−1 + (1 − z𝑡) ⊙ h̃𝑡

(2.6)

Bidirectional Recurrent Neural Networks

So far, we’ve explored feedforward networks which learn spatial data depen-
dencies and recurrent networks, which learn both spatial and temporal data
dependencies. While the spatial dependencies are direction-agnostic, the
temporal dependencies are learned on a physical-time basis, meaning that
only past samples affect the current one. One could be forgiven for thinking
that this one-directional approach of time is the only choice, but it is not.

In some real-world applications, the "future" is inherently unknown. Stock
market prediction, for example, revolves entirely around the fact that we
want to predict the price of an asset, in a setting where that price is impossi-
ble to know beforehand. In other applications, however, the notion of phys-
ical time is less constraining and can be adapted to suit our models. A key
example of this is any speech-related application, like speech recognition.

The problem of speech recognition, i.e. converting speech audio to text, is
hard for the simple reason that a single letter can be pronounced in various
ways, depending on the particular word (e.g. the letter "a" in "act", "ant",
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"any") and, inversely, a particular sound can map to different letters (e.g.
"end", "and" or "ill", "eel"). Therefore, in such problems, it is extremely useful
to know both the preceding and succeeding processed samples of the cur-
rently examined sample, so the samples should be processed bidirectionally.

To that end, Bidirectional Recurrent Neural Networks (BRNNs) process their
sequence of input samples from both directions, at the same time [14]. This
is achieved via dedicated hidden recurrent layers for each direction. Where
in traditional networks, a hidden recurrent layer would be comprised of a
single RNN cell, in BRNNs it contains two cells, one for each processing di-
rection. The outputs of the two cells are concatenated together and fed to the
next layer of the network. The architecture is illustrated in figure 2.10.

An important detail is the dimensionality of the output. In the cells presented
so far, the size of the input and hidden state vectors is a design choice and
the output, being just the hidden state, has the same size as the hidden state.
In BRNNs, the dimensionality of the input and hidden state vectors is - again
- a design choice, but the output’s size is the sum of the sizes of the forward
and backward hidden states. Naturally, as in any deep RNN, when multiple
recurrent layers are stacked together, the input size of one layer is entirely
determined by the output size of the previous layer.

Generally, with x𝑡 ∈ R1×𝑛,
−→
h 𝑡 ∈ R1×ℎ 𝑓 , and

←−
h 𝑡 ∈ R1×ℎ𝑏 , the output would be

h𝑡 ∈ R1×ℎ 𝑓 +ℎ𝑏 . In practice, the forward and backward cells are identical in
design parameters and differ only in their weight matrices and bias vectors,
which are not shared between directions. So, for ℎ 𝑓 = ℎ𝑏 = ℎ, the output
would be in R1×2ℎ. Of course, the input size does not influence the output
size, but both 𝑛 and ℎ define the size of the cell’s weights and biases.

2.2.3 Loss function and training algorithms

Having presented the various network types and topologies, we will now ex-
plore how neural networks learn their tasks. The applicable machine learn-
ing paradigm in this thesis is supervised learning, so the context hence forth
will be the existence of a labeled dataset. Thus, the process of learning trans-
lates to finding appropriate network parameters (weights and biases) such
that the total discrepancy between the predicted outputs and the ground
truths of the labeled inputs is minimized across the entire dataset.
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FIGURE 2.10: BRNN hidden layer

Since it is not possible to analytically solve for the network’s parameters,
learning is approached iteratively, updating the parameters in every itera-
tion and gradually reducing the overall discrepancy. To achieve this, three
components are needed: (i) a loss function to calculate the discrepancy, (ii) a
way to determine how much each individual parameter contributes to the
loss function, and (iii) a parameter update rule which minimizes the loss
function.

The later two components will be briefly discussed first. The contribution
of each parameter to the loss function is most commonly determined by the
backpropagation algorithm. This algorithm uses the rules of calculus to com-
pute the gradient of the loss function with respect to each network parameter.
backpropagation is used in feedforward networks, while for recurrent ones
a similar algorithm exists, called backpropagation through time [15, 16, 17].

While backpropagation is a fair algorithm, assigning blame to each weight
based on its contribution to the overall error and then updating the weights
proportionally to that blame, there exists algorithms with a different ap-
proach altogether. Perhaps unintuitively, a network can learn, or rather,
learn how to learn, by assigning blame proportional to random, fixed val-
ues, rather than the actual weights [18]. This idea is extended by the Direct
Feedback Alignment and Indirect Feedback Alignment methods [19].

As for the parameter update rule, the most basic optimization algorithm is
gradient descent. Gradient descent is a first-order iterative algorithm which
finds a local minimum of a differentiable function, by following steps along
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the direction of the negative gradient. In practice, extended optimizers are
used instead of the vanilla gradient descent, due to their superior perfor-
mance. Such optimizers are Momentum [20], Nesterov accelerated gradient
[21], RMSprop, and Adam [21], to name a few.

All of these optimizers are first-order methods, but second-order methods
also exist in literature. These methods use the Hessian matrix, or some es-
timation thereof, to incorporate information about the curvature of the loss
function in their update steps, thus converging faster. Some of these meth-
ods are the Newton method, Conjugate gradient, Quasi-Newton method,
Levenberg-Marquardt algorithm [22]. However, these methods are beyond
the scope of this thesis, so we move on to discuss some notable loss functions.

Mean Squared Error

Also known as quadratic or L2 loss, Mean Squared Error (MSE) is one of the
simplest and most basic loss functions. This function is used in regression
problems where outputs are real-valued numbers. Note that 𝑦𝑖 denotes the
ground truth of the respective training example and 𝑦̂𝑖 denotes the network’s
prediction.

𝑀𝑆𝐸 =
1
𝑛

𝑛∑︁
𝑖=1

(𝑦𝑖 − 𝑦̂𝑖)2 (2.7)

As in other loss functions, the average sum of the individual deviations is
used to reduce the influence of individual training examples on the net-
work’s parameters. This technique is called mini-batching and involves the
processing of a small batch of 𝑛 examples through the network and the mean
error is used to update the network parameters once per batch, instead of
once per example. This results in more efficient and faster convergence - i.e.
learning.

Categorical Cross Entropy

In multiclass classification scenarios, the output of the network is a vector
of probabilities denoting the confidence of the given input belonging to each
class. Categorical Cross Entropy (CCE) evaluates the loss of the entire output
vector, across 𝑚 classes. Similarly as before, 𝑦𝑖 𝑗 denotes the 𝑗-th element of
the ground truth vector of the 𝑖-th example and 𝑦̂𝑖 𝑗 denotes the respective
prediction.
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𝐶𝐶𝐸 = −1
𝑛

𝑛∑︁
𝑖=1

𝑚∑︁
𝑗=1

𝑦𝑖 𝑗 log( 𝑦̂𝑖 𝑗 ) (2.8)

Interestingly, since multiclass classification admits only a single class per in-
put, the ground truth vector will exhibit one-hot encoding, whereby a single
element will be 1 and all others will be 0. It follows that, regardless of the
prediction vector 𝑦̂𝑖, the internal sum will be reduced to a single term, i.e.
log 𝑦̂𝑖𝑘 , where 𝑘 is the index of the non-zero element of 𝑦𝑖.

Connectionist Temporal Classification

The loss functions presented so far address singular outputs, be it scalars
or vectors. However, many interesting problems are far more complex and
deal with output sequences, where the individual outputs of multiple input
samples form the encoded prediction. In these scenarios, a different type of
loss function is needed.

Suppose a RNN is tackling the problem of handwriting recognition by tak-
ing segments of the image and outputting character probabilities. An exam-
ple of a series of inputs is shown in figure 2.11, where the red lines show
the segments of the image processed individually by the network. For each
segment, the network would yield a vector of probabilities for each possible
character, and the most likely prediction is also shown below each segment.

FIGURE 2.11: Handwritten text - input example

The apparent problem is the prediction of the same letter when it spans mul-
tiple segments. This cannot be overcome by simply ignoring repeating pre-
dictions, because some of them may result from repeating letters in the image
(e.g. the word "to" vs "too"). Instead, Connectionist Temporal Classification
(CTC) [23] works with the entire prediction matrix and the ground truth text
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and calculates the score for any alignment between the two. To distinguish
between repeating characters, a new "blank" character is introduced.

The blank character is not to be confused with whitespace. The whitespace
character belongs to the set of possible, depicted characters, while the blank
character, here denoted by "-", is an artificial separator. Its use is to separate
runs of collapsible characters, such as the "oo" in figure 2.11. With this en-
coding scheme, multiple prediction sequences can map to the same output
sequence, such as "-too", "tt-o", "too-" all mapping to the word "to".

Due to the many-to-one relation between the encoded and output sequences,
the loss function must take all of them into account. Once the prediction
matrix for a given number of timesteps is generated, the value of the CTC
function for a ground truth text is computed as the sum of the probability of
every possible prediction sequence mapping to the given ground truth text.
In turn, the probability of each prediction sequence is given by the product
of the probabilities of its components. For our minimal, toy example, an
illustration is given in figure 2.12. The path "-too" is shown via the arrows.

FIGURE 2.12: CTC example

Obviously, a probability matrix for 𝑛 characters and 𝑚 timesteps contains 𝑛𝑚

paths. Evaluating all of them becomes practically infeasible even for research
studies, let alone real world applications. However, this computational cost
is circumvented during both training and inference, albeit in different ways.
During training, the ground truth text is known, so computing all paths that
generate it is sufficiently easy and practical via dynamic programming [23].
But, during inference, a decoding algorithm is needed.

The CTC decoding algorithm attempts to select an output sequence based on
some approximation of its probability. There are three well-known decoding
algorithms in literature, of increasing complexity and accuracy:



2.3. Data Compression 21

• Best path decoding / Greedy decoding [23]: At each timestep, the most
likely character is selected.

• Beam search decoding [24]: A predefined number of beams is kept
at each timestep, denoting the best text candidates. At each timestep,
every beam is extended by every possible character, the scores of paths
representing the same output text are merged together and the resultant
best scoring beams are kept. It is possible to implement a character-pair
language model with this decoding algorithm, to further improve its
accuracy.

• Word beam search decoding [25]: An extension of the vanilla beam
search decoding. This algorithm assigns a word or non-word state to
each beam. Transitions between the states happens based on the given
extension character, which can be either a word (letter) or non-word
(symbols and numbers) character. When in word-state, only characters
that will eventually form valid words are allowed, based on a prefix
tree. In its simplest form, this algorithm uses only a dictionary for the
valid words, but word-level language models can also be incorporated.

2.3 Data Compression

Data compression is the subfield of information theory which attempts to
transform information such that the resultant representation is condensed.
In our digital world, this process is expressed in terms of binary digits, i.e.
bits, but from a theoretical standpoint, any set of elementary units of informa-
tion can be used as the basis for representing information. This set is called
alphabet and each information unit is called symbol.

Decoupling our understanding of the basics of compression from the under-
lying binary nature of real-world systems is crucial both for understanding
the subject in general and the nuances of this thesis. After all, the binary sys-
tem is just one of infinite possible alphabets [26]. Abstraction of the alpha-
bets for compression is as fundamental as abstraction of the number basis for
arithmetic.

The goal of compression, i.e. reducing the size of a data file, is practically use-
ful because of the inherent, natural relation between fundamental resources
and the size of the data. Physical laws dictate that the energy, time, space,
and materials needed to store or transmit data increase as the size of the data
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increases. Thus, compression directly translates to cost reduction, monetary
or otherwise. However, the complexity and requirements of the compression
and decompression method must also be taken into account.

Compression is related to machine learning beyond the utilitarian goal of re-
ducing the model’s memory footprint. Machine learning models attempt to
predict an output given a sequence of inputs. But, a system which can pre-
dict the posterior probabilities of a sequence given its history is, by definition,
an optimal compressor. Also, an optimal compressor can act as a predictor,
by selecting the best symbol given the sequence history. This duality indi-
cates a deeper, fundamental connection between compression and artificial
intelligence [27].

Indeed, research has demonstrated that compression can be used to tackle
machine learning problems, in various applications, including text mining
[28], text categorization [29], and genome analysis [30]. Notably, it has been
proven that finding the optimal behavior of a rational agent is equivalent to
compressing its observations [31].

2.3.1 Lossless vs lossy compression

Compression methods are categorized - mainly - by the difference of the
original data and the decompressed data. Lossless compression includes all
schemes for which the decompressed data is exactly the same as the original.
Lossy compression includes all other schemes, for which the decompressed
data differs from the original. Choosing between lossless or lossy methods
comes down to the specific application and its requirements.

Usually, lossy methods are applied in cases where human perception is the
only metric for data quality. Image, audio, and video applications are the
most common use-cases of lossy compression. In these applications, the in-
herent information saturation points of the human sensory system can be
leveraged, by reducing the quality of the data without significantly affecting
our perception of it. Of course, lossy compression is applied to other cases
as well, but the underlying rational of the cost-benefit tradeoff is common
across all of them. In any case, the major advantage of lossy compression is
the significantly reduced file sizes, especially compared to lossless compres-
sion.

A landmark statement regarding lossless compression is that no such method
can compress all possible input files to a smaller size. In other words, for
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every lossless method, there exists inputs for which the resultant file will be
larger. Proving this statement is surprisingly easy by contradiction.

Given an original file size of 𝑁 bits, there are 2𝑁 possible input files. Suppose
all of these files can be compressed to 𝐾 bits, with 𝐾 < 𝑁 (𝐾 does not have to
be the same for every file). There are

∑𝑁−1
𝐾=1 2𝐾 = 2𝑁 − 1 possible compressed

files. But then, at least one compressed file would map to two distinct in-
put files, meaning that the scheme is either irreversible or not lossless. This
contradicts our hypothesis, therefore the original statement is true.

Being an active research topic for decades, multiple compression algorithms
exist, serving different purposes, catering to different assumptions. Some
notable lossless compression algorithms include, but are not limited to:

• Run-Length encoding

• Huffman coding

• Lempel-Ziv-Welch

• Arithmetic coding

Some notable classes of lossy compression algorithms include, but are not
limited to:

• Transform coding

• Discrete cosine transform

• Discrete wavelet transform

• Fractal compression

2.3.2 Entropy

Compression methods are not developed for individual data files, but in-
stead are general and suitable for entire classes of data files, which exhibit
certain characteristics. The mathematical tool of choice for describing such
classes of files is probability theory and their characteristics are expressed as
statistical properties via the Probability Distribution Function (PDF).

If we assume a simple, symbol-serial communication system where a source
generates symbols based on a given PDF, then this source is mathematically
represented by an independent and identically distributed discrete random
variable. In 1948, Claude Shannon established a metric to quantify the rate of
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produced information per generated sample of the discrete random variable.
Entropy is defined as

𝐻 (𝑋) = −
∑︁
𝑥∈X

𝑃(𝑥) log 𝑃(𝑥) (2.9)

where X is an alphabet and 𝑋 is the discrete random variable distributed
according to 𝑃 : X → [0, 1] [32]. Using base-2 logarithm, entropy represents
the average binary codeword length per symbol. For 𝑛 samples of 𝑋 , the
expected value for the total produced information is 𝑛𝐻 (𝑋).

A fundamental result, called source coding theorem and proven by Shan-
non, is that entropy represents the absolute mathematical limit for lossless
compression. In other words, no lossless compression algorithm can achieve
better compression, i.e. average codeword length, than entropy. For this re-
sult to be understood, however, it is crucial to contemplate its assumptions.

The source coding theorem holds for individual symbol encodings, indepen-
dent and identically distributed symbols, infinite length sequences, and a
complete a priori knowledge of the symbols’ distribution. If the distribution
is partially known and the unknown probabilities are assigned equal value,
then the actual compression limit will be greater than or equal to the com-
puted entropy. If any of the theorem’s other assumptions are violated, then
the actual compression limit will be less than or equal to the computed en-
tropy.

2.3.3 Entropy coding

Methods which attempt to approach the source coding bound are called en-
tropy coders. Their main characteristic is that the expected codeword length
of any symbol is greater or equal to the negative logarithm of the probability
of that symbol. The two most common such methods are described below.

Huffman coding

Huffman coding [33] is an optimal prefix-free code, meaning that no code-
word is the prefix of any other codeword. It works by arranging the symbols
on the leaves of a tree, based on their probabilities, and assigning a codeword
to each of the symbols based on the path from the root node to the respec-
tive leaf node. The encoding process consists of two steps; generating the
tree and then replacing every symbol by its codeword. The decoding process
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identifies the individual codewords in the encoded message and inversely
maps them to their associated symbols, using the generated tree.

Algorihtm 1 is used to generate the Huffman tree for a given alphabet and
PDF. Both its space and time complexity is 𝑂 (𝑛), where 𝑛 is the cardinality of
the alphabet. The encoding process is also of linear time and space complex-
ity, with respect to the number of symbols in the data to be encoded. As for
the decoding process shown in algorithm 2, the time complexity is linear to
the length of the compressed data.

Algorithm 1: Binary Huffman tree generation
Input : X – The symbol alphabet

PDF – The probability distribution function
Output: The root of the tree

1 𝑄 ← empty min-heap
2 for 𝑥 ∈ X do
3 𝑛← new node
4 𝑛.𝑠𝑦𝑚𝑏𝑜𝑙 ← 𝑥

5 𝑛.𝑤𝑒𝑖𝑔ℎ𝑡 ← PDF(𝑥)
6 INSERT(𝑄, 𝑛)
7 end

8 for 𝑖 = 1 to |X| − 1 do
9 𝑛← new node

10 𝑛.𝑙𝑒 𝑓 𝑡 ← EXTRACTMIN(𝑄)
11 𝑛.𝑟𝑖𝑔ℎ𝑡 ← EXTRACTMIN(𝑄)
12 𝑛.𝑤𝑒𝑖𝑔ℎ𝑡 ← 𝑛.𝑙𝑒 𝑓 𝑡.𝑤𝑒𝑖𝑔ℎ𝑡 + 𝑛.𝑟𝑖𝑔ℎ𝑡.𝑤𝑒𝑖𝑔ℎ𝑡
13 INSERT(𝑄, 𝑛)
14 end

15 return EXTRACTMIN(𝑄)

The expected decoding time per symbol is equal to the average codeword
length (in bits), which, in turn, is approximately equal to the entropy of the
source. Thus, the expected throughput (symbols per iteration) is inversely
proportional to entropy.

An example of a Huffman tree and an encoded sequence is illustrated in fig-
ure 2.13. This example assumes the alphabet {𝑎, 𝑏, 𝑐, 𝑑} and the symbol prob-
abilities 0.4, 0.3, 0.2, 0.1 respectively. Note that the specific bit assignment in
the edges of each node is arbitrary. Any assignment is valid, where the edges
of each node form an exact cover of the base digits.
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Algorithm 2: Huffman decoding
Input : 𝑆 – The compressed data stream

𝑇 – The root of the Huffman tree
Output: The decompressed data stream

1 𝑛← 𝑇

2 for 𝑖 = 1 to |𝑆 | do
3 if 𝑛.𝑙𝑒 𝑓 𝑡𝐵𝑖𝑡 = 𝑆[𝑖] then
4 𝑛← 𝑛.𝑙𝑒 𝑓 𝑡
5 else if 𝑛.𝑟𝑖𝑔ℎ𝑡𝐵𝑖𝑡 = 𝑆[𝑖] then
6 𝑛← 𝑛.𝑟𝑖𝑔ℎ𝑡
7 end

8 if 𝑛.𝑠𝑦𝑚𝑏𝑜𝑙 ≠ ∅ then
9 out 𝑛.𝑠𝑦𝑚𝑏𝑜𝑙

10 𝑛← 𝑇

11 end
12 end

FIGURE 2.13: Huffman tree and sequence encoding example
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Arithmetic coding

Instead of encoding each symbol in the data separately, arithmetic coding [34,
35] encodes the entire data file with a single real number in the range [0, 1).
For every symbol position in the data, the running range is divided into in-
tervals proportional to each symbol’s probability and the range bounds are
updated to correspond to the desired symbol interval at each step. Finally,
any number is selected within the resultant range. This single number un-
ambiguously represents the entire sequence of symbols, by simultaneously
falling within the subinterval of the subdivision corresponding to the given
symbol at each position in the sequence.

Algorithm 3 presents the encoding procedure and algorithm 4 presents the
decoding procedure. Both of these algorithms are ideal, in the sense that they
require infinite-precision arithmetic. There exist, of course, implementations
of the method with fixed-precision arithmetic and efficient decoding [36, 37],
but their details are well beyond the scope of this chapter.

Arithmetic coding performs better in terms of compression ratios compared
to Huffman, achieving results closer to entropy. Huffman allocates an integer
number of bits per symbol, thus its codeword length, 𝑚, will be within 1 bit
of its optimal length, i.e. 𝑚 ≤ − log 𝑃(𝑠) < 𝑚 + 1. Arithmetic coding, on the
other hand, allocates − log 𝑃(𝑠) bits, i.e. non-integral number of bits, with the
only source of inefficiency being the limited precision arithmetic.

Algorithm 3: Arithmetic encoding
Input : 𝑆 – The symbol sequence

PDF – The probability distribution function
CDF – The cumulative distribution function for some ordering

of the alphabet
Output: A single number encoding the entire sequence 𝑆

1 𝐿 ← 0
2 𝑊 ← 1

3 for 𝑖 = 1 to |𝑆 | do
4 𝑠← 𝑆[𝑖]
5 𝐿 ← 𝐿 +𝑊 ·CDF(𝑠)
6 𝑊 ← 𝑊 · PDF(𝑠)
7 end

8 return SHORTESTBINARYFRACTIONWITHIN(𝐿, 𝐿 +𝑊)
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Algorithm 4: Arithmetic decoding
Input : 𝑉 – The fractional value

𝑁 – Original sequence length
PDF – The probability distribution function
CDF – The cumulative distribution function for some ordering

of the alphabet
Output: The decompressed data stream

1 for 𝑖 = 1 to 𝑁 do
2 Determine 𝑠 such that CDF(𝑠) − PDF(𝑠) ≤ 𝑉 < CDF(𝑠)
3 𝐿 ← CDF(𝑠) − PDF(𝑠)
4 𝑊 ← PDF(𝑠)
5 𝑉 ← (𝑉 − 𝐿)/𝑊
6 out 𝑠
7 end

A visualization of the range division and selection is shown in figure 2.14,
assuming the same alphabet, statistics and data of figure 2.13. The fractional
value transmitted will be within [0.50008, 0.5008), the shortest of which is
0.50048828125 with the binary representation 0.10000000001.

2.3.4 Dictionary coding

Compressors which replace occurrences of symbol phrases with references
to a previous occurrence of the phrase are called dictionary coders. The data
structure holding the referenceable phrases is called the dictionary. Based on
the type of dictionary, these methods are divided into two categories: static
or dynamic. Static-dictionary coders determine the dictionary contents be-
fore the encoding process starts and do not change it thereafter. Dynamic-
dictionary coders may or may not initialize their dictionaries before the en-
coding process, but their contents adapt to the encoded data during encod-
ing.

Dynamic coders do not require any knowledge of the statistics of the data
stream, nor is the source required to have static statistics. Instead, this class
of coders adapt to the data based on some dictionary update policy. Interest-
ingly enough, the update policies work both during encoding and decoding,
so the decoder reconstructs the encoder’s dictionary at each time step, so
both processes work with the same running dictionary. No transmission of
the dictionary contents is required with this scheme.
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FIGURE 2.14: Arithmetic coding example - Range visualization

Lempel-Ziv coding

Lempel-Ziv is a family of dynamic dictionary coders, namely LZ77 [38] and
LZ78 [39]. The latter was developed as an improvement on the former and
though the data structures and exact mechanics are different, the dictionaries
have shown to be equivalent. These two algorithms are the basis for several
other variants, such as LZW [40], LZSS [41], and LZMA. We will briefly dis-
cuss details of the original algorithm.

LZ77 maintains a dictionary in the form of a sliding window of the most re-
cently coded data. The algorithm replaces the longest prefix of the remaining
data, yet to be "seen" by the sliding window buffer, with a reference of said
prefix to the buffer. The reference consists of two integers, the position in the
buffer and the length of the prefix. If no such prefix exists, the length is set to
0 and the raw symbol is transmitted in place of the position pointer.
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At first, the sliding window buffer of length 𝑊 is empty, so the first 𝑊 sym-
bols are transmitted uncompressed. Then, the sliding window is advanced
either by the length of the matched prefix at each step, or by 1. The encoding
and decoding pseudocodes are presented in algorithms 5 and 6 respectively.
Note that for the matched prefix 𝑆

𝑖−𝑝+𝑙
𝑖−𝑝+1, the starting symbol 𝑆𝑖−𝑝+1 will al-

ways be inside 𝐵, but the ending symbol 𝑆𝑖−𝑝+𝑙 can be outside the current
buffer bounds.

Algorithm 5: LZ77 encoding
Input : 𝑆 – The symbol sequence
Output: A stream of pairs (𝑝, 𝑙) with the position and length of the

matched prefixes

1 𝐵← empty buffer of length𝑊
2 for 𝑖 = 1 to |𝐵 | do
3 𝐵𝑖 ← 𝑆𝑖
4 out 𝑆𝑖, 0
5 end

6 𝑖 ← 𝑊

7 while 𝑖 < |𝑆 | do
8 find 𝑝 ∈ [1,𝑊] and maximum 𝑙 such that 𝑆𝑖−𝑝+𝑙

𝑖−𝑝+1 = 𝑆𝑖+𝑙
𝑖+1

9 𝑖 ← 𝑖 + 𝑙
10 𝐵← 𝑆𝑖+𝑊

𝑖

11 out 𝑝, 𝑙
12 end

Algorithm 6: LZ77 decoding
Input : 𝑋 – The sequence of pairs
Output: The decompressed data stream

1 𝐵← empty buffer of length𝑊
2 foreach (𝑝, 𝑙) ∈ 𝑋 do
3 if 𝑙 = 0 then
4 𝐵← 𝐵𝑊2 ∪ {𝑝}
5 out 𝑝
6 else
7 for 𝑖 = 1 to 𝑙 do
8 𝐵← 𝐵𝑊2 ∪ {𝐵𝑝}
9 out 𝐵𝑝

10 end
11 end
12 end
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Chapter 3

Related Work

3.1 Automatic speech recognition architectures

Automatic speech recognition is the process of converting human speech into
text. Prior to the advent of Artificial Neural Networks, traditional techniques
were used to tackle this task, such as Dynamic Time Warping [42] and Hid-
den Markov Models [43]. Methods implementing such techniques also fo-
cused on manual feature extraction and an ASR system would be comprised
of several processing steps, such as pre-processing, feature extraction, classi-
fication, acoustic modeling, and language modeling.

Since the late 1980s, ANNs have been successfully used for various steps
of ASR systems [44, 45]. However, recent advances in ML and an ever-
increasing abundance of computational resources have given rise, since 2014,
to a holistic approach to ASR, called end-to-end ASR [46]. A remarkable ben-
efit of this approach is the need for a single dataset to train the entire system,
as opposed to multiple datasets to train each individual component.

Given the nature of supervised ML as a data-driven approach, the role of
datasets is essential to any such model. For ASR, there exist multiple datasets
with labeled recorded speech, in various conditions, such as noise, conver-
sation, reading etc., and several languages. At the time of writing, the most
widely-used open-source ASR datasets include, but perhaps are not limited
to, the LibriSpeech corpus with 1000 hours of read English text [47], and
Common Voice with over 24000 hours of read text across 100 languages and
a wide demographic [48, 49]. A commonly used paid dataset is the Wall
Street Journal corpus with a few hundred hours of read English text.

Various architectures have been explored to tackle ASR over decades of re-
search. Few notable end-to-end architectures are briefly discussed.
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3.1.1 CTC-based architectures

The first attempt

The first RNN trained via CTC for end-to-end ASR was attempted by Alex
Graves and Navdeep Jaitly, in 2014 [46]. The network consists of 5 bidirec-
tional LSTM layers. Each layer has 500 hidden units, amounting to a total of
2̃6.5 million parameters.

The model was trained on the Wall Street Journal corpus and achieved 8.2%
Word Error Rate (WER), compared to the 7.8% WER of the baseline model.
However, this performance was attained in combination with a trigram Lan-
guage Model (LM), for both the RNN and the baseline model. The RNN
proved incapable of learning the LM, despite being able to learn the pronun-
ciation and acoustic models.

DeepSpeech2

In 2015, Baidu Research published DeepSpeech2, a DNN architecture for
end-to-end speech recognition in English and Mandarin [50]. DeepSpeech2
is not one concrete architecture, but rather a family of architectures contain-
ing 1 to 3 CNN layers, followed by 1 to 7 BRNN layers, followed by 1 to 4 FC
layers. Figure 3.1 illustrates the general layout of the model.

FIGURE 3.1: DeepSpeech2 architecture (source: [50])
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The model was trained on a mixture of internal Baidu and public domain
datasets, totaling approximately 12000 hours of speech. Experiments were
also carried out for several configurations of its architecture, varying the
number of layers of each type, using FRNN or GRU cells, and changing the
total number of parameters from 18 million up to 100 million.

To provide results comparable to existing literature, the model was tested
against non-internal datasets. In these tests, DeepSpeech2 proved to be a sig-
nificant improvement over its predecessor, and surpassed human-level per-
formance in 3 out of 4 test sets on read speech. However, these advances did
not come cheap, computationally speaking, as each model was trained on a
server with 8 or 16 NVIDIA Titan X Graphics Processing Units (GPUs) and
required 3 to 5 days to complete training.

3.1.2 Attention-based architectures

Traditional NNs learn how to combine each individual input, through their
weights, to calculate their output. The attention mechanism was developed
in 2015 [51, 52] to select which inputs, based on the particular context, are
most relevant and rely on them to generate each output.

LAS

"Listen, Attend and Spell" (LAS) was one of the two attention-based ASR
models introduced simultaneously in 2016 [53]. It consists of a pyramidal
bidirectional LSTM network with 3 layers, which comprises the "listener"
component of the system, while the "attend and spell" component consists
of an LSTM transducer. In turn, the transducer is made up of the attention
mechanism, 2 LSTM layers, and an MLP. Figure 3.2 illustrates the architec-
ture.

The model was trained on a dataset with 2000 hours of Google Voice searches.
It performed comparably to the then-state-of-the-art model, which achieved
8.0% on the clean and 8.9% WER on the noisy test set. LAS, with a LM,
achieved 10.3% on the clean and 12.0% WER on the noisy test set.
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FIGURE 3.2: LAS architecture (source: [53])
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3.2 Deep learning software frameworks

Deep learning software frameworks are software structures which facilitate
the creation, training, and deployment of deep learning models, through
high-level programming interfaces. Such frameworks have become indus-
try standards and the de facto tools of anyone venturing into the field of ML
and DNNs.

Many frameworks exist, each with their own sets of features and learning
curves. Some of the most popular are described below.

3.2.1 TensorFlow

TensorFlow [54] was developed by Google and was initially released in 2015
[55]. It is written in Python, C++, and CUDA. Its offers Application Program-
ming Interfaces (APIs) in several languages, such as Python, C++, JavaScript,
Java, and more. Compared to others, TensorFlow is a lower-level framework
and requires more coding, but also provides high configurability and is suit-
able for a very wide range of platforms, from computing clusters to embed-
ded and edge devices.

3.2.2 Keras

Keras [56] is a high-level library for Python released in 2015 [57]. It runs on
top of TensorFlow, Theano, and CNTK. It provides a simple, user-friendly
API and requires little code to create prototypes. Naturally, it is less config-
urable compared to its lower-level counterparts, but also easier to learn.

3.2.3 PyTorch

PyTorch [58] is the ML framework developed by Meta, formerly known as
Facebook, and was initially released in 2016 [59]. Like TensorFlow, the frame-
work is written in Python, C++, and CUDA, however it offers APIs only in
Python, C++, and Java. PyTorch comes with a slew of pretrained models for
vision, audio, and text. Several commercial deep learning applications are
built with PyTorch, with Tesla Autopilot being, perhaps, the most successful.
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3.3 Hardware platforms

Having discussed various ANNs, DNN architectures, and software frame-
works, we now turn to the final link in this chain of research and innovation:
the hardware platforms that enable experimentation with and use of DNNs.

Both phases of DNN computation, i.e. training and inference, are computa-
tionally demanding. Training is quite often applied on a one-off basis, with
DNNs learning their parameters once, usually before being deployed. Infer-
ence, on the other hand, is the process of using the model to perform its task
on new data and is thus applied more than once, after the model is deployed.
Inference requires less computation per iteration compared to training, but it
can be difficult to meet latency and through specifications, e.g. in real-time
applications.

Existing hardware platforms suitable for DNNs are discussed below, includ-
ing their advantages and limitations.

3.3.1 CPU

Every device, from desktop computers to edge devices, has a Central Pro-
cessing Unit (CPU) to operate, with clock speeds, typically, in the gigahertz
range. CPUs are the most versatile of the platforms, given their general-
purpose design requirements. Thus, they are capable of running any model,
regardless of complexity or novelty, with little coding effort. Speedwise, de-
spite their high clock speeds, DNN computations are guaranteed to be slow
on CPUs, as the later don’t lend themselves to parallelism. Granted, mul-
ticore and multithread CPUs are the norm, and Single Instruction Multiple
Data (SIMD) instructions via Advanced Vector Extensions (AVX) [60], and
Streaming SIMD Extensions (SSE) [61] do provide parallelism capabilities to
CPUs that support them, but they are negligible compared to the alternatives.

3.3.2 GPU

GPUs are massively parallel platforms designed to process large blocks of
data in parallel. While they were original meant to handle graphics exclu-
sively, they have now become General Purpose Graphics Processing Units
(GPGPUs), a form of general purpose stream processors. GPUs have hun-
dreds or, more often, thousands of cores, fed by High Bandwidth Memory
(HBM) which can achieve throughput of hundreds of GBs per second. Figure
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FIGURE 3.3: CPU vs GPU architecture (source: URL)

3.3 illustrates the qualitative difference between CPUs and GPUs, in terms of
architecture.

Writing code for GPUs is harder and requires specialized libraries, which
often provide highly optimized implementations of commonly used oper-
ations or procedures in ML, like matrix multiplications and convolutions.
NVIDIA has developed the Compute Unified Device Architecture (CUDA)
[62] framework for its GPUs, providing APIs in C, C++, Python, and more.
On top of it, NVIDIA built the CUDA Deep Neural Network (cuDNN) [63]
library, utilized by all deep learning software frameworks. AMD has devel-
oped ROCm [64], the equivalent of CUDA for their own line of GPUs. While
ROCm is supported by TensorFlow and PyTorch, it is not as mature as CUDA
and does not support all AMD GPUs.

Overall, modern GPUs provide massive parallelism to DNN computations,
thus achieving high throughput. But, their latency and energy efficiency is
lacking, compared to the other alternatives.

3.3.3 TPU

Tensor Processing Units (TPUs) [65] are Application Specific Integrated Cir-
cuits (ASICs) developed by Google. They were introduced in datacenters in

https://cvw.cac.cornell.edu/GPUarch/gpu_characteristics
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2015 with the purpose of accelerating machine learning workloads. In recog-
nition of the dominance of matrix multiplications, and therefore Multiply-
Accumulate (MAC) operations, in the typical computational effort distribu-
tion of traditional DNNs, TPUs have been designed with dedicated matrix
multiplication units, as shown in figure 3.4.

Google’s first generation TPUs run at 700 MHz and achieved 92 TeraOper-
ations Per Second (TOPS), a 70x and 200x increase in TOPS per Watt, com-
pared to a GPU and CPU respectively. Currently on their 4th generation,
TPUs have become exceedingly more performant and efficient, compared to
all other alternatives.

Their inherent limitation lies in their ASIC nature. TPUs are designed around
the current assumptions and adopted practices of ML. Should these assump-
tions change in the future, the relevance of TPUs, as well as any other such
ASIC, rests entirely on the question of compatibility of its architecture with
the emerging trends. Therefore, impressive performance notwithstanding,
the static and limited scope of the TPU against the rapid innovation and re-
search in ML, along with the significant cost of designing, manufacturing,
and maintaining such platforms, amount to considerable technical risk.

FIGURE 3.4: TPU block diagram (source: URL)

https://cloud.google.com/blog/products/ai-machine-learning/an-in-depth-look-at-googles-first-tensor-processing-unit-tpu
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3.3.4 FPGA

Field Programmable Gate Arrays (FPGAs) are Integrated Circuits (ICs) with
programmable or reconfigurable logic. The FPGA fabric, i.e. the part of the
chip containing the Programmable Logic (PL), can contain various types of
resources, such as Flip Flops (FF), Look Up Tables (LUT), Block Random Ac-
cess Memories (BRAMs), Digital Signal Processor (DSP) blocks, and more.
FPGAs can also contain hard processor cores on the same chip, which com-
prise the chip’s Processing System (PS).

FPGAs typically run in the few hundred megahertz clock speeds, but they
make up for it with the custom, fine-tuned hardware architecture for each in-
dividual application. Of course, they are not easy to use, requiring significant
expertise and time to develop the custom architectures. Their reconfigurabil-
ity makes them suitable for rapidly changing fields, like ML. They are highly
energy efficient and can achieve low latency.

In both memory and computation intensive applications, such as ML, FP-
GAs can be memory bottlenecked, despite the slew of BRAMs. The reason
is that the total capacity of on-chip RAM is low, in the very few megabytes
range. To mitigate that, most FPGA boards provide dedicated Dynamic Ran-
dom Access Memory (DRAM) chips, which connect with the FPGA, but their
bandwidth is limiting. At that point, the solution is not to rely on technol-
ogy, but on carefully engineered implementations that require less of their
external memory modules.

3.4 Neural network compression

DNNs become increasing bigger, in terms of total parameters, as better per-
formance is required from them on tasks of ever-increasing complexity. As
a result, the models become exceedingly expensive to store and use. While
performant servers can, at least for the time being, handle these models, the
less capable FPGAs, Internet-of-Things (IoT) and mobile devices are severely
limited, making it perhaps prohibitive to deploy the majority of models on
them.

For this reason, several works in literature have emerged over the years on
the topic of ANN compression. Unfortunately, the term "compression" can
be misleading, especially taking into account the context of section 2.3, and
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may even be a misnomer. In this context, compression seeks to remove un-
necessary information from the model, minimally impacting its accuracy, to
reduce its computational and storage requirements. In other words, the orig-
inal data are edited, to remove or reuse certain elements. This is fundamen-
tally different from the information-theoretic data compression described in
section 2.3, where an intermediate representation is created, which must be
decompressed prior to use.

Many ANN compression methods exist, such as weight sharing, pruning,
quantization, low rank decomposition, and knowledge distillation [66, 67].
Depending on the specific method, it can be applied before [68], during [69],
or after training [70] and all methods, except one, target the given model.
Knowledge distillation, however, attempts to use the given model to help
train a smaller one, which will in turn be used for deployment [71]. For com-
pleteness purposes, it should be noted that low rank decomposition methods
are exempt from the previous disambiguation of "compression", as they do,
in fact, constitute a compression method.

The most relevant categories of ANN compression methods are briefly dis-
cussed below.

3.4.1 Pruning

Pruning is the process of removing components in the network which do not
contribute much to its accuracy and are thus unimportant. Pruning can be
structured or unstructured, based on the domain of its application. Struc-
tured pruning removes entire neighborhoods of weights, thus preserving
matrix density, while unstructured pruning removes individual weights and
the matrices become sparse [66]. Some structured techniques are the follow-
ing:

• Channel pruning: Reduces the number of channels in each layer of the
network [72]. Effectively, it reduces the number of filters of preceding
layers [73], since the number of filters in one layer is equal to the num-
ber of channels in the next. This approach is specific to CNNs.

• Filter pruning: Reduces the number of filters in the network [74]. This
approach is also specific to CNNs. While mathematical equivalence
between filter and channel pruning exists, their difference lies in the
algorithms and optimization techniques used to select which filters or
channels, respectively, to prune.
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• Layer pruning: Removes selected layers from the network. This can
achieve ultra-high DNN compression, at the expense of high accuracy
degradation, due to the semantic structural deterioration of the net-
work [67, 75]. This technique is applicable to FCs, CNNs, and RNNs.

Unstructured pruning can be applied to all networks and is further subcate-
gorized based on the policy used to select weights. Magnitude-based prun-
ing (MBP) selects weights based on their magnitude, either via a threshold
[76], or a percentage of weights closest to zero. MBP can also benefit greatly
by editing the loss function to include regularization terms, which tend to
reduce the overall magnitude of weights and thus facilitate MBP [77]. Lastly,
the policy can depend on the loss function’s sensitivity to each weight, there-
fore opting to prune weights with low sensitivity [78].

Structured pruning is beneficial for every computing platform, as it reduces
model size and computations with no overhead, making it a highly suit-
able method to accelerate DNN computations [73]. Unstructured pruning
has been shown in literature to degrade throughput if the resultant matrices
are not sparse enough [79, 80], because of its incompatibility with the CPU
and GPU designs, which favor contiguous data processing. It is thus gener-
ally incompatible with CPUs and GPUs, but may be beneficial in FPGAs and
ASICs. Still, however, it has been shown to be outperformed by structured
pruning [73].

3.4.2 Quantization

In the vast amount of cases, DNN weights are desired to be real numbers,
however, due to the finite precision arithmetic of every computing platform,
weights are represented by the next best option, floating-point numbers. Typ-
ically, 32-bit floats are used and given the inherent support of CPU and GPU
pipelines for this data type, there is little incentive to change it. However,
TPUs and ASICs benefit tremendously from less memory intensive repre-
sentations.

Quantization is the process of shrinking the weight domain, i.e. reducing
the number of distinct values the weights can take. This can be done with
or without reducing precision. To reduce precision, each weight’s value is
represented by fewer bits [81]. In the case of quantization without precision
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reduction, a subset of the original domain is selected and, through a code-
book, weight values can be indirectly referenced, again using fewer bits, but
without affecting the underlying representation [82].

It should be noted that quantization is applicable to every DNN and is not
limited to the network’s parameters. Most works quantize, via reduced rep-
resentation, the weights and neuron activations [66], with some quantizing
also the gradient values [83].

3.5 The FPGA perspective

Traditional computing platforms, i.e. CPUs and GPUs, benefit greatly from
the mature ecosystem of DNN frameworks. Unfortunately, these frame-
works do not natively support FPGAs and therefore the significant advan-
tages of reconfigurable hardware customization cannot be so easily lever-
aged. For this purpose, researchers and the FPGA community must rely on
a different set of tools.

3.5.1 CHaiDNN

Xilinx’s CHaiDNN is an open-source DNN library released in 2018 for ac-
celerating inference on the company’s Zynq UltraScale+ family of Multi-
Processor Systems on Chip (MPSoCs) [84]. Its support for hardware accel-
eration is limited to CNNs and other relevant layers, but unsupported layers
can be custom added, albeit they will run as software.

The library is designed for 6-bit and 8-bit fixed point data types, both for
weights and activations. The conversion from single-precision floating-point
model to fixed-point representation is done by the library, using one of two
supported modes.

3.5.2 Vitis AI

Vitis AI is a development platform from Xilinx aimed at facilitating AI infer-
ence applications on its platforms, released in 2019 [85]. It supports main-
stream deep learning frameworks, such as TensorFlow and PyTorch, as well
as a range of DNNs, such as CNNs, RNNs, and Transformers. Apart from
the tool’s development kit and FPGA overlay, there is also a comprehensive
set of ML models for common tasks, such as Natural Language Processing,
Optical Character Recognition, etc.
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The platform consists of several tools, as seen on figure 3.5, such as the AI
Compiler, AI Quantizer, AI Optimizer, and AI profiler. The Optimizer prunes
and finetunes the network, the Quantizer performs parameter and activation
quantization, the Compiler maps the model to highly optimized instructions,
and the Profiler analyzes the efficiency and utilization of the implementation.
By all accounts, Vitis AI is a landmark design suite which enables and signif-
icantly democratizes the intersection of reconfigurable hardware and ML.

FIGURE 3.5: Vitis AI stack (source: URL)

3.5.3 NVIDIA Deep Learning Accelerator

NVIDIA Deep Learning Accelerator (NVDLA) is an open-source architecture
aiming to standardize the design of deep learning inference accelerators [86].
It was released in 2017 and targets NVIDIA supported solutions. NVDLA’s
architecture is customizable, modular, and scalable, with configurations suit-
able for FPGAs and ASICs. Testament to its customizability is its support for
various data types, from binary and 4-bit integers, to 64-bit floating-point.

https://www.xilinx.com/products/design-tools/vitis/vitis-ai.html
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3.6 Thesis approach

This thesis aims to develop a compression method suitable for compress-
ing sparse and quantized neural network weight matrices. The goal for this
method is to be used in FPGA accelerators of neural network inference, so de-
compression should also allow for a high-throughput hardware implemen-
tation with low resource utilization. Also, as inference accelerators can be
deployed on FPGAs of varying capabilities, from edge to high performance
computing, it would be highly beneficial for our method to have design-
specified throughput. Robustness analysis is carried out to explore the effects
of network compression methods on model accuracy, and to initially reduce
its memory footprint prior to compressing its weights.
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Chapter 4

Training and Robustness Analysis

The goal of this chapter is to quantitatively evaluate network compression
techniques and explore possible opportunities for a performant hardware
implementation. Training, pruning, and quantization are performed in this
thesis for DeepSpeech2 [50], which will be used as an open-source case-study
model, along with the relevant dataset. Training will be performed once and
network compression will be applied after.

4.1 Model overview

4.1.1 TensorFlow model implementation

Prior to any experiments and code review, an implementation of the model
was needed in a familiar deep learning framework. Three GitHub repos-
itories were found implementing the model, PaddlePaddle [87], NVIDIA’s
OpenSeq2Seq [88], and TensorFlow’s Models [89].

PaddlePaddle is an open-source machine learning framework from Baidu
Research [90], i.e. the company behind DeepSpeech2. Naturally, a model
implemented on this framework suffers from two major disadvantages: the
framework itself is new to the end-user, and the majority of discussions on
the repository page are carried out in Mandarin. Thus, this particular repos-
itory and the framework altogether were deemed unsuitable for this thesis’
needs.

Next, NVIDIA’s OpenSeq2Seq repository was based on the familiar Tensor-
Flow framework, and provided a small documentation page specifically for
the model of interest. However, the code was centered around configura-
tion files which described the model in a high-level, easily reconfigurable
manner. This production-level, reusable code, while othertimes preferred,
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was bloated enough to impede straightforward understanding of the specific
model’s code.

Lastly, TensorFlow’s Models repository provided a very simple, straightfor-
ward and minimally complicated implementation of DeepSpeech2. Its con-
cise code, spread across three files and a bash script to run the model, along
with its minimal library dependencies was a perfect fit.

4.1.2 DeepSpeech2 variant

The specific DeepSpeech2 variant chosen for this thesis contains 2 CNN lay-
ers, 5 BRNN layers with GRU cells, and 1 FC layer. Also, 6 batch normal-
ization layers are used, each placed between pairs of the 7 total CNN, GRU,
FC layers. This model contains approximately 62 million parameters and can
be thought of as a combination of the median number of CNN layers, RNN
layers, and total number of parameters, of the variants tested in the original
paper [50]. As a case-study model, the median architecture approach strikes
a reasonable balance between computational intensity during experimenta-
tion and generality among the DeepSpeech2 variants.

Input tensor

The model accepts spectrograms of power-normalized audio clips as inputs.
The size of dimensions of this 4D tensor vary, based on the audio clip’s
length, but its shape is of the form (𝐵,𝑇 , 𝐹,𝐶), where 𝐵 is the batch size,
𝑇 is the number of time slices of the clip, 𝐹 is the number of features, and 𝐶 is
the number of channels. In this case, 𝐵 is determined based on the available
memory of the hardware platform, 𝑇 is specific to each audio file.

The other dimensions have constant size, with 𝐹 being 161, and 𝐶 being 1.
These values are directly related to the LibriSpeech dataset, which is recorded
at 16 KHz and monophonic sound. To reduce the size of the input tensor, the
spectrogram is not provided as-is, for every frequency, but is rather com-
puted for a number of frequency bins. That number is precisely 𝐹, which,
given the maximum Nyquist frequency of 8 KHz for the 16 KHz sampling
rate, yields bins with frequency width of 50 Hz. As for𝐶, monophonic sound,
as the name implies, only has one channel.

Each audio file is split into time slices. The defining characteristics for this
process are the size of each slice, i.e. the window size, and the stride of con-
secutive windows. In this particular implementation, the window is 20 ms
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FIGURE 4.1: Audio clip converted to normalized spectrogram
input tensor - Example showing the first 5 time slices of a clip

from LibriSpeech

wide, with a stride of 10 ms. Thus, if 𝑡 is the total duration of an audio clip, in
milliseconds, then 𝑇 is computed via equation 4.1. Figure 4.1 illustrates part
of a single audio clip and its normalized-spectrogram time-slice representa-
tion.

𝑇 =

⌊
𝑡 −window

stride

⌋
+ 1 (4.1)

Convolutional layers

The first 2D CNN layer is configured with 32 filters of kernel dimensions
(41, 11) and a stride of (2, 2). The input tensor is extended with zero elements,
via "same padding", a technique which extends the input tensor of a CNN so
its kernels, if strided by 1, would produce a tensor of the same size as the
input tensor. Of course, since the kernels have a stride value of 2 along both
convolved axes, the output tensor will be half the width and height of the
input tensor, but with 32 times the channels.

The second 2D CNN layer also has 32 filters, with kernel dimensions of
(21, 11) and a stride of (2, 1). "Same padding" is also applied to this layer’s in-
put. Both CNN layers use the ReLU6 activation function, shown in equation
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4.2, which is a magnitude-capped version of ReLU, as presented in 2.3.

ReLU6(𝑥) = min(max(0, 𝑥), 6) (4.2)

Note that the description of CNN kernels by their width and height is com-
mon in literature, but can be misleading to the uninitiated. As discussed in
chapter 2.2.1, CNN filters are applied across all channels. Therefore, in 2D
convolutions, filter kernels are 3D tensors, with the last dimension having
size equal to the number of channels. Nonetheless, because the last dimen-
sion’s existence and size are implied, they are omitted for brevity.

Altogether, tensor information and number of parameters, per CNN layer,
are presented in table 4.1.

TABLE 4.1: CNN information per layer

Layer Input size Kernel size Stride Output size Parameters

CNN 1 (𝐵,𝑇 , 161, 1) (41, 11, 1) (2, 2)
(
𝐵,

⌈
𝑇
2

⌉
, 81, 32

)
14432

CNN 2
(
𝐵,

⌈
𝑇
2

⌉
, 81, 32

)
(21, 11, 1) (2, 1)

(
𝐵,

⌈
𝑇
4

⌉
, 81, 32

)
236544

Recurrent layers

Following the CNN layers, there are 5 BRNN layers with GRU cells. All of
them have 800 hidden units and use the hyperbolic tangent activation func-
tion for the candidate hidden state computation. The input to these layers is
a 3D tensor with shape (𝐵,𝑇 ,𝐷), where 𝐵 and 𝑇 are, as before, the batch size
and the number of time slices, and 𝐷 is the feature depth of each time slice.

Possible points of confusion are the relationship between the actual values of
the tensor size for the CNN and GRU layers, as well as the semantic differ-
ence between 𝐷 and 𝐹. First, the batch size is a constant number across all
layers of the network. While it can change between different batches, it does
not change within the network for any given batch. The time slices, however,
do change across some layers. Due to the stride of the convolution filters of
the CNN, the amount of time slices changes in the CNN layers, while the
GRU layers do not affect it. Finally, each time slice, at any point in the net-
work up to the FC layer, contains features describing, in some way, said time
slice. While, abstractly, 𝐹 and 𝐷 denote the quantity of similar constructs, the
distinction is made to avoid confusing their values.
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Since the output of the CNN is a 4D tensor, it is transformed into a 3D tensor,
before being fed to the GRUs, by flattening the last two dimensions. Thus,
(𝐵,𝑇 , 𝐹,𝐶) becomes (𝐵,𝑇 , 𝐹 ·𝐶), i.e. 𝐷 = 𝐹 ·𝐶.

The GRU cell in each layer processes time slices sequentially and outputs
its hidden state for each time slice. This means that for each example in the
batch, a vector of length 𝐷 will be fed through the cell, of each direction, 𝑇
times and the concatenated 𝑇 hidden states will comprise the layer’s output.
This output will proceed to the next GRU layer, where the process will start
over.

To understand the dimensionality and size of each component of the GRU
cell, equations 2.6 are contemplated. For simplicity, the batch size in this
analysis is assumed to be 1, but this will later be amended. Assume 𝑥𝑡 is a
vector of length 𝐷 denoting the features of time slice 𝑡, and ℎ𝑡 is the hidden
state vector of length 𝐻, at time slice 𝑡, where 𝐻 is the specified number of
hidden units of the cell. Using the simple rules of matrix addition and multi-
plication, the dimensions of every component in the GRU cell can be inferred,
as shown in table 4.2.

TABLE 4.2: Single GRU cell tensor dimensions

Input/Output Reset gate Update gate Candidate state
Tensor Size Tensor Size Tensor Size Tensor Size

𝑥𝑡 (1,𝐷) 𝑊𝑥𝑟 (𝐷,𝐻) 𝑊𝑥𝑧 (𝐷,𝐻) 𝑊𝑥ℎ (𝐷,𝐻)
ℎ𝑡 (1,𝐻) 𝑊ℎ𝑟 (𝐻,𝐻) 𝑊ℎ𝑧 (𝐻,𝐻) 𝑊ℎℎ (𝐻,𝐻)

𝑏𝑟 (1,𝐻) 𝑏𝑧 (1,𝐻) 𝑏ℎ (1,𝐻)
𝑟𝑡 (1,𝐻) 𝑧𝑡 (1,𝐻) ℎ𝑡 (1,𝐻)

The total parameters of a single GRU cell are computed as the sum of the
number of elements of the weight and bias tensors. For each gate or the
candidate state, the number of parameters is 𝐷 · 𝐻 + 𝐻2 + 𝐻, thus, overall,
there are

GRUparameters = 3(𝐷 · 𝐻 + 𝐻2 + 𝐻) (4.3)

per GRU cell. Per bidirectional GRU layer, which contains two GRU cells, the
total number of parameters is twice that of equation 4.3.
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Each example in the batch size is processed independently of the others and
yields different, independent state vectors. Thus, without any other changes,
the input vector for each time slice can be a matrix of size (𝐵,𝐷), which
would yield a hidden state matrix of size (𝐵,𝐻). The mathematics are still
the same, albeit with 𝐵 times more operations and a succinct representation.

Lastly, since the recurrent layers are bidirectional, the output of each GRU
layer is the concatenated hidden state matrices of the two GRU cells. As
such, its size will be (𝐵, 2𝐻). Altogether, the high-level tensor information
per GRU layer is presented in table 4.3, in the context of what is generated
by the preceding CNN layer.

TABLE 4.3: Bidirectional GRU information per layer

Layer Input tensor
State tensor

(per cell)
Output tensor Parameters

GRU 1
(
𝐵,

⌈
𝑇
4

⌉
, 2592

) (
𝐵,

⌈
𝑇
4

⌉
, 800

) (
𝐵,

⌈
𝑇
4

⌉
, 1600

)
16286400

GRU 2
(
𝐵,

⌈
𝑇
4

⌉
, 1600

) (
𝐵,

⌈
𝑇
4

⌉
, 800

) (
𝐵,

⌈
𝑇
4

⌉
, 1600

)
11524800

GRU 3
(
𝐵,

⌈
𝑇
4

⌉
, 1600

) (
𝐵,

⌈
𝑇
4

⌉
, 800

) (
𝐵,

⌈
𝑇
4

⌉
, 1600

)
11524800

GRU 4
(
𝐵,

⌈
𝑇
4

⌉
, 1600

) (
𝐵,

⌈
𝑇
4

⌉
, 800

) (
𝐵,

⌈
𝑇
4

⌉
, 1600

)
11524800

GRU 5
(
𝐵,

⌈
𝑇
4

⌉
, 1600

) (
𝐵,

⌈
𝑇
4

⌉
, 800

) (
𝐵,

⌈
𝑇
4

⌉
, 1600

)
11524800

Dense layer

The last layer in the network, before decoding, is a single FC layer with 29
output units, a bias neuron and the softmax activation function. Each output
unit corresponds to one symbol of the network’s alphabet. This alphabet
consists of the lowercase English letters, as well as the space, apostrophe,
and blank characters. The blank character does not represent any character
in written English, but is used as the CTC separator discussed in chapter
2.2.3.

The softmax function takes a vector in R𝑁 and transforms in into a proba-
bility vector, i.e. a vector of values in the interval [0, 1] with unit sum. It is
defined as

softmax(x)𝑖 =
𝑒𝑥𝑖∑𝑁
𝑗=1 𝑒

𝑥 𝑗
∀𝑖 ∈ [1, 𝑁] ⊂ Z (4.4)
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and in the case at hand, assigns a probability to each symbol in the alphabet,
transforming each time slice into a probability vector for each symbol.

Again, as in the GRUs, the FC layer is applied per time slice and per example
in the batch. Its tensor information is presented in table 4.4. The output of
this layer is fed into a greedy decoder.

TABLE 4.4: FC layer information

Layer Input tensor Output tensor Parameters

FC
(
𝐵,

⌈
𝑇
4

⌉
, 1600

) (
𝐵,

⌈
𝑇
4

⌉
, 29

)
46429

4.2 Training

4.2.1 Hardware

The model is non-trivial to train and requires powerful hardware. The au-
thors of DeepSpeech2 used 8 or 16 Titan X GPUs to train their models [50].
Still, the model took between 3 and 5 days to complete training. Unfortu-
nately, the available hardware to this author is a single GTX 980 GPU, which
provides a laughable 4 GB of GDDR5 memory and approximately 5 TFLOPS
of computing power, compared to 12 GB of GDDR5 memory and 6.7 TFLOPS
for a single Titan X.

The authors of DeepSpeech2 used a batch size of 64 examples per GPU, while
the 980 can sustain only low, single-digit batch sizes. Naturally, training such
a model on this hardware is simply practically infeasible. Consequently, a
server with 2 GTX 2080 Ti GPUs was kindly provided by the Foundation for
Research and Technology - Hellas (FORTH), on which to train the model.
For comparison, the 2080 Ti provides 11 GB of GDDR6 memory and 14.2
TFLOPS.

4.2.2 Distributed learning

In order to take advantage of multiple GPUs, the traditional ANN learning
scheme must be adapted to accommodate them. With a single processing
unit, e.g. a GPU, the model forward-processes a batch of the training data,
computes the loss against the ground truth and the gradient of that loss per
parameter, and, finally, updates the parameters based on the gradient with
a backward pass. But, with data-parallel distributed learning, the batch is
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evenly split among the available processing units, the model replica on each
unit forward-processes its slice of the batch, the loss results are aggregated,
and the gradient update information is sent back to all units.

A very high-level and abstract diagram of distributed learning is illustrated
in Figure 4.2. Note that while the input and output for each batch slice is
specific to each processing unit, the update information is common and exact
copies are shared to all units. Therefore, the model replicas are all updated
in the same way and at the same time. This is known as synchronous data-
parallel distributed learning.

FIGURE 4.2: Single-unit (left) vs data-parallel distributed learn-
ing (right) diagram

4.2.3 Training parameters

Despite the capabilities of the 2080 Ti GPUs, training speech models on hun-
dreds of hours of recorded speech takes a significant amount of time. For this
reason, a subset of LibriSpeech was used, the statistics of which are presented
in table 4.5.

The batch size was set to 32 per GPU, or 64 in total. Since the training set
consists of 104014 files, the batch size divides the dataset into 1625 distinct
batches. The processing of each batch and subsequent model update con-
stitutes a single training step. The lapse of all training steps constitutes a
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TABLE 4.5: Statistics of datasets used for training

Description Set Files Hours Clip duration (seconds)
Min Median Max

Training train-clean-360 104014 363.5 1 14 30
Validation dev-clean 2703 5.5 1.5 6 32.5

training epoch. Training consists of multiple epochs, i.e. run-throughs of the
entire dataset, and in this case the number of epochs was set to 20, same as
in the original paper [50]. Lastly, the learning rate was set to the constant
value 5 · 10−4, which falls within the recommended range of [10−4, 6 · 10−4]
described in the paper.

4.2.4 Results

Training the model with the parameters described in the previous section
yields the results of figure 4.3. The loss is reported once every 100 steps,
while the CER and WER metrics refer to the entire validation set, during the
model’s evaluation at the end of each epoch. The total training duration was
36.5 hours.

FIGURE 4.3: Training results - WER, CER, and loss

It is evident from the loss plot that albeit the model improves at the begin-
ning, during the first or even second epoch, it proceeds to exhibit erratic be-
havior instead of converging. This plot is a textbook example of too big a
learning rate, a hypothesis indirectly supported by the DeepSpeech2 paper.
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The authors use learning rate annealing, i.e. they decrease the learning rate
as an exponential function of the number of elapsed epochs, based on equa-
tion 4.5

𝜂𝑛+1 = 𝜂0 · 𝑟−𝑛 (4.5)

where 𝜂0 is the starting learning rate, 𝑟 is the annealing factor, and 𝑛 is the
epoch number. In [50], the authors use 1.2 as the annealing factor.

The need for an exponentially decaying learning rate is indicative of the root
cause behind the unstable behavior of the loss plot. To mitigate this phe-
nomenon, either a smaller learning rate or - better yet - a similar annealing
policy should be adopted.

As for the CER and WER, their high values might seem concerning at first,
but they are reasonable and consistent with literature. The high error rates
are the result of a combination of factors, namely the small training dataset,
the greedy decoder instead of a beam search decoder, the absence of a lan-
guage model and, of course, the model’s hindered ability to learn due to the
high learning rate. However, the resultant CER and WER, of 10.9% and 31.5%
respectively, are to be expected, since a similar model with 68 million param-
eters achieves a WER of 29.23% on a 120-hour training set of clean speech
[50]. Therefore, given our model’s deficiencies and the 360-hour training set,
the resultant performance is well within informed expectations.

Naturally, a re-run of the training would be warranted to try and mitigate
the learning rate issue. Importantly though, real-world limiting factors come
into play, which can be easily underestimated. In this case, the collaboration
with FORTH to train the model on their hardware, while invaluable, also
introduced some roadblocks. These were the necessary setting-up time and
troubleshooting of migrating the code from one machine to another, com-
municating with FORTH personnel on how to execute, debug, and change
it, schedule training iterations, upload the model’s checkpoint files etc. It
is easy to overlook these issues as mundane, but they separate theory from
application and the whole process ended up consuming 3 months in total.

Furthermore, the model’s actual performance is of little interest to this thesis,
assuming the appropriate practices are followed for its training. The focus is
on the final learned parameters, on which the various methods and research
are applied. As these parameters are the result of valid training procedures
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on valid datasets, the resultant statistical properties are also assumed to be
valid, in the context of ML models. Thus, since the quantitative affirmation
of our error rate in [50] further validates the procedure followed, the fact that
the rates themselves are not impressive on their own right is inconsequential.

4.3 Robustness Analysis

Having obtained the trained model, the aim now is to compress it. This will
be achieved via pruning unimportant weights and quantizing the remaining
- important - ones. Both processes affect the resultant model’s error rate,
which will be used as the metric to compare various network compression
configurations.

This analysis, however, will not be applied to the entire network. Aggregat-
ing the information in tables 4.1, 4.3, and 4.4, the distribution of total parame-
ters per type of layer is obtained. This information is shown in table 4.6 and it
is clear that focusing explicitly on the GRUs is a sensible decision, since they
make up the overwhelming majority of the model’s parameters and thus its
computational and memory cost.

TABLE 4.6: Parameters per layer type

Total parameters CNN GRU FC

62683005 250976 62385600 46429
100% 0.40% 99.53% 0.07%

Furthermore, the parameters within a GRU cell are subcategorized into gate
and candidate parameters, each of which contains kernels - or weights - and
biases. Copying from table 4.2, table 4.7 illustrates each subcategory of pa-
rameters.

TABLE 4.7: GRU cell parameter categories

Input/Output Reset gate Update gate Candidate state
Tensor Size Tensor Size Tensor Size Tensor Size

𝑥𝑡 (1,𝐷) 𝑊𝑥𝑟 (𝐷,𝐻) 𝑊𝑥𝑧 (𝐷,𝐻) 𝑊𝑥ℎ (𝐷,𝐻)
ℎ𝑡 (1,𝐻) 𝑊ℎ𝑟 (𝐻,𝐻) 𝑊ℎ𝑧 (𝐻,𝐻) 𝑊ℎℎ (𝐻,𝐻)

𝑏𝑟 (1,𝐻) 𝑏𝑧 (1,𝐻) 𝑏ℎ (1,𝐻)

𝑟𝑡 (1,𝐻) 𝑧𝑡 (1,𝐻) ℎ𝑡 (1,𝐻)

Gate kernels Cand. kernels

Gate biases Cand. bias
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The parameter distribution per category and layer is presented in table 4.8.
Again, the overwhelming majority of parameters is concentrated in the ker-
nels, thus it is sensible from a cost-benefit standpoint to focus the analysis
on the kernels and ignore the biases altogether. For the remainder of the the-
sis, only the GRU kernels are taken into account, as the rest of the model is
comparatively inexpensive by all accounts.

TABLE 4.8: GRU parameter distribution per category and layer

Layer Gate Candidate
Kernel Bias Kernel Bias

GRU 1 10854400 3200 5427200 1600
GRU 2 7680000 3200 3840000 1600
GRU 3 7680000 3200 3840000 1600
GRU 4 7680000 3200 3840000 1600
GRU 5 7680000 3200 3840000 1600

Total 41574400 16000 20787200 8000
66.64% 0.03% 33.32% 0.01%

4.3.1 Pruning

Firstly, the weights are inspected to determine their magnitude distribution,
as shown in figure 4.4. Each distribution contains the respective kernels of
all GRU layers. Since both distributions are qualitatively similar, the same
methods can be applied to each kernel category, perhaps with quantitative
differences.

The method of choice here is magnitude pruning, since it is easy to imple-
ment and suitable for bell shaped weight distributions. The goal is to deter-
mine a working magnitude domain, of the form in equation 4.6. Each weight
is modified in accordance with equation 4.7, whereby a weight with abso-
lute magnitude less than 𝑒 is zeroed out, a weight with absolute magnitude
greater than 𝑚 is clipped, and all other weights are unchanged.

W = [−𝑚,−𝑒] ∪ [𝑒,𝑚] (4.6)

𝑤 ←


0 if |𝑤 | < 𝑒

sign(𝑤) ·𝑚 if |𝑤 | > 𝑚

𝑤 otherwise

(4.7)
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Since the distribution peak is around zero, this method of pruning will re-
move a considerable amount of weights for relatively small values of 𝑒. As
for the domain bounds, varying 𝑚 does nothing towards pruning. Instead,
this parameter, as well as its effects on the final error rate, are endured due
to the upcoming quantization step. The narrower the domain, the higher
the quantization resolution for a given number of quantization levels. Thus,
while we seek to minimize 𝑚 during pruning, its benefits will only be rele-
vant during quantization.

FIGURE 4.4: Weight distribution for gate (top) and candidate
(bottom) kernels
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Finally, despite the similar statistical properties of the gate and candidate ker-
nels, in this chapter they will be studied separately. The reason is their func-
tional difference in the GRU cell. As these kernels fulfill different roles and
are used in conjunction with different activation functions, they are deemed
sufficiently dissimilar to warrant separate analysis. Therefore, each kernel
category is assigned its own domain and treated separately from the other,
regardless of pruning strategy.

Global Magnitude Pruning

The first strategy we explore uses the same weight domain across all GRU
layers and is therefore called Global Magnitude Pruning (GMP). The dimen-
sional simplicity of selecting two values, the parameters 𝑚 and 𝑒 of equation
4.6, notwithstanding, the issue remains as to how these values are selected.

For every data point in the performance evaluation tests, the entire Deep-
Speech2 model needs to go through the entire validation set. This compu-
tation takes approximately 7 minutes to complete, so the search space for
the pruning parameters needs to be well-thought-out. To that end, a coarse
search for 𝑒 was done first, spanning several orders of magnitude. Then,
a finer search followed, examining the subdivisions between the two most
interesting orders of magnitude. As for the domain bounds, a few common-
sense values for 𝑚 were selected based on figure 4.4.

Initially, the individual effect on performance of pruning each category was
investigated. In other words, how much the model’s performance was de-
graded by pruning only one category of weights, without changing anything
else on the baseline model. The results are shown in figure 4.5 and 4.6 for the
gate and candidate weights respectively. Note that the baseline indicates the
model’s performance as obtained after training, prior to any modifications.
Also, for every value of 𝑒 the resultant sparsity percentage is provided as
well. Sparsity denotes the percentage of weights that have been zeroed out.

These two figures illustrate the model’s tolerance to reducing the weight do-
main bounds. The fact that we can reduce 𝑚 quite a bit without any added
performance degradation means that the overall domain width is reduced
essentially "for free". Moreover, by comparing figure 4.5 to 4.6, it is evident
that the candidate kernels are less tolerant to changes in 𝑚, compared to the
gate kernels.
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FIGURE 4.5: Gate kernels global pruning performance evalua-
tion

FIGURE 4.6: Candidate kernels global pruning performance
evaluation
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As for 𝑒, around 25% sparsity can be achieved in both cases with minimal
performance degradation, while 50% sparsity can be achieved with a rela-
tively small performance degradation. Inversely to 𝑚, candidate kernels are
more tolerant to changes in 𝑒, compared to gate kernels. The observed differ-
ences between the two categories validate the decision to study the kernels
individually and treat them as functionally different components.

Next, the same investigation is carried out, jointly for gate and candidate
kernels. Naturally, the search space cannot be the Cartesian product of the
search spaces of the previous experiments, due to the resultant quadratic ex-
pansion. Instead, we select a few combinations to narrow down the search
space.

For𝑚𝑔𝑎𝑡𝑒𝑠, the values 0.20 and 0.25 are chosen, as the minimum values achiev-
ing the least accuracy degradation. The reasoning behind choosing both val-
ues, instead of only 0.20, is that gate kernels are more sensitive to𝑚 compared
to candidate kernels, so it is interesting to examine differences between the
two values. For 𝑚𝑐𝑎𝑛𝑑𝑖𝑑𝑎𝑡𝑒, 0.40 is chosen as the minimum value achieving the
least degradation. As for 𝑒, values in the interval [10−2, 6 × 10−2] are chosen
for both categories.

FIGURE 4.7: Joint global pruning performance evaluation
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The results of the joint performance evaluation are shown in figure 4.7. The
relative separation between the two 𝑚𝑔𝑎𝑡𝑒𝑠 values is mostly constant across
experiments, at approximately 0.1 CER percentage points. Overall, we ob-
serve a - mostly - additive behavior in the accuracy degradation, whereby
the total error rate degradation is approximately the sum of the individual
degradation due to the gate and candidate pruning. Thus, keeping in mind
that quantization will further increase the error rate, so far the tradeoff be-
tween error rate and sparsity is not at all impressive.

Layer-wise Magnitude Pruning

In an effort to improve sparsity and lower the incurred error rate penalty, a
Layer-wise Magnitude Pruning (LMP) scheme is explored. With this scheme,
each weight category has one domain per GRU layer. Specifically, the domain
bounds will be common across layers, as there is no incentive to specify them
individually, so only 𝑒 needs to be specified per layer. Therefore, instead of a
scalar value, 𝑒 will hence be a vector, where the 𝑖-th element corresponds to
the 𝑖-th layer.

The problem of deciding the search space has become considerably more
complex, due to the dimensionality increase. A major observation which
drastically reduces it has to do with the feature semantics of each layer in a
DNN. Shallow layers extract and process lower level features compared to
layers deeper in the architecture, which exact and process higher level fea-
tures. If a network is overpruned in layers deep in the architecture, its ability
to synthesize high level features, close to the output layer, is crippled. On the
other hand, highly pruned shallow layers will influence the final output less,
as high level features are synthesized by many lower level ones, which can
be of poorer quality. Consequently, pruning intensity should be decreasing
as a function of the layer index.

The joint LMP results are presented in figure 4.8. Inspecting the plots relating
to 48.7% and 48.9% gate sparsity, as well as those of 50.3% and 50.6%, we see
that pruning the last two layers less yields consistently better CER, compared
to 𝑒 vectors of very similar overall sparsity and more pruning on these layers.
In other words, the 48.7% and 50.3% gate sparsity lines perform better than
the 48.9% and 50.6% lines respectively, because the former shift the pruning
intensity away from the last two layers. This fact is in accordance with our
previous argument regarding the layer-wise decreasing pruning intensity.
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Another important observation is the improvement of the accuracy-sparsity
tradeoff due to LMP. Apart from comparing figures 4.7 and 4.8, the improve-
ment is demonstrated within figure 4.8. For the gates, the LMP lines are close
to or better than the GMP line of 34.9% sparsity, except for the 50.6% line. As
for the candidate, the slopes after the 36.3% candidate sparsity and up to
46.4% are relatively small, with an overall CER increase of less than 0.1 per-
centage point in every case. Consequently, LMP indeed yields better results
compared to GMP.

Based on figure 4.8, a good tradeoff between accuracy and overall sparsity
is achieved for 𝑒𝑔𝑎𝑡𝑒𝑠 = [8, 8, 6, 4, 4] × 10−2 and 𝑒𝑐𝑎𝑛𝑑𝑖𝑑𝑎𝑡𝑒 = [7, 6, 5, 4, 4] × 10−2.
For these vectors, the resultant weight distributions per layer are shown in
figure 4.9. The achieved sparsity per layer is also annotated.

FIGURE 4.9: Pruned weight distribution
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4.3.2 Quantization

Similarly to pruning, the effects of weight quantization are comprehensively
studied. The experiment suite includes both pruned and non-pruned data
points. For the non-pruned cases, there are two quantization bins represent-
ing zero, such that the quantization levels are always fully symmetric. Since
the number of bins is a power of 2, if only a single bin were used for zero, the
remaining odd number of bins would be impossible to split evenly between
the positive and negative intervals. Therefore, in order to ensure compara-
bility across experiments, the symmetric bin policy is adopted.

To avoid any confusion, we clarify the semantic difference of a zero value in
pruned and non-pruned settings. In non-pruned settings, a weight with zero
magnitude is in no way dissimilar to any other weight, in that computations
containing it need to be performed. On the other hand, the quintessence of
pruning is the outright removal of the zeroed out weights, such that compu-
tations containing them are not performed at all. Consequently, the zeroed
out weights in pruned settings need not and should not be represented by
any quantization level.

Uniform quantization

A quantizer with very simple implementation in software and hardware is
the uniform dead-zone quantizer. This quantizer maintains even spacing be-
tween the quantization levels and is symmetric around zero. The dead-zone
is particularly useful for quantization in conjunction with pruning, since the
quantization bins can be positioned to span the weight domain exclusively.
An example of such a quantizer is illustrated in 4.10, with the 3-bit encodings
of the quantization levels also annotated.

Formally, a uniform dead-zone quantizer covering the domain of equation
4.6 is defined by

𝑄(𝑥) = sign(𝑥) ·
(
Δ

⌊
|𝑥 | − 𝑒
Δ

⌋
+ 𝑒

)
𝑥 ∈ [−𝑚,−𝑒] ∪ [𝑒,𝑚] (4.8)

where Δ is the quantization step size defined as

Δ =
𝑚 − 𝑒

2𝑛−1 − 1
(4.9)

for a quantizer with 𝑛 bits.
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FIGURE 4.10: Uniform dead-zone quantizer example

The quantizer’s classification rule, i.e. a mapping of the input to integers
representing the quantization levels is given by 4.10 and the reconstruction
rule, i.e. the mapping from the index to the quantization level is given by
4.11.

𝑘 = sign(𝑥) ·max
(
0,

⌊
|𝑥 | − 𝑒
Δ

⌋
+ 1

)
𝑥 ∈W (4.10)

𝑦𝑘 = Δ · ( |𝑘 | − 1) + sign(𝑘) · 𝑒 |𝑘 | ∈ Z∪ [1, 2𝑛−1] (4.11)

The fact that the edge bins of the quantizer include only a single value, in-
stead of a proper interval, is no accident, but a fully conscious design deci-
sion. Since quantization will be used in conjunction with pruning, the edge
bins will include the clipped weights. Therefore, to assign proper intervals to
the edge bins would be equivalent to reducing the weight domain bounds,
i.e. 𝑚. From an experimentation standpoint, this equivalence would be en-
tirely useless and confusing, so it is avoided altogether by having the edge
bins represent singular values, equal to the domain bounds.
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FIGURE 4.11: Gate kernels uniform quantization performance
evaluation

FIGURE 4.12: Candidate kernels uniform quantization perfor-
mance evaluation
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The effects of applying the dead-zone quantizer separately on the gate and
candidate kernels are shown in figure 4.11 and 4.12 respectively. Overall, the
spread for the various bit widths is relatively small, which indicates that the
network is impressively resistant to a significant weight granularity decrease.

In both cases, the 4-bit variants of higher 𝑚 values exhibit a bowl shape. This
is most pronounced for zero 𝑒. The cause is rather interesting and is tightly
coupled with Δ. Recall that when no pruning is applied, the quantizer does
not have a dead-zone, rather it represents zero twice. Therefore, for zero
pruning, the quantizer reduces all weights within [−Δ,Δ] to zero. This is
equivalent to pruning with 𝑒 = Δ. Note, however, that overall, quantizing
unpruned weights and weights pruned with 𝑒 = Δ are not exactly equivalent,
due to the different number of bins representing non-zero values.

We will quantitatively elaborate for an example case, that of 𝑚𝑔𝑎𝑡𝑒𝑠 = 0.40,
𝑒𝑔𝑎𝑡𝑒𝑠 = 0 and 𝑛 = 4 bits. By equation 4.9, we get Δ = 5.7× 10−2. The respective
CER value is 11.7% which is similar to the CER value for 𝑒𝑔𝑎𝑡𝑒𝑠 = 5 × 10−2,
all other parameters being equal. This effect is the result of a combination
of factors, namely the curves in figures 4.5 and 4.6, the quantizer design of
figure 4.10, and the choices for𝑚 and 𝑛 yielding a Δ value in the "steep" region
of the pruning performance evaluation figures (i.e. Δ > 5 × 10−2).

Of course, while this explanation is sufficient to describe the CER behavior
for a zero 𝑒, it is not immediately applicable to the 𝑒 = 10−2 cases, where the
effect is again present. Indeed, in this case the weights in the smallest bins by
absolute magnitude are quantized to 0.01, not 0, but since Δ is quite large, a
significant proportion of weights are reduced by magnitude to a value very
close to zero. As such, their significance is essentially diminished, compara-
bly to the 𝑒 = 0 case, hence the effect is still present, albeit less pronounced.

Lastly, the gap between the𝑚 = 0.25 curves compared to the rest of the curves
in figure 4.12 is consistent with the findings in 4.6. However, the propor-
tional relationship of the CER and the number of quantization bits generally
observed in figure 4.12, for a given 𝑚, is counterintuitive and not present in
figure 4.11. Unfortunately, no explanation has been found for this behavior.

Moving on, the results of the joint uniform quantization performance evalu-
ation with GMP are illustrated in figure 4.13. Quite surprisingly, these results
are, generally, as good as those of joint GMP without quantization in figure
4.7, despite the low bit width. For 𝑛𝑔𝑎𝑡𝑒𝑠 = 5, the results are marginally better
compared to joint GMP without quantization, while for 𝑛𝑔𝑎𝑡𝑒𝑠 = 4 the results
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FIGURE 4.13: Joint uniform quantization performance evalua-
tion with global pruning

are slightly worse. Notably, we observe the error rate to be more sensitive to
changes in 𝑛𝑔𝑎𝑡𝑒𝑠 versus 𝑛𝑐𝑎𝑛𝑑𝑖𝑑𝑎𝑡𝑒.

Lastly, a similar quantization evaluation is performed with layer-wise prun-
ing and its results are shown in figure 4.14. Again, as in figure 4.8, the set
of curves corresponding to 48.7% and 50.3% gate kernel sparsity perform
consistently better, mostly by wide margins, compared to the curves corre-
sponding to 48.9% and 50.6% sparsity respectively, despite their insignificant
difference in the sparsity percentage. Moreover, points on the 47.9% candi-
date kernel sparsity mark show a significant performance degradation com-
pared to the 46.4% sparsity points, while, again in agreement with figure 4.8,
the 46.4% candidate sparsity marks a local minimum for most curves.

Most importantly, layer-wise pruning and quantization vastly outperforms
global pruning and quantization. This is a direct conclusion of compar-
ing similar points in figures 4.13 and 4.14. Furthermore, the best accuracy-
sparsity tradeoffs are on the 46.4% candidate sparsity.
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Similarly to figure 4.9, the resultant weight distributions per layer are shown
in figure 4.15. The same pruning vectors are used as in figure 4.9, since they
still achieve a good tradeoff between accuracy and sparsity, and for consis-
tency’s sake. For both categories, 4 bits are used in the quantizer.

Note, again, that zero is not represented by any quantization level for pruned
weights. However, in figure 4.15, as in 4.9, the zeros are added in the his-
tograms for completeness and comparability purposes. Also, mostly on the
gate histograms, the edge levels corresponding to ±𝑚 magnitude are very
thin, being single points, and with counts very close to the adjacent bins,
they are not always clearly visible.

FIGURE 4.15: Pruned and quantized weight distribution
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Global K-means quantization

The uniform quantizer of the previous section was selected as the starting
point of the quantization analysis due to its simplicity. However, there is no
guarantee or indeed assumption regarding its suitability in the case at hand.
As a result, we now explore a fundamentally different quantization scheme.

K-means clustering is an algorithm, in the unsupervised learning family,
which aims to partition the given data into a predefined number of clus-
ters, by minimizing the within-cluster variance of the data. Each cluster is
represented by the centroid, i.e. the mean of the data points assigned to the
cluster.

With K-means quantization, the magnitude of all weights is set to their re-
spective cluster’s centroid. In other words, our quantizer quantizes each
weight to the closest centroid. Formally, if C = {𝑐𝑘 | 𝑘 ∈ [1,𝐾]} is the set
of all 𝐾 centroids determined by the K-means algorithm, the K-means quan-
tizer is defined by equation 4.12. The classification and reconstruction rules
are shown in equations 4.13 and 4.14.

𝑄(𝑥) = arg min
𝑐𝑘∈C

| |𝑥 − 𝑐𝑘 | | 𝑥 ∈W (4.12)

𝑘 = arg min
𝑘∈[1,𝐾]

| |𝑥 − 𝑐𝑘 | | 𝑥 ∈W (4.13)

𝑦𝑘 = 𝑐𝑘 𝑘 ∈ Z∪ [1,𝐾] (4.14)

Here, the clustering algorithm is run globally, by aggregating the weights of
all layers for each category. Since the experiment suites of the previous sec-
tions were quite comprehensive, in this section we speed up the process by
investigating only the joint performance evaluation with layer-wise pruning,
around the area of interest as determined via figure 4.14.

The results are presented in figure 4.16, where 𝐾 = 2𝑛 clusters were used
per kernel category. Comparing them to the corresponding curves in figure
4.14, it is evident that this particular approach performs consistently worse
compared to uniform quantization. Unsurprisingly, possible reasons for the
poor performance might be the global application scope of the method.
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FIGURE 4.16: Joint global K-means quantization performance
evaluation with layer-wise pruning

Layer-wise K-means quantization

In an attempt to improve the results of K-means quantization, we now in-
vestigate its layer-wise application. However, an additional condition is im-
posed. The centroids need to be symmetric around zero. The reason for
this restriction is the subsequent reduction in hardware resources necessary
to implement the reconstruction rule. Namely, the lookup tables storing the
centroids per layer and category can be half their original size, due to the
imposed symmetry.

To enforce the symmetry, the algorithm is simply run on the absolute weight
magnitudes and the resultant centroids are expanded to cover both real num-
ber half-lines. As the weight distributions per layer and category are almost
symmetric themselves, we can safely assume that the imposed centroid sym-
metry will not affect the error rate in any significant way.

The results of layer-wise symmetric K-means quantization are presented in
figure 4.17. While there is an undeniable improvement over global K-means,
due to the layer-wise scope, these results are still lacking compared to uni-
form quantization in figure 4.14. This is attributed to the fact that the cen-
troids are the cluster centers and, as such, cannot be the values ±𝑒 and ±𝑚.
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FIGURE 4.17: Joint layer-wise symmetric K-means quantization
performance evaluation with layer-wise pruning

FIGURE 4.18: Joint layer-wise symmetric anchored K-means
quantization performance evaluation with layer-wise pruning
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Lastly, we try to further improve the K-means results by forcing two cen-
troids to be on ±𝑒. This is achieved by adding two artificial weights to
the data supplied to the algorithm, whose magnitudes are ±𝑒 but with the
difference that they are assigned infinite clustering weight, while the actual
weights have a unit clustering weight. In weighted clustering, the algorithm
tries to minimize the weighted sum of the within-cluster variance, so the
clustering weight is a measure of influence each data point exerts on their
respective centroid. Thus, adding the two artificial points to the data, we
essentially anchor two centroids at ±𝑒.

The results of this modification are illustrated in figure 4.18. Compared to
4.17, some curves are better while others are worse. Effort notwithstanding,
uniform quantization still outperforms K-means pruning.

Ordinarily, further investigation would be carried out to determine if an-
choring centroids only at ±𝑚, and jointly at ±𝑒 and ±𝑚 would improve the
K-means results. However, given the extent of the analysis so far and the
consistent superiority of the uniform quantizer, such an effort would not be
practically beneficial. Even if K-means quantization yields the same results
as uniform quantization, the latter has, by design, additional implementa-
tion benefits. The reconstruction rule of the uniform quantizer can be imple-
mented either mathematically or via lookup table, while K-means requires a
lookup table. Therefore, for this particular problem, interest in K-means has
dwindled.

4.3.3 Final results

Having gone through the entire robustness analysis, we conclude this chap-
ter by selecting a satisfactory combination of pruning and quantization pa-
rameters. As has already been established, our options will be drawn from
the 46.4% candidate sparsity pool and with the uniform quantizer applied.
Since there are no specific CER or WER requirements, our notion of a satis-
factory tradeoff will be somewhat arbitrary, in terms of error rate.

Consulting figure 4.14, we will compile a list of contenders. Due to the ab-
sence of CER requirements, we opt for the two highest gate sparsities, since
gate kernels contribute 66.6% of total GRU parameters, as shown in table 4.8.
Of these options, we immediately eliminate those with very similar CER, but
longer bit widths. The remaining options are presented in table 4.9 with ad-
ditional relevant details.
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TABLE 4.9: Comparison of pruning and quantization final con-
tenders

Option Bits and sparsity Overall
sparsity

Memory
(MB) CER WERGates Candidate

1 4, 50.3% 4, 46.4% 49.0% 15.9 11.49% 33.40%
2 4, 50.3% 5, 46.4% 49.0% 17.3 11.46% 32.92%
3 5, 50.3% 4, 46.4% 49.0% 18.5 11.40% 32.95%
4 4, 50.6% 4, 46.4% 49.2% 15.8 11.56% 33.57%

The memory footprint per category is computed as the number of bits of the
quantizer multiplied by the number of total remaining weights after prun-
ing. The overall memory footprint is the sum of the footprints per category.
Of course, this computation is extremely reductive, as it does not account
in any way for the spatial information necessary to encode the actual matri-
ces. In other words, some form of spatial information is required to disam-
biguate the actual position of each weight inside their respective matrix. The
described computation, and thus the memory information on table 4.9, take
into account only the remaining, raw weights, in the form of quantization
indices, after pruning and quantization.

The first option to eliminate is 4, since it has the highest CER and WER, and
is only 100 KB less than option 1. The remaining options exhibit an inverse
relation between memory and CER. Taking into account the broader context
in which the robustness analysis was performed, namely the hardware im-
plementation of DeepSpeech2, the option of choice is the first one, due to its
smaller memory footprint. As this amount of data can fit on the dedicated
on-chip memories of only the absolute highest-end FPGAs, for any practi-
cally accessible FPGA the weights have to be stored on external memory
modules. Data transfers from external memories are orders of magnitude
more expensive, energy- and latency-wise, compared to on-chip computa-
tions. Therefore, cutting down the external memory requirements as much
as possible is a priority, due to which we are led to choose option number 1.

Overall, in this section, we significantly reduced the memory footprint of
the GRU weight kernels, via pruning and quantization. This was achieved
without retraining the model and with great care not to degrade the model’s
accuracy significantly. We should also note, to avoid any ambiguity, that the
quantization applied reduces the resolution of weight magnitudes, but not
their precision, or the precision of computations on the entire model.
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The benefits of the pruning and quantization methods notwithstanding, they
have introduced new issues regarding the implementation. A major issue
left purposefully undiscussed is the encoding of the sparse matrices. Several
such encodings exist in literature, e.g. Compressed Sparse Row (CSR) [91] or
Compressed Sparse Column (CSC) [92], and the answer to this problem will
impact the full memory footprint of the sparse matrices. However, the sparse
matrix encoding is closely related to the chosen sparse matrix compression
scheme, both of which are discussed in the next chapter.
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Chapter 5

Compression

In this chapter presents the main contribution of this thesis, which is the de-
velopment of a novel entropy-based compression method, suitable for hard-
ware implementation in machine learning inference applications. The method
achieves - to a degree - design-specified decoding throughput and memory
footprint by trading off compression ratio, while its mathematically decod-
able codes will allow for fast FPGA decompressors.

5.1 Motivation

The aim of pruning and quantizing the GRU weight matrices was to lessen
the storage and computational burden of the network. The achieved 49.0%
sparsity might seem significant, but is actually surprisingly low for what
would be considered an equitable tradeoff between the increased encoding
and hardware complexity due to sparse matrices versus their memory and
computational benefits.

Sparse matrices introduce inherent representation overheads, due to their ir-
regular structure. For such low sparsities, the encoding overhead outweighs
the actual information stored, i.e. the quantized weights. It is therefore pru-
dent to compress the kernels with information theoretic approaches, in order
to alleviate the overhead.

For this particular case, the sparse matrices will be compressed once, out-
side the hardware implementation, and decompressed and used constantly.
Therefore, given the nature of the application, the compression method must
be efficient in terms of decompression complexity, throughput, compression
ratio and decoder memory footprint.
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Entropy-based compression is one of the fundamental classes of compression
techniques, with the most notable general-purpose technique being Huffman
Coding [33]. While its compression ratio is generally close to the entropy
limit, its memory footprint and decompression throughput are less impres-
sive. For an alphabet of 𝑛 symbols, Huffman’s space complexity is O(𝑛) and
the decoding time complexity is O(𝑑), where 𝑑 is the depth of the tree.

Much work has been done to achieve the above space complexity and im-
prove the time complexity, by efficiently implementing the Huffman tree. In
[93], they split the tree information across three tables and achieve a memory
footprint of 5𝑛. The bound is reduced in [94] to ≈ 1.6𝑛, by exploiting features
of the single-side grown Huffman tree to condense the memory representa-
tion. In all cases however, the space complexity is at least O(𝑛).

As for the decoding speed, [95] uses canonical codes to reduce the decoding
time from a single cycle per bit in [33], to a "few operations per symbol". A
variant has also been proposed in [96] which utilizes quaternary instead of
binary trees and brings the decoding time down to O(log4 𝑛). Lastly, [97]
achieves a decoding complexity that is independent of 𝑛, 𝑑 or the codeword
length. In all cases, the decompression throughput is less than a single sym-
bol per cycle.

A notable mention is [98], where they propose an O(1) decoding time com-
plexity by parallelizing the process across 𝑑 processors. Still, for high perfor-
mance applications, the single symbol per cycle and linear space complexity
limits can be prohibitive, to say nothing of the processor count.

The compression scheme would need to have constant decoding time, low
resource utilization and high decompression throughput, to feed the matrix
multiplication pipelines. Implementation variants of Huffman compression
fail to meet all the requirements, so a novel method is explored.

5.2 Proposed Method

LetY be the base-symbol finite alphabet of the source 𝑋 that outputs a string
𝑥0𝑥1𝑥2... of base symbols, with 𝑥𝑖 ∈ Y. Similarly to [95], there always exists a
mapping from Y to Z = {0...|Y| − 1}, such that 𝑦𝑖 ↦→ 𝑖. In other words, we
can always represent the symbols of Y with integer indices. Hence, the term
"symbol" will refer to these indices. The output of 𝑋 can now be written as
𝑧0𝑧1𝑧2... with 𝑧𝑖 ∈ Z.



5.2. Proposed Method 79

We define an 𝐿-sequence as a sequence of 𝐿 consecutive symbols in the out-
put of X, starting at integer multiples of 𝐿. I.e., 𝐿-sequences are all sequences
of the form 𝑧𝛼𝐿 𝑧𝛼𝐿+1 ... 𝑧(𝛼+1)𝐿−1 with 𝛼 ∈ N. We assume that the frequency
distribution of distinct 𝐿-sequences is known or computable.

Penalty Arranged Tree Hierarchy (PATH) compression is an easily decod-
able, variable-length encoding which compresses these 𝐿-sequences. The 𝐿-
sequences are mapped onto a tree – of any degree – such that each node
contains a single symbol and that there exists, for “most” 𝐿-sequences, a con-
tinuous path from a node towards the root that generates them. Thus, any
𝐿-sequence present in the tree is fully encoded by the index of a starting node
that generates it. Unmapped sequences will have to be fetched from memory
uncompressed.

For this scheme, the following questions need to be answered: What proper-
ties should the tree exhibit? How do we assign symbols to nodes? What is an
efficient set of addressing modes? Each of these points are discussed below.

5.2.1 Data Structure

Assuming independent and identically distributed symbols that follow a
non-uniform frequency distribution, we reasonably expect the most frequent
𝐿-sequences to exhibit significant overlap, since high-frequency subsequences
will be part of high-frequency 𝐿-sequences. Therefore, it is desirable that
our data structure be able to translate spatial proximity into numerical (node
addresses) proximity since we can then implement a caching mechanism to
further reduce file sizes. In layman’s terms, the interdomain proximity re-
quirement means that sequences close to each other on the tree should have
small differences in their nodes’ addresses while sequences far from each
other should have larger address differences.

The second property for our tree stems directly from Shannon-Fano coding
[32, 99] and Huffman coding [33]. It is necessary for higher-frequency se-
quences to have shorter encodings. Consequently, the tree needs to be di-
vided into penalty regions, to provide variable-length encodings. However,
these regions need to be mathematically, on-the-fly decodable, as opposed to
arbitrary in the case of Huffman. Easy decodability for the penalty regions
will be a source of compression ratio inefficiency, but will ultimately allow
for fast decoding.
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A tree formula found to satisfy the interdomain proximity requirement and
provide penalty regions is the following

𝑐ℎ𝑖𝑙𝑑𝑟𝑒𝑛(𝑛) :=

{
{2𝑛, 𝑛 + 2} if 𝑛 is odd
{2𝑛} if 𝑛 is even

(5.1)

and its inverse

𝑝𝑎𝑟𝑒𝑛𝑡 (𝑛) :=

{
𝑛 − 2 if 𝑛 is odd
𝑛/2 if 𝑛 is even

(5.2)

and the resultant tree for an address width, 𝑁 , of 4 bits is presented in figure
5.1.

FIGURE 5.1: Structure and penalty regions of proposed tree for
4-bit addresses

The odd numbers form a primary branch, from which all the even nodes
branch out. From a given primary node, we can address any node in the
right branch (including the primary node) with some extra, "penalty" bits. A
penalty group consists of all nodes in the tree that require the same number
of penalty bits to be addressed, given their primary node.
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The primary branch contains 2𝑁−1 elements, creating

𝑃𝐺𝑠 :=
⌈
log2 𝑁

⌉
+ 1 (5.3)

penalty groups (PGs). The proof of equation 5.3 is derived as follows: node 1
can be doubled 𝑁 − 1 times, thus requiring

⌈
log2 𝑁

⌉
penalty bits to address all

𝑁 nodes, node 2𝑁−1 + 1 cannot be doubled, thus requiring zero penalty bits.
Due to the continuity of numbers and of the log function, all penalty widths
in the range

[
0,

⌈
log2 𝑁

⌉]
will appear.

The contained nodes per penalty group (NPPG) are

𝑁𝑃𝑃𝐺 (𝑘) :=
min(2𝑘−1,𝑁−1)∑︁

𝑖=⌊2𝑘−1⌋
(𝑖 + 1)

⌈
2𝑁−𝑖−2⌉ (5.4)

where 𝑘 ∈
[
0,

⌈
log2 𝑁

⌉]
is the number of penalty bits. The summation bounds

denote the minimum and maximum number of times an odd node can be
doubled in the given penalty group. In the upper bound’s min function,
𝑁 − 1 becomes relevant only for the highest penalty group (the one at the
root) and only when 𝑁 is not a power of 2. The term (𝑖 + 1) in the summation
element denotes the total nodes in a right branch of 𝑖 even nodes (𝑖 doublings
of the odd root), including the branch’s root. The term

⌈
2𝑁−𝑖−2⌉ denotes the

total right branches of length 𝑖. We arrive at this expression by finding how
many odd nodes can be doubled exactly 𝑖 times, as follows:

𝑖 ∈ [0, 𝑁 − 1] (the times doubled) (5.5)

𝑚 := 2𝑥 + 1, 𝑥 ∈ N (the odd node) (5.6)

2𝑖 ·𝑚 < 2𝑁 ≤ 2𝑖+1 ·𝑚 ⇒ 2𝑁−𝑖−1 ≤ 𝑚 < 2𝑁−𝑖 (5.7)

(5.7)
(5.6)
====⇒ 2𝑁−𝑖−2 − 1

2
≤ 𝑥 < 2𝑁−𝑖−1 − 1

2
(5.5)
====⇒

⌊
2𝑁−𝑖−2⌋ ≤ 𝑥 < 2𝑁−𝑖−1

==⇒ true for
⌈
2𝑁−𝑖−2⌉ 𝑥s (odd nodes)

The starting (odd) node of each penalty group is given by the function
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𝑆𝑁𝑃𝐺 (𝑘) :=

{
1 if 𝑘 =

⌈
log2 𝑁

⌉
2𝑁−2𝑘 + 1 if 0 ≤ 𝑘 <

⌈
log2 𝑁

⌉ (5.8)

since 2𝑘 denotes the maximum possible number of nodes in a right branch
(including its root) in PG-𝑘 , thus the sum of leading and trailing zeros in the
𝑁-digit binary representation of a PG-𝑘 node’s address will be at most 2𝑘 − 1.
Since the starting node is the smallest odd node that satisfies this property,
all the zeros will be leading, hence the power 𝑁 − 2𝑘 .

With one symbol per node and 𝐿 ≤ 𝑁 + 1, there are

|P𝐿 | := 2𝑁 − 1 −
𝐿−1∑︁
𝑖=1

𝑖 = 2𝑁 − 1 − 𝐿 (𝐿 − 1)
2

(5.9)

distinct, upwards (towards the root) 𝐿-paths and thus the tree can hold, at
most, the same number of 𝐿-sequences. Equation 5.9 is derived by the simple
observation that nodes with 𝑙𝑒𝑣𝑒𝑙 ≤ 𝑁 form a triangle. Every other node
outside the triangle can form an upwards 𝐿-path, thus the total number of
upwards 𝐿-paths is given by equation 5.9.

The proposed data structure has two advantages over Huffman trees, namely
reduced memory requirements and closed-formula traversal. By storing in-
formation in every node, our data structure requires 2𝑁 nodes storing 2𝑁

symbols to represent ≈ 2𝑁 sequences. A Huffman tree, on the other hand,
would require 2𝑁+1 nodes, since only leaf nodes can encode data, storing
2𝑁 · 𝐿 symbols. As for the tree traversal, the ancestor function 5.2 does not
require look-ups in memory, unlike Huffman, leading to faster decoding.

5.2.2 Symbol Assignment

Given the 𝐿-sequences and their frequencies (appearances), symbols need to
be assigned to the tree’s nodes, such that "most" of the given 𝐿-sequences are
generated by an upwards path. A sequence 𝑆 := 𝑠1𝑠2...𝑠𝐿 , where 𝑠𝑖 are the
individual symbols, exists in the tree iff a path starting from a node 𝑛 and
recursively traversing its parent, until 𝐿 symbols are output, yields 𝑆, with
the starting node 𝑛 generating the first symbol, 𝑠1 and so on.

The assignment should minimize the total memory footprint of the com-
pressed file. The two components of this goal are: a) map as many sequences
as possible on the tree and b) place sequences into the penalty groups based
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on their frequency. But these subgoals are competing with each other. The
former can be approximately solved as the Shortest Common Superstring
problem [100] with no guarantees for the relative position of the sequences,
while the latter can be solved by selecting sequences from a limited window
of frequencies per penalty group, perhaps with suboptimal overlap. In either
case, the solution will be approximate.

The proposed algorithm 7 attempts to balance the two subgoals, with a heuris-
tic greedy approach. The assignment process is run per penalty group, start-
ing from the lowest one (PG-0). After an initial sequence has been placed on
the top of the current penalty group, its prefix will become the suffix of the
next sequence. The algorithm tries to find the most suitable symbol to assign
to one of the child nodes, based on two heuristic scores:

1. the position evaluation function

2. the frequency of the generated sequence in the data

The algorithm is greedy because it selects symbols that maximize the se-
quence overlap, 𝑝, and the heuristic score, when multiple symbols are avail-
able for a given overlap value.

The first score, the position evaluation function, compares the number of chil-
dren of the given node to the size of the 𝑠𝑦𝑚𝑏𝑜𝑙_𝑙𝑖𝑠𝑡 of the given 𝑛𝑒𝑤_𝑠𝑢 𝑓 𝑓 𝑖𝑥.
Leaf nodes should be assigned sequences whose 𝑛𝑒𝑤_𝑠𝑢 𝑓 𝑓 𝑖𝑥 is not in 𝑝𝑆𝐷.
Nodes with a single child should not be assigned sequences whose 𝑛𝑒𝑤_𝑠𝑢 𝑓 𝑓 𝑖𝑥
is not in 𝑝𝑆𝐷 and nodes with two children should be assigned sequences
whose 𝑛𝑒𝑤_𝑠𝑢 𝑓 𝑓 𝑖𝑥 contains at least 2 symbols in the list. These rules of
thumb are intuitive in the context of overlap maximization. The function
is presented in table 5.1.

TABLE 5.1: Position evaluation function (𝑛, 𝑛𝑒𝑤_𝑠𝑢 𝑓 𝑓 𝑖𝑥)

len(𝑝𝑆𝐷 [𝑛𝑒𝑤_𝑠𝑢 𝑓 𝑓 𝑖𝑥].𝑠𝑦𝑚𝑏𝑜𝑙_𝑙𝑖𝑠𝑡)
𝑛.𝑐ℎ𝑖𝑙𝑑𝑟𝑒𝑛

0 1 2

0 1 -1 -1

1 -1 0 0

≥ 2 -1 0 1

The second score acts as a tie-breaker to the first score and measures the ap-
pearances in the data of the 𝐿-sequence, produced by the candidate symbol.
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Algorithm 7: Symbol-to-Node Assignment
Input : 𝐿 – Length of sequences

𝑈 – Dictionary of the 𝐿-sequences and their appearance count
𝑇 – Tree, all nodes’ symbols intialized to ∅

Output: an assigned version of 𝑇

1 𝑝𝑆𝐷 ← {𝑝–𝑠𝑢 𝑓 𝑓 𝑖𝑥 : 𝑐𝑜𝑢𝑛𝑡, 𝑠𝑦𝑚𝑏𝑜𝑙_𝑙𝑖𝑠𝑡} ; // The length-p Suffix Dict ∀𝑠 ∈ 𝑈, ∀𝑝 ∈ [1, 𝐿 − 1]

2 for k ∈
[
0,

⌈
log2 𝑁

⌉]
do

3 𝑓 𝑟𝑖𝑛𝑔𝑒 ← initialize_ending_at(𝑆𝑁𝑃𝐺 (𝑘), 𝑈) ; // Init PG-𝑘 at 𝑆𝑁𝑃𝐺 (𝑘) and return children
4 𝑝 ← 𝐿 − 1 ; // Amount of overlap of sequences

5 while fringe ≠ ∅ and𝑈 ≠ ∅ do
6 𝑏𝑒𝑠𝑡 ← (−∞,−∞) ; // Best score vector
7 for n ∈ fringe do
8 𝑠𝑢 𝑓 𝑓 𝑖𝑥 ← 𝑛.𝑝𝑎𝑟𝑒𝑛𝑡.sequence(𝑝) ; // 𝑝-sequence after 𝑛 (𝑛’s p-suffix)
9 if suffix ∉ pSD then

10 continue;
11 end

12 𝑏𝑒𝑠𝑡 ← (−∞,−∞);
13 for symbol ∈ pSD[suffix].symbol_list do
14 𝑛.set_symbol(𝑠𝑦𝑚𝑏𝑜𝑙) ; // Temporarily assign the node
15 𝑛𝑒𝑤_𝑠𝑢 𝑓 𝑓 𝑖𝑥 ← 𝑛.sequence(min(𝐿 − 1, 𝑝 + 1)) ; // Extract the new (next) suffix
16 𝑠𝑐𝑜𝑟𝑒1 ← position_evaluation(𝑛, 𝑛𝑒𝑤_𝑠𝑢 𝑓 𝑓 𝑖𝑥) ; // Evaluate 𝑠𝑦𝑚𝑏𝑜𝑙 scores
17 𝑠𝑐𝑜𝑟𝑒2 ← 𝑈 [𝑛.sequence(𝐿)].𝑎𝑝𝑝𝑒𝑎𝑟𝑎𝑛𝑐𝑒𝑠;
18 𝑛.set_symbol(∅) ; // Revert temporary changes

19 if (𝑠𝑐𝑜𝑟𝑒1, 𝑠𝑐𝑜𝑟𝑒2) > 𝑏𝑒𝑠𝑡 then // Tie-breaking comparison
20 𝑏𝑒𝑠𝑡 ← (𝑠𝑐𝑜𝑟𝑒1, 𝑠𝑐𝑜𝑟𝑒2);
21 𝑏𝑒𝑠𝑡_𝑠𝑦𝑚𝑏𝑜𝑙 ← 𝑠𝑦𝑚𝑏𝑜𝑙;
22 end
23 end

24 if 𝑏𝑒𝑠𝑡 > (−∞,−∞) then
25 𝑛.set_symbol(𝑏𝑒𝑠𝑡_𝑠𝑦𝑚𝑏𝑜𝑙) ; // Assign symbol with best score
26 if 𝑛.sequence(𝐿) ∈ U then
27 𝑈.remove(𝑛.sequence(𝐿)) ; // Remove 𝐿-seq. from U. Decrement 𝑝𝑆𝐷 𝑐𝑜𝑢𝑛𝑡 for
28 𝑝𝑆𝐷.update(𝑛.sequence(𝐿)) ; // all its suffixes and update their 𝑠𝑦𝑚𝑏𝑜𝑙_𝑙𝑖𝑠𝑡
29 end
30 𝑓 𝑟𝑖𝑛𝑔𝑒.remove(𝑛);
31 𝑓 𝑟𝑖𝑛𝑔𝑒.append_front({𝑐 ∈ 𝑛.𝑐ℎ𝑖𝑙𝑑𝑟𝑒𝑛 | 𝑐.𝑎𝑑𝑑𝑟𝑒𝑠𝑠 ≠ 𝑆𝑁𝑃𝐺 (𝑘 + 1)}) ; // LIFO exploration
32 break;
33 end
34 end

35 if best = (−∞,−∞) then // If no node in fringe could have 𝑝 overlap
36 𝑝 ← 𝑝 − 1 ; // Decrement 𝑝 to look for less overlap
37 if 𝑝 = 0 then // Couldn’t find any overlapping sequence
38 𝑓 𝑟𝑖𝑛𝑔𝑒 ← initialize_ending_at( 𝑓 𝑟𝑖𝑛𝑔𝑒, 𝑈) ; // Init. all 𝑓 𝑟𝑖𝑛𝑔𝑒 nodes and return
39 𝑝 ← 𝐿 − 1 ; // all their children. Set 𝑝 to max overlap
40 end
41 else
42 𝑝 ← 𝑚𝑖𝑛(𝐿 − 1, 𝑝 + 1) ; // Increment 𝑝 to look for more overlap
43 end
44 end
45 end
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To facilitate score evaluation, a dictionary of suffixes is built from the data.
It contains an entry for every length-𝑝 suffix in the data, defined as 𝑆𝑝 :=
𝑠𝐿−𝑝+1𝑠𝐿−𝑝...𝑠𝐿 , where 𝑝 ∈ [1, 𝐿 − 1]. Each entry stores the number of distinct
𝐿-sequences for which 𝑆𝑝 is their 𝑝-suffix and a list of the (unique) symbols
immediately preceding the suffix, at position 𝐿 − 𝑝. When the dictionary is
updated with 𝑝𝑆𝐷.update(𝑆), symbol 𝑠1 is removed from the 𝑠𝑦𝑚𝑏𝑜𝑙_𝑙𝑖𝑠𝑡 of
𝑆𝐿−1 and its 𝑐𝑜𝑢𝑛𝑡 is decremented. Entries with a zero count get deleted from
the dictionary. The rest 𝑆𝑝, 𝑝 ∈ [1, 𝐿 − 2] are also updated by decrementing
their 𝑐𝑜𝑢𝑛𝑡 and removing any symbols, 𝑠, from their lists, if 𝑠 ∪ 𝑆𝑝 ∉ 𝑝𝑆𝐷.

Figure 5.2 provides a snapshot of some of the steps of the assignment process
for a penalty group. In conjunction with algorithm 7 and it’s explanation, it
should provide further insight on how the algorithm works.

For the penalty-group initialization, the most frequent of the remaining 𝐿-
sequences is selected and placed on the tree such that its last symbol is as-
signed at the given node. Odd-indexed children of the given node are pre-
ferred, since the odd nodes form the main branch. All uninitialized children
of all initialized nodes form the starting 𝑓 𝑟𝑖𝑛𝑔𝑒.

The 𝑓 𝑟𝑖𝑛𝑔𝑒 is a list containing every unassigned node in the tree whose par-
ent node is already assigned. At any step, only nodes in the 𝑓 𝑟𝑖𝑛𝑔𝑒 may be
assigned a symbol and then the 𝑓 𝑟𝑖𝑛𝑔𝑒 is updated to contain the relevant
nodes.

Nodes in the 𝑓 𝑟𝑖𝑛𝑔𝑒 that cannot be assigned any symbol, such that the resul-
tant 𝐿-sequence exhibits any overlap with any other remaining 𝐿-sequence,
are initialized. Again, the new 𝑓 𝑟𝑖𝑛𝑔𝑒 is the set of all uninitialized children
of all initialized nodes during the initialization procedure.

Algorithm 7 is of time complexity 𝑂 (𝐸 𝑓 |𝐴|2𝑁 ), where |𝐴| is the size of the
symbol alphabet, 2𝑁 − 1 is the number of nodes in the tree and 𝐸 𝑓 is the
expected number of nodes checked before a successful assignment. Imple-
menting the 𝑓 𝑟𝑖𝑛𝑔𝑒 as an array of lists (not shown for brevity), where each
list corresponds to an overlap value, speeds up the algorithm, bringing its
complexity down to 𝑂 ( |𝐴|2𝑁 ). Note that the complexity of creating the 𝑝𝑆𝐷
dictionary is not taken into account, which is 𝑂 (𝐿 |𝑈 |).
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FIGURE 5.2: Example of the symbol assignment process for PG-
2 of a 𝑁 = 6 tree
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5.2.3 Generalization

So far, for simplification and explanatory purposes, we have allowed for a
single symbol per node. To generalize the method, we can extend the scheme
to multiple symbols per node, with each node containing 2𝑀 ordered symbols,
where 𝑀 ≥ 0 is a design parameter. By ordered we mean that the symbols
are arranged in a tuple and their positions cannot be changed, i.e. permu-
tations of the tuple are not equivalent. While the generalization works for
any number of symbols per node, we restrict it to powers of 2, to maximize
indexing efficiency.

To utilize the multiple symbols, an 𝐿-sequence is redefined as the sequence
starting at node 𝑛, symbol 𝑚 and ending after 𝐿 symbols, i.e.

𝑆 := 𝑠𝑛𝑚𝑠
𝑛
𝑚+1...𝑠𝑛2𝑀−1𝑠

𝑛.𝑝𝑎𝑟𝑒𝑛𝑡
0 𝑠

𝑛.𝑝𝑎𝑟𝑒𝑛𝑡
1 ...𝑠𝑛...𝑝𝑎𝑟𝑒𝑛𝑡

𝑗

where 𝑠𝑛
𝑖

denotes the 𝑖-th symbol of 𝑛. Due to the offset at the starting node,
paths that generate 𝐿-sequences no longer visit a constant number of nodes,
but their length (number of visited nodes) depends on that offset and is either⌈
𝐿

2𝑀

⌉
or

⌈
𝐿

2𝑀

⌉
+ 1.

Algorithm 7 can still be used for the generalized case, if the 2𝑀-symbols-per-
node tree is reduced to a single-symbol-per-node tree. The transformation is
simple and requires that each node 𝑛 with 2𝑀 symbols is replaced by a list of
2𝑀 nodes, each with a single symbol. The parent of 𝑛 connects to one end of
the list and its children to the other. An illustration of this transformation is
shown in figure 5.3.

While the rest of the equations hold for 2𝑀 outputs, equation 5.9 and its as-
sumptions do not. With 2𝑀 ouputs per node and 𝐿 ≤ 2𝑀𝑁 + 1, the number of
𝐿-sequences the tree can hold is:

|P𝐿𝑀 | := 2𝑀
(
2𝑁 − 1

)
−
𝐿−1∑︁
𝑖=1

⌈
𝑖

2𝑀

⌉
= 2𝑀

(
2𝑁 − 1

)
− (ℓ + 1)

(
𝐿 − 1 − 2𝑀−1ℓ

) (5.10)

which is easily derived from the expanded multi-output tree and where ℓ =⌊
𝐿 − 1
2𝑀

⌋
.
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FIGURE 5.3: Multi-symbol node expansion to single-symbol
equivalent

This method of generating sequences by traversing a tree can, in principle
(and without the penalty groups), work for any tree. For example, the perfect
binary tree [101] with 𝑐ℎ𝑖𝑙𝑑𝑟𝑒𝑛(𝑛) = {2𝑛, 2𝑛+ 1}was considered, as well as the
Collatz tree [102, 103]. However, neither satisfy the inter-domain proximity
requirement and were thus discarded, due to their inability to concentrate
high-frequency 𝐿-sequences in some address neighborhood. This point is
illustrated in figure 5.4. Note that in all three cases the same parameters (𝑁
and 𝑀) were used, with the same algorithm (algorithm 7 modified to ignore
penalty groups on the Collatz and Perfect binary trees) on the same data.

5.2.4 Addressing Modes

The structural properties of the tree as well as the distribution of its sequences’
appearances can be leveraged to minimize the memory footprint of the com-
pressed data. The addressing modes must have variable length and be easily
decodable.

The proposed tree contains a main branch consisting of the odd numbers in
the range [1, 2𝑁 − 1]. Thus, 𝑁 − 1 bits can be used to indicate the odd node
(primary address). This information is sufficient for PG-0, but not for any
other penalty group, if an even node needs to be addressed. In the latter
case, 𝑘 extra bits are sufficient in PG-𝑘 to shift (multiply by 2𝑖) the primary
address and index any node in that group. Therefore, for any node in the
tree, 𝑁 − 1 + 𝑘 bits are needed, with 𝑘 being a mathematical function of the
primary address.
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FIGURE 5.4: Distribution of node sequence appearances vs its
address for each tree

Fortunately,
𝑘 = ⌈𝑙𝑜𝑔2(𝑃𝐿𝑍 + 1)⌉ (5.11)

where 𝑃𝐿𝑍 is the number of leading zeros of the primary address. While that
relationship looks complex, due to the small values of 𝑘 and 𝑁 , it becomes
very efficient as a carefully implemented Boolean function.

To take advantage of the concentrated high-frequency sequences at the start
of PG-0, as shown in figure 5.4, we define an elite addressing window of
size 2𝑊 , starting at 𝑆𝑁𝑃𝐺 (0). In this window, nodes require 𝑊 bits to be
addressed, as well as an extra bit for the elite window flag. The purpose of
this window is to further shorten the memory footprint of high-frequency
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𝐿-sequences, which is naturally achieved for 𝑊 + 1 < 𝑁 − 1. The process for
finding the optimal value for𝑊 is described in section 5.3.3.

Lastly, since the scheme cannot guarantee the presence of all wanted se-
quences in the tree, an addressing mode is necessary for unmapped sequences.
In the first mode, 𝑁 − 1 zeros would correspond to node 1. By assigning this
code to indicate an unmapped sequence, we are only sacrificing 𝑁 − 𝐿 + 1 se-
quences (since we cannot address node 1 and thus, its right branch) to gain
this functionality. Of course, any primary address could be assigned for this
mode (e.g. a node in PG-0 that does not produce a wanted sequence), but
𝑁 − 1 zeros are assigned for simplicity.

The addressing modes are summarized on table 5.2 in decreasing decoding
priority. Field widths are not proportional to their visual lengths, but com-
parative size and position characteristics are preserved. The elite flag is set
to "1" only for the elite mode.

TABLE 5.2: Addressing modes, packet fields and lengths

Priority Description Data packet fields & lengths

1 Elite

2 Unmapped

3 Regular

Algorithm 8 presents the address decoding and decompression pseudocode.
Initialization and implementation details have been omitted for brevity, while
the pseudocode represents the body of an infinite loop (circuit). The rules of
hardware concurrency and sequential logic apply. For unmapped sequences,
the symbols are stored in and sequentially output from a raw symbol buffer
(RSB), while for mapped sequences, the node symbols are retrieved from
memory (MEM). Superscript 𝑡 denotes data used in the current decompres-
sion cycle (iterations until a data packet is decompressed and all it’s symbols
have been output) and superscript 𝑡 +𝑇 denotes data pending use in the next
decompression cycle. Signal "rem" denotes the remaining symbols to be out-
put from the last node and "SB" is shorthand for symbol bits.
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Algorithm 8: Decoding & decompression pseudocode
Input : 𝑏𝑢 𝑓 – Stream of bits appended to a buffer
Output: 𝑜𝑢𝑡 – Output symbols (up to 2𝑀 symbols)

𝑣𝑎𝑙𝑖𝑑 – Which outputs are valid (2𝑀 bit mask)

// Address decoding

1 if 𝑖 = path_length then // Prev. path ending
2 if buf[0 . . . 𝑁 − 1] = 0 then // Unmapped
3 RSB𝑡+𝑇 ←buf[𝑁 . . . 𝑁 + 𝐿 · 𝑆𝐵 − 1] ;
4 addr𝑡+𝑇 ← 0 ;
5 offs𝑡+𝑇 ← 0 ;
6 shift𝑡+𝑇 ← 0 ;
7 rem𝑡+𝑇 ← 𝐿 mod 2𝑀 ;
8 buf.remove(𝑁 + 𝐿 · 𝑆𝐵) ;
9 else

10 if buf[0] = 1 then // Elite
11 addr𝑡+𝑇 ← 2𝑁−1 + 1 + 2· buf[1 . . .𝑊] ;
12 offs𝑡+𝑇 ← buf[𝑊 + 1 . . .𝑊 +𝑀] ;
13 shift𝑡+𝑇 ← 0 ;
14 buf.remove(1 +𝑊 +𝑀) ;
15 else // Regular
16 addr𝑡+𝑇 ← 2·buf[1 . . . 𝑁 − 1] + 1 ;
17 offs𝑡+𝑇 ← buf[𝑁 . . . 𝑁 +𝑀 − 1] ;
18 𝑘 ← 𝑝𝑒𝑛𝑎𝑙𝑡𝑦(buf[1 . . . 𝑁 − 1]) ;
19 shift𝑡+𝑇 ← buf[𝑁 +𝑀 . . . 𝑁 +𝑀 + 𝑘 − 1] ;
20 buf.remove(𝑁 +𝑀 + 𝑘) ;
21 end
22 rem𝑡+𝑇 ← (𝐿+ offs𝑡+𝑇 − 2𝑀 ) mod 2𝑀 ;
23 end
24 end

// Tree traversal & symbol output

25 if 𝑖 = 0 then // First node
26 𝑣𝑎𝑙𝑖𝑑 ← 2offs𝑡 − 1 ;
27 𝑖 ← 𝑖 + 1 ;
28 else if 𝑖 = path_length then // Last node
29 𝑣𝑎𝑙𝑖𝑑 ← (2rem𝑡 − 1) ≪ (2𝑀 − rem𝑡 ) ;
30 𝑖 ← 0 ;

31 path_length←
⌈
𝐿+offs𝑡

2𝑀

⌉
− 1 ; // Get new data

32 RSB𝑡 ← RSB𝑡+𝑇 ;
33 addr𝑡 ← addr𝑡+𝑇 ≪ shift𝑡+𝑇 ;
34 offs𝑡 ← offs𝑡+𝑇 ;
35 rem𝑡 ← rem𝑡+𝑇 ;
36 else // Intermediate node
37 𝑣𝑎𝑙𝑖𝑑 ← 2𝑀+1 − 1 ;
38 𝑖 ← 𝑖 + 1 ;
39 end

40 if addr𝑡 = 0 then
41 𝑜𝑢𝑡 ← RSB[2𝑀 · 𝑖 · 𝑆𝐵 . . . 2𝑀 · (𝑖 + 1) · 𝑆𝐵 − 1] ;
42 else
43 𝑜𝑢𝑡 ←MEM(addr𝑡 ) ;
44 addr𝑡 ← 𝑝𝑎𝑟𝑒𝑛𝑡 (addr𝑡 ) ;
45 end
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5.3 Scheme Analysis

5.3.1 Mapping efficiency

We define the mapping efficiency of an assigned tree as the ratio of wanted
𝐿-sequences the tree can generate to the total number of 𝐿-sequences the tree
can hold:

𝜂 :=
|𝑈𝑏 | − |𝑈𝑎 |
|P𝐿

𝑀
|
≈ |𝑈𝑏 | − |𝑈𝑎 |

2𝑁+𝑀
(5.12)

where |𝑈𝑏 | is the number of unique 𝐿-sequences in 𝑈 before algorithm 7 run
and |𝑈𝑎 | is the number of sequences remaining in 𝑈 after the algorithm fin-
ished. This metric, together with the total frequency of sequences in𝑈𝑎, indi-
cate the fitness of this compression scheme and the assignment algorithm to
the given data.

While the global efficiency metric provides an overview for the entire tree,
it weighs all nodes (and their sequences) equally. However, it is more im-
portant for low-penalty groups to be "tightly packed" than for high-penalty
groups. Moreover, based on the symbol distribution assumptions made in
the beginning, low-frequency sequences will exhibit less overlap than high-
frequency ones. Thus, we define the penalty-group approximate efficiency
as

𝜂(𝑘) :=
|𝑈𝑏𝑘 | − |𝑈𝑎𝑘 |

2𝑀 · 𝑁𝑃𝑃𝐺 (𝑘)
(5.13)

where |𝑈𝑏𝑘 | and |𝑈𝑎𝑘 | are the number of 𝐿-sequences in𝑈 before and after the
assignment of PG-𝑘 respectively.

5.3.2 Memory footprint

For a given file, assigned tree and total appearances of all sequences in each
group, the compressed data memory footrprint (in bits) will be

DC = (1 +𝑊 +𝑀)𝐴𝑒 + (𝑁 +𝑀)𝐴0_𝑛𝑒

+
𝑃𝐺𝑠−1∑︁
𝑘=1

(𝑁 +𝑀 + 𝑘)𝐴𝑘

+ (𝑁 + 𝐿 · 𝑆𝐵)𝐴𝑢

(5.14)

where 𝐴𝑒 are the total appearances of all sequences in the elite window, 𝐴0_𝑛𝑒

are the total appearances of sequences in PG-0 that are not in the elite win-
dow, 𝐴𝑘 are the total appearances in PG-𝑘 and 𝐴𝑢 are the total appearances
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of all unmapped sequences.

The memory footprint of the tree is given by

M𝑇 = 2𝑁+𝑀 · 𝑆𝐵 (5.15)

in cases where memory modules of arbitrary width can be created (e.g. FPGA
BRAMs). Otherwise, the footprint will depend on the exact memory map-
ping, the memory’s width and the bits per symbol.

5.3.3 Optimal elite window size

Equation 5.14 provides a condition for the optimal value of the elite window
width, 𝑊 . In an assigned tree, 𝐴𝑒 + 𝐴0_𝑛𝑒 (corresponding to a window width
𝑊) will be constant since it denotes the total appearances of all sequences in
PG-0. Let 𝐴′𝑒 and 𝐴′0_𝑛𝑒 correspond to width 𝑊 + 1. The following relations
will hold

𝐴𝑒 + 𝐴0_𝑛𝑒 = 𝐴
′
𝑒 + 𝐴′0_𝑛𝑒 (5.16)

𝐴𝑒 < 𝐴′𝑒 (5.17)

Thus, from equation 5.14, increasing𝑊 by 1 decreases DC iff

(𝑎 + 1)𝐴′𝑒 + 𝑏 · 𝐴′0_𝑛𝑒 < 𝑎 · 𝐴𝑒 + 𝑏 · 𝐴0_𝑛𝑒
(5.16),(5.17)
⇐=========⇒ (5.18)

𝐴′𝑒
𝐴′𝑒 − 𝐴𝑒

< 𝑁 −𝑊 − 1 (5.19)

where 𝑎 = 1 +𝑊 + 𝑀 and 𝑏 = 𝑁 + 𝑀 . Therefore, 𝑊 should be increased as
long as condition 5.19 holds.

5.3.4 Throughput & input bandwidth

In the context of concurrency and a single decoder-decompressor pair, packet
decoding for mapped sequences takes at least

⌈
𝐿

2𝑀

⌉
cycles to complete, while

an 𝐿-sequence is being generated from the previous packet, as shown in al-
gorithm 8. Thus, the design parameters can be tuned to allow for sufficient
decoding time (based on the technology and implementation) and possibly
allow for more than one decompressor for a single decoder.
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The expected number of cycles to decompress a single packet is given by

𝐸𝐷 =

2𝑀−1∑︁
𝑚=0

⌈
𝐿 +𝑚

2𝑀

⌉
𝑃𝑟 (𝑂𝐹𝐹𝑆 = 𝑚) (5.20)

where 𝑃𝑟 (𝑂𝐹𝐹𝑆 = 𝑚) is the probability of the symbol offset having the value
𝑚. Further, when the symbol offsets follow a uniform distribution, which is
expected since the assignment algorithm does not take the symbol offset into
account, equation 5.20 can be simplified to

𝐸𝐷 =
𝐿 + 2𝑀 − 1

2𝑀
(5.21)

Assuming an uninterrupted supply of packets and excluding unmapped se-
quences, the average decompression throughput of a single pair is given by

T =
𝐿

𝐸𝐷

𝑠𝑦𝑚𝑏𝑜𝑙𝑠

𝑐𝑦𝑐𝑙𝑒
(5.22)

or simplified, under the equiprobable-symbol-offset assumption, as

T =
2𝑀 · 𝐿

𝐿 + 2𝑀 − 1
𝑠𝑦𝑚𝑏𝑜𝑙𝑠

𝑐𝑦𝑐𝑙𝑒
(5.23)

To maintain the above throughput and not stall the decompressor - without
using buffers - an average input bandwidth of

B =
DC
𝐴𝑡𝑜𝑡𝑎𝑙

𝑏𝑖𝑡𝑠

𝐸𝐷 𝑐𝑦𝑐𝑙𝑒𝑠
(5.24)

must be maintained, where 𝐴𝑡𝑜𝑡𝑎𝑙 is the total appearances of all sequences in
the data.

Equation 5.24 shows that the input bandwidth can fluctuate within the 𝐸𝐷-
cycles window and the decompression throughput will not be affected, as
long as equation 5.24 holds. Therefore, the method itself acts as a buffer,
making it inherently tolerant to such fluctuations. This tolerance depends on
𝐿 and 𝑀 and is inversely proportional to throughput.
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5.4 Sparse matrix representation

CSR [91] and CSC [92] are sparse matrix representation schemes which split
all the necessary information of a 2D sparse matrix into three vectors. These
formats are similar, with the only difference being that CSR stores informa-
tion row-wise and CSC stores information column-wise. For CSC, one vector
holds the non-zero values in the matrix, another holds the respective row
indices of the non-zero values, and the last holds the column indices, point-
ing to the other two vectors and denoting where each column starts in the
encoded data.

A major problem with this approach is that indices are stored in full preci-
sion. This is problematic for low sparsities, since the encoding overhead far
outweighs the benefits of sparse matrices themselves. Namely, for the GRU
kernels, the indices would have lengths on the order of 11 bits, far higher
than the 4 bit quantized weights. Therefore, these formats are not suitable
for the case at hand.

To alleviate the overhead, differential indices will be used, instead of global
ones. Consequently, the bit length of the indices will no longer be deter-
mined by the number of rows in the matrices, but by the maximum distance
between consecutive non-zero weights. In other words, we are applying run-
length encoding on the zeros between consecutive non-zeros.

Thus, the 2D matrices are first flattened column-wise. The zeros are then
run-length encoded and the resultant vector is split into two vectors, such
that all non-zero weights are stored in one and all run-length-encoded zeros
are stored in the other. Thus, the 𝑖-th element in the zeros vector corresponds
to the number of zeros between the (𝑖 − 1)-th and 𝑖-th element in the weights
vector. The transformation is illustrated in figure 5.5.

The information contained in the two vectors is sufficient to reconstruct the
original matrix, given its number of rows, 𝑁𝑅 and columns, 𝑁𝐶 . To achieve
this, a counter is needed to keep the running sum of the zeros vector’s el-
ements, incrementing it by 1 for every weight element. When this sum ex-
ceeds the number of rows, 𝑁𝑅 is subtracted from it and the column index is
incremented.

Representing sparse matrices with this encoding allows for compressing the
zeros and weights vectors with PATH compression. The distribution of the
quantized weights is known and discussed in chapter 4, and their suitability



96 Chapter 5. Compression

FIGURE 5.5: Sparse matrix encoding example

for PATH compression has been theoretically established. As for the spa-
tial information, it is rather intuitive that creating 𝐿-sequences of the global
indices of the non-zero weights would yield too many and infrequent se-
quences, which would make compressing this data with PATH compression
infeasible. On the other hand, the proposed encoding is guaranteed to pro-
duce sequence distributions at least as suitable as global indexing.

5.5 Experiments

The memory footprint of the encoded sparse matrices are presented in table
5.3, along with other relevant information. Since there are 16 quantization
levels, each weight is represented by a 4-bit index to a lookup table with its
numeric value. As for the zeros, their run-length encoded values are in the
range [0, 31], so they are represented by 5 bits. Memory footprint informa-
tion is presented per layer, while sparsities denote the average percentages
per layer and kernel category. Also, remember that since the GRU is bidirec-
tional, there are two kernels per layer and category.

The first experiment involved the compression of the split and flattened data,
as described in figure 5.5, separately for each layer. The compression param-
eters, common for all layers, were set to 𝑁 = 15, 𝑀 = 1,𝑊 = 10 for the weights
and 𝑁 = 16, 𝑀 = 1,𝑊 = 11 for the zeros.

The values were chosen based on the following rationale: 2𝑁+𝑀 should be
close to the number of distinct 𝐿-sequences in the data (if it’s too small, many
sequences will be unmapped, incurring a heavy overhead, whereas if it’s too
big, the addresses will be unnecessarily wide). Then, 𝑀 can be freely selected
to match the desired decompression throughput (here, 𝑀 = 1 was selected
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TABLE 5.3: Encoded matrix statistics per layer and type

Layer Category Size (each)
Memory (MB)

Sparsity
Weights Zeros

1
Gates 3392 × 1600

3.147 3.933
63%

Candidate 3392 × 800 58%

2
Gates 2400 × 1600

2.409 3.012
62%

Candidate 2400 × 800 50%

3
Gates 2400 × 1600

3.018 3.773
50%

Candidate 2400 × 800 43%

4
Gates 2400 × 1600

3.691 4.615
35%

Candidate 2400 × 800 36%

5
Gates 2400 × 1600

3.635 4.544
36%

Candidate 2400 × 800 39%

Total 15.900 19.877

as the smallest value resulting in a nontrivial throughput value) and 𝑊 is
decided through condition 5.19.

Therefore, to get the best results, 𝑁 and 𝐿 were jointly decided, by examining
which 𝐿 values yield a count of distinct 𝐿-sequences close to a power of 2.
The weights had 52K-56K distinct 𝐿-sequences and the zeros had 92K-164K,
per layer for their respective 𝐿s.

The results are presented on table 5.4. Memory reduction is always computed
with respect to the original memory footprints presented in table 5.3. This
being an entropy-based lossless compression scheme, Shannon entropy was
used as a baseline, where the entropy compressed footprint was calculated
as the product of the number of instances of all 𝐿-sequences with the total
entropy of the distinct 𝐿-sequences.

Overall, the method yielded file sizes 5.3% larger than the entropy limit
for the weights and 17.2% for the zeros. As for the memory reduction, the
weights were reduced by 27% less than the limit and the zeros by 10% less.
The penalty-group approximate mapping efficiency for PG-4 was at 0% for
the weights because all 𝐿-sequences were mapped in previous penalty-groups.
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TABLE 5.4: Compression results for signed weights vector and zeros vector

Proposed method Entropy limit

Layer 𝐿 𝜂
𝜂(𝑘) T(

symbols
cycle

) Compr.

data

(MB)

Memory

reduction

Tree

(KiB)

Compr.

data

(MB)

Memory

reduction
0 1 2 3 4

W
ei

gh
ts

1 4 86.5% 99.9% 97.8% 91.5% 50.4% 0.0% 1.60 2.775 11.8% 32 2.637 16.2%

2 4 79.8% 99.9% 98.0% 85.7% 20.9% 0.0% 1.60 2.119 12.0% 32 2.015 16.4%

3 4 80.6% 99.9% 97.5% 86.0% 25.7% 0.0% 1.60 2.658 11.9% 32 2.528 16.2%

4 4 81.2% 99.9% 97.6% 85.6% 29.8% 0.0% 1.60 3.250 11.9% 32 3.084 16.4%

5 4 83.8% 99.9% 97.2% 87.4% 42.9% 0.0% 1.60 3.209 11.7% 32 3.044 16.3%

Total 14.011 11.9% 160 13.308 16.3%

Z
er

os

1 6 83.1% 99.5% 88.6% 75.7% 66.8% 62.4% 1.72 2.204 44.0% 80 1.908 51.5%

2 6 72.3% 98.5% 79.1% 60.8% 47.8% 43.5% 1.72 1.538 48.9% 80 1.379 54.2%

3 7 63.7% 96.5% 67.4% 50.0% 38.0% 34.0% 1.75 1.598 57.6% 80 1.412 62.6%

4 9 59.0% 92.5% 58.5% 45.5% 37.9% 36.0% 1.80 1.610 65.1% 80 1.325 71.3%

5 9 61.4% 92.8% 60.9% 48.6% 41.6% 39.7% 1.80 1.666 63.3% 80 1.329 70.7%

Total 8.616 56.7% 400 7.353 63.0%
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TABLE 5.5: Compression results for unsigned weights vector with signs as encoding overhead

Proposed method Entropy limit

Layer 𝐿 𝜂
𝜂(𝑘) T(

symbols
cycle

) Compr.

data

(MB)

Memory

reduction

Tree

(KiB)

Compr.

data

(MB)

Memory

reduction
0 1 2 3 4

W
ei

gh
ts

1 6 83.5% 99.9% 92.8% 78.2% 58.9% 49.5% 1.72 2.766 12.1% 48 2.618 16.8%

2 6 74.9% 99.7% 88.8% 67.0% 37.3% 26.1% 1.72 2.103 12.7% 48 2.001 16.9%

3 6 78.3% 99.9% 91.0% 70.7% 46.3% 34.7% 1.72 2.634 12.7% 48 2.513 16.7%

4 6 80.0% 99.9% 92.3% 73.5% 49.2% 38.3% 1.72 3.220 12.8% 48 3.068 16.9%

5 6 82.4% 99.9% 93.1% 76.8% 55.4% 45.3% 1.72 3.191 12.2% 48 3.025 16.8%

Total 13.914 12.5% 240 13.224 16.8%
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A larger sequence length 𝐿 is a desirable feature since it contributes to the
decompression throughput and the input bandwidth fluctuation tolerance.
However, for the weights, setting 𝐿 = 5 results in a rapid increase of the dis-
tinct 𝐿-sequences, to roughly 300K per layer, requiring a tree 4 times bigger.

To mitigate this cost increase, a second experiment was carried out, in which
the weights were stripped off their sign. Because the distribution of single
weight values is symmetric around zero, the sign information constitutes a
high entropy component of the data. Thus, 𝐿 sign bits were added before
each compressed data packet, as an encoding overhead, carrying the raw
sign information for each instance of each unsigned weight 𝐿-sequence. Each
weight was encoded by the remaining 3 bits for its magnitude index infor-
mation.

This experiment’s parameters were 𝑁 = 16, 𝑀 = 1, 𝑊 = 11 and the num-
ber of distinct 𝐿-sequences was 100K-118K. The results are presented in ta-
ble 5.5. The memory footprints for the proposed method and the entropy
limit were calculated based on the unsigned 𝐿-sequences, with the sign over-
head added. Evidently, throughput increased, while the memory footprint
decreased, compared to table 5.4. The compressed file statistics are slightly
better than the previous ones, with a file size 5.2% bigger than the limit and
a 25.6% less memory reduction than the limit.

5.6 Conclusion

The proposed novel lossless compression method produces symbol sequences
of constant length, by traversing paths of constant length in a tree. The tree
structure is designed to provide simple, mathematically-decodable, variable-
length encodings among its penalty groups. As such, it lends itself well to
hardware implementation on reconfigurable hardware.

By storing the symbol sequences in overlapping fashion, our method requires
tree sizes a fraction of those produced by Huffman coding when applied
on the sequence alphabet. The constant length of the sequences and the
uniform-time decodability of the encodings yields regular decompression la-
tencies and throughput.

The ability to select tradeoffs between file size and tree size, decompression
throughput and input bandwidth fluctuation tolerance makes this method
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particularly versatile. Additionally, it is shown to combine well with other
encoding schemes such as run-length encoding and sign separation.

Combining the results of this and the previous chapter, table 5.6 sums up the
reduction of the memory footprint for storing DeepSpeech2’s GRU weight
kernels. Effort notwithstanding, the 11x reduction in memory is less than
what we hoped for, but is nonetheless significant, especially in the context of
the entropy limit.

TABLE 5.6: GRU kernel memory reduction

Description Methods used Data type Memory (MB) Reduction

Original - 32-bit float 249.5 -

Pruned &
quantized LMP+Uniform

4-bit weights
5-bit zeros 35.7 7x

Compressed
LMP+Uniform

+PATH
4-bit weights

5-bit zeros 22.5 11x
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Chapter 6

Hardware Architecture

This chapter demonstrates and highlights the inherent properties of the hard-
ware architecture of our novel compression method. The decompressor ar-
chitecture is designed, theoretically analyzed, and shown to require an order
of magnitude fewer resources compared to LZ77 decompression accelerators,
while achieving better throughput.

6.1 FPGA architecture overview

Despite the work in this chapter being theoretical, and therefore implement-
ing the architecture on a target device being outside the current scope, it is
still beneficial to frame the chapter in the context of an FPGA architecture.
This context will allow quantitative modeling of our architecture’s resource
utilization and latency, as well as provide the common basis for comparisons
with existing literature.

The chosen FPGA architecture is the Xilinx UltraScale, since it is a typical
target architecture in literature and the available platform in the University’s
MHL Lab is a ZCU102 evaluation kit, featuring a Zynq UltraScale+ MPSoC.
Thus, our analysis will be both comparable to existing literature and relevant
for a future implementation on the Lab’s hardware.

A possible point of confusion is, understandably, the nomenclature. A Xilinx
FPGA architecture defines the set of elements it provides and their configu-
rations. A Xilinx FPGA series is defined by the FPGA architecture and the
manufacturing process node of the chips. A Xilinx FPGA family is a set of
devices in a given FPGA series that, broadly speaking, are characterized by
the ratios of the elements they contain.
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As such, the UltraScale+ series contain FPGAs of UltraScale architecture, but
chips are manufactured on a newer process node. The relevant resources
available on the UltraScale architecture are briefly presented, with more in-
formation available on the official user guides [104, 105].

6.1.1 Configurable Logic Block

The main resource for implementing combinatorial or sequential circuits in
the UltraScale architecture is the Configurable Logic Block (CLB). Each CLB
contains one slice, either SLICEL or SLICEM. Each slice contains eight LUTs,
one 8-bit carry chain, and sixteen FFs.

The types of slices differ only in the configurations they provide. SLICEL,
where the L stands for logic, provides most of the configurations and func-
tionality explained below. SLICEM, where the M stands for memory, is a
superset of SLICEL, providing extra configurations for the LUTs.

Look Up Tables

Each LUT can be configured as:

• a 6:1 (6-bit input, 1-bit output) arbitrary Boolean function

• a 5:2 arbitrary Boolean function

• a 3:1 (or lower) and a 2:1 (or lower) arbitrary Boolean functions

The difference between the latter two configurations lies in the inputs. A
5:2 function uses the same inputs for both output bits, while a 3:1 and a 2:1
function can use different inputs per function. The propagation delay per
LUT is independent of its configuration.

Wider Boolean functions can be constructed inside each CLB by combining
its LUTs via dedicated multiplexers (MUXs). Thus, LUTs in each CLB can be
additionally configured as:

• up to four 7:1 arbitrary Boolean functions (using two LUTs each)

• up to two 8:1 arbitrary Boolean functions (using four LUTs each)

• a single 9:1 arbitrary Boolean functions (using eight LUTs)

For even wider Boolean functions, multiple CLBs can be connected together.
It is therefore possible to create 10:1 functions with two CLBs (sixteen LUTs),
11:1 with four CLBs etc.
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To avoid any confusion, we note that the overall configuration of LUTs in
one CLB can be any valid combination of individual configurations. I.e., in a
single CLB, it is possible to have a 6:1 function, a 3:1 and a 2:1 function, a 7:1
function, and an 8:1 function at the same time.

Carry chain

Adders and subtractors are some of the most common circuits in most appli-
cations, but the propagation delay increases linearly with the operand size.
For wide operands, if the circuit were built using only LUTs, the propagation
delay would be significant, thus reducing maximum clock frequency.

Instead, the critical path of these circuits, i.e. the path with linear propagation
delay, is built into a dedicated carry logic unit inside each CLB. The 8-bit long
carry chains of multiple CLBs can be cascaded to form wide adder/subtractor
logic. Thus, the carry chains facilitate the implementation of wide and fast
adders/subtractors.

Flip flops

The sixteen FFs available per CLB are evenly split among the LUTs, with two
FFs corresponding to each LUT. Each FF’s input can be individually config-
ured, with both FFs per LUT having the same input options. The available
options are:

• each of the two LUT outputs

• the output of the local dedicated multiplexer

• each of the two local carry outputs

• a direct input from the CLB bypassing the LUT

Shift register (SLICEM only)

Each LUT in a SLICEM can be configured as a 32-bit shift register without
using the FFs. This shift register shifts by 1 bit per clock cycle. Single-bit data
can be written to the shift register’s LSB, and any of the 32 bits can be dynam-
ically read, while the MSB provides fixed read access. Smaller shift registers
can be implemented by setting the read address to the desired register length.
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Multiple 32-bit shift registers can be cascaded to form larger shift registers,
up to 256 bits per SLICEMs. Cascading can also extend to multiple SLICEMs,
for even larger shift registers.

6.1.2 On-chip memory

The ability to store data physically close to the processing units is paramount
in any hardware architecture. For this reason, UltraScale FPGAs provide
three types of memory within the PL fabric.

Distributed RAM (SLICEM only)

Each LUT in a SLICEM can be configured as a distributed RAM resource. The
effective amount of data stored per LUT varies based on the configuration.
Multiple LUTs can be combined to form larger distributed RAMs, with up
to 512 bits per SLICEM. Multiple SLICEMs can be combined to form larger
distributed RAMs.

Distributed RAM height within a single SLICEM can range from 32 to 512
rows, while the width can range from 1 to 16 bits. Multiple ports are also
supported, ranging from single to octal port RAMs. Of these ports, exactly
one is a write (and possibly read) port, while the rest are read-only ports.
Valid distributed RAM configurations within a SLICEM have a product of
their parameters no greater than 512, i.e.

ports · height ·width ≤ 512

Block RAM

So far, we have seen the various configurations and elements in CLBs. A
completely separate resource available in UltraScale hardware is the block
RAM modules. Each block RAM stores up to 36Kb and can be configured ei-
ther as a single 36Kb RAM, or as two independent 18Kb RAMs. Each BRAM,
regardless of size, has two read/write ports and these ports can be config-
ured with independent widths.

Available BRAM widths are 1, 2, 4, 9, 18, 36, or 72 bits, while the BRAM
heights are 32K, 16K, 8K, 4K, 2K, 1K, or 512 respectively, for the 36Kb BRAMs.
For the 18Kb BRAMs, the heights are halved and the width is up to 36 bits.
Multiple BRAMs can be cascaded to form larger memories.
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All ports are synchronous, regardless of their operation, i.e. read or write for
a given clock cycle. As such, a clock edge is required for a read or write, as
the input signal has to go through the input register. Additionally, there are
optional output registers for each port, which enhance performance by elim-
inating routing delays and facilitating pipelining without consuming extra
resources. Both the input and the output registers are clocked by the same
source, which can be optionally inverted for falling clock edge operation.

Ultra RAM

A far less versatile option in UltraScale hardware is Ultra RAM blocks, each
of which provides 288Kb storage. Each block is a dual port, 4K high and 72
bits wide, synchronous memory. Unlike all other on-chip RAMs, Ultra RAM
cannot be initialized to user-defined values during FPGA programming. This
type of memory is not available to every UltraScale or UltraScale+ device, so
it is only included in this chapter for completeness purposes. Ultra RAM is
not relevant and will not be discussed in the remainder of this chapter.

6.2 External memory

To complement the limited on-chip memory, FPGA chips can connect to ex-
ternal RAM chips. External memories can provide 3 or more orders of mag-
nitude more memory than the combined on-chip alternatives. Fundamental
laws of physics dictate that external memory accesses incur orders of magni-
tude higher latency and energy consumption, compared to on-chip memory
accesses.

Several external memory types exist, but FPGAs are most commonly paired
with either DDR or HBM memory. Both are high-density memories, but
HBM offers higher bandwidth compared to DDR, while using less power
[106]. HBM is found on high-end FPGA platforms, while DDR is far more
common.

Both external memories use specialized memory interfaces to connect with
the PL. These controllers are hardened onto the FPGA chip and can be con-
figured via the Xilinx tools. Details of the parameters and configurations of
external memories are well beyond the scope of this thesis.
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6.3 Decompressor architecture

Having presented an overview of the FPGA resources, we now move on to
the hardware architecture of the decompression accelerator for our novel
compression method. A high-level block diagram for the datapath is illus-
trated in figure 6.1.

PATH decompression consists of three major parts, namely the compressed
data, the tree, and the packet decoding logic. The tree is not modified after
construction, i.e. it is static, so it requires only read access. The compressed
data are also read-only, but this is a general truth and not specific to our
compression method.

As per table 5.2, the compressed data is a series of variable-length packets.
These packets are concatenated to form the compressed file, which is placed
on DDR. Naturally, the packets are not word-aligned in memory, therefore
the decoder must identify the packet bounds and handle cases where a packet
crosses word boundaries.

The compressed data files, as per tables 5.5 and 5.4, are cumulatively on the
order of tens of MB, which far exceeds the few Mb available in a typical
FPGA’s on-chip memory, so external memory must be used to store them.
The trees must be quickly and efficiently accessible, so they are mapped on
cascaded BRAMs.

FIGURE 6.1: PATH decompressor high-level block diagram
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As a result of using DDR memory, a buffer is required as an intermediary.
The DDR will supply data to the decompressor in burst reads, for energy effi-
ciency and speed. These bursts cannot be processed simultaneously upon ar-
rival. Therefore, the First-In-First-Out (FIFO) buffer temporarily holds them,
to dispense data on an as-needed basis. The DDR will supply data bursts
whenever there is enough empty space in the FIFO to accommodate them.
Note that, naturally, a read address bus is necessary to go into the DDR, but
it is omitted from figure 6.1. The reason is that data will be sequentially read,
so depicting the address bus would cause unnecessary confusion.

The FIFO buffer can be constructed from BRAMs, which contain dedicated
logic for implementing FIFOs. The minimum BRAM depth is 512, which is
more than sufficient for our FIFO. Details about the width will emerge once
we inspect the decoder architecture.

6.4 Decoder architecture

The decoder pseudocode has already been presented in algorithm 8 and
while it will the basis for the architecture design, it is, naturally, highly re-
ductive. The most significant details missing are the pipeline stages and the
hidden complexity of efficiently manipulating the data buffer.

The data buffer was assumed, for simplicity, in algorithm 8 to be an infinite
size bit vector. Of course, such a data structure is detached from the reality
of hardware, where the data buffer will be implemented as a FIFO. A more
subtle slight, however, concerns the contents of the buffer itself.

6.4.1 Packet layouts

In hardware, we seek to minimize complexity by regularizing the spatial
structure of information. Yet, the packets of table 5.2 are inconsistent in their
placement of semantically identical fields, namely the symbol offset. The
practical side effect of this is the necessity for additional hardware to retrieve
the same semantic information from different places, depending on the type
of packet. Regardless of the actual cost of this additional hardware, such
shortcomings should be mitigated, whenever possible.

A rearrangement of the packet fields of table 5.2 is presented in figure 6.2,
along with their sizes and starting indices. Each color represents a semantic
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FIGURE 6.2: Rearranged packet fields

group, while the empty dashed fields represent spatially succeeding infor-
mation that is irrelevant to the packet. The benefit of the rearrangement is
obvious, as fields common to multiple packets always start at the same in-
dex. Note that by repositioning the offset field, the raw data field had to be
split in the unmapped addressing mode since no offset field exists for that
mode.

The indices are formulated in the context of the widest packet, with packets
being left-aligned. This formulation will facilitate comprehension later on,
when the packets are placed into registers. Crucially, however, each packet
occupies exactly as many bits as necessary in the DDR and the FIFO. Figure
6.2 is not representative of the DDR or FIFO data layout, because the packets
are not, at those points, word-aligned.

The variables in figure 6.2 are all in accordance with section 5.2, except for
the overhead length 𝑄. This variable is introduced here for the sake of gen-
erality. In chapter 5, the overhead length was 𝐿 for the weights and 0, i.e. no
overhead existed, for the zeros. Throughout the rest of this chapter, 𝑄 will be
used for generality and is assumed to be any arbitrary natural number.

6.4.2 BRAM organization

Another crucial detail of algorithm 8, which permeates the throughput equa-
tions 5.20, 5.21, and 5.23, is the assumption about the organization of the
memory storing the tree. Both the algorithm and the equations assume that
the memory has a 2𝑁 height and a 2𝑀 · 𝑆𝐵 bits width. In other words, each
memory access retrieves exactly one tree node, i.e. the memory is monolithic.
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The glaring problem with this approach is the inefficiency of memory ac-
cesses, which underutilize their bandwidth when the offset is positive. A
positive offset discards a number of starting symbols of the sequence’s start-
ing node. Consequently, the first memory access is, in general, underutilized.
This is the reason why an 𝐿-sequence requires

⌈
𝐿

2𝑀

⌉
or

⌈
𝐿

2𝑀

⌉
+ 1 cycles to re-

trieve from memory, for a zero or positive offset respectively. The variation
in decoding time per offset both reduces the average throughput and intro-
duces further irregularity in the instantaneous throughput.

Fortunately, a relatively simple solution exists. Instead of using a monolithic
memory, we can create 2𝑀 smaller memories. Each of these slices contains
one of the symbols per node, i.e. slice 𝑖 contains all the 𝑖-th symbols of all
nodes. Now, each slice can be addressed individually, outputting valid sym-
bols from all slices, in all but the final memory access per 𝐿-sequence.

The two memory organization schemes are illustrated in figure 6.3. An im-
portant note here is the number of necessary addresses to access the sliced
memory. Just two distinct addresses are necessary, that of the current node
and its parent, since 2𝑀 adjacent symbols can span at most two adjacent
nodes. However, one of the two distinct addresses does need to be supplied
to every slice individually.

A side effect of the sliced memory is the need to rotate the output symbols.
The relative position of the output symbols is crucial and must match that of
the desired 𝐿-sequence. In the monolithic approach, it is always guaranteed
that the output symbol 𝑠𝑖 will precede, in the 𝐿-sequence, the output symbol
𝑠𝑖+1. In the sliced memory, however, this is not true, as some of the first
symbols are retrieved from the parent node, not the current one. Therefore,

FIGURE 6.3: Monolithic (left) vs sliced (right) memory
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we need to rotate the symbols by the offset amount, to ensure the correct
output order.

Organizing and accessing the memory in this way homogenizes the expected
number of decompression cycles per 𝐿-sequence and reduces it to

𝐸′𝐷 =

⌈
𝐿

2𝑀

⌉
(6.1)

which yields an average decompression throughput of

T ′ = 𝐿

𝐸′
𝐷

=
𝐿⌈
𝐿

2𝑀

⌉ 𝑠𝑦𝑚𝑏𝑜𝑙𝑠
𝑐𝑦𝑐𝑙𝑒

(6.2)

By known identities of the ceiling function, it holds that

𝐸′𝐷 =

⌈
𝐿

2𝑀

⌉
=

⌊
𝐿 − 1
2𝑀

⌋
+ 1 =

⌊
𝐿 + 2𝑀 − 1

2𝑀

⌋
= ⌊𝐸𝐷⌋ ≤ 𝐸𝐷

so the throughput of equation 6.2 is guaranteed to be at least as good or
better than that of equation 5.23. In other words, sliced memory improves
the decompression throughput.

6.4.3 Pipeline

With the packet layouts and memory organization in mind, a description of
the notation that will be used in the block diagrams is summed up in figure
6.4, and the decoder datapath can now be presented in figure 6.5. The de-
sign is, naturally, pipelined to achieve high clock speeds, and each stage is
elaborated on below.

FIGURE 6.4: Block diagram notation
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FIGURE 6.5: Decoder datapath
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Fetch

The fetch stage is separately presented in figure 6.6 for visualization pur-
poses. The role of this stage is to fetch and align packets from the data buffer.
The alignment is necessary for the rest of the datapath to extract the packet
fields from their known locations.

This stage will need to operate on a FIFO-word level, as it connects directly
with the buffer. The FIFO can supply at most one word per cycle and the

FIGURE 6.6: Packet fetcher
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decompressor requires, based on 6.1, at least a single cycle for any packet.
Therefore, the FIFO word width must be equal to the width of the largest
packet. Thus, the FIFO can supply data quickly enough, even if the design
parameters yield a single-cycle decompression duration.

However, the fetch stage cannot rely solely on a single, the topmost, FIFO
word, since the packets cross word boundaries. Thus, since any packet can
span at most two words, the two topmost words are needed to guarantee the
supply of one packet per cycle. Of course, a FIFO provides access only to the
topmost word, so an intermediate register is used to hold the current word,
and the next word is read directly from the FIFO.

with the help of a counter, a funnel shifter maintains a word-wide window
of the next bits in the data that have yet to enter the packet register. This
word-wide window is extracted from the current and next FIFO words. The
structure of the funnel shifter is generically illustrated in figure 6.7.

Whenever a packet proceeds to the unpacking stage in the pipeline, the con-
tents of the packet register are sufficiently shifted to the left such that all bits
pertaining to the packet, now in the unpacking stage, are thrown away, and
the next packet is aligned in the register as per figure 6.2. For each packet
type, the static length is known and so the shifting is achieved by static
wiring. For regular addressing mode packets, the address shift field varies in
length, so a variable shifting circuit is necessary, on top of static shifting.

For all packets, regardless of type, the leftmost bits, amounting to a width
equal to that of the shortest packet type, will certainly be thrown away. As
a result, the rightmost bits, of the same width, will always be replaced by
new ones from the funnel shifter, namely the funnel shifter’s leftmost bits.

FIGURE 6.7: Generic funnel shifter
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Therefore, these bits do not need to go through any additional multiplexing,
but can be directly written to the packet register.

A high-level example of the fetch stage is depicted in figure 6.8. For this
example, the compression parameters of the unsigned weights of section 5.5
were used. Each color represents an individual packet with the specified
length. The funnel window depicts the output of the funnel shifter and its
relation to its inputs. Note that when the shift value becomes equal to or
greater than the word width, the latter is subtracted from the former.

FIGURE 6.8: Fetch stage - high level example
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With figure 6.8 providing, at least, an intuitive understanding of the stage in
general and the funnel shifter in particular, we now inspect the deceptively
simple operation of the funnel offset adder. The sole purpose of this module,
which is presented in figure 6.9, is to update the funnel offset, depending on
the type of the previously fetched packet. Furthermore, it needs to keep the
offset in the range [0, 𝑄 + 𝑁 + 𝐿 · 𝑆𝐵 − 1], i.e. the valid offset range of the
funnel shifter.

We can comprehensively describe the module’s desired behavior by equation
6.3, where function 𝑓 , defined in equation 6.4, is the offset’s increment func-
tion. The constants ℓ𝐸 , ℓ𝑅, and ℓ𝑈 denote the constant length of each respec-
tive packet type. These constants are defined in figure 6.4 and are derived
from the packet layouts of figure 6.2. More precisely, for regular packets,
which have variable length, ℓ𝑅 is the minimum packet length.

funnel offset𝑡 := 𝑓 (funnel offset𝑡−1, 𝑘𝑡−1) mod ℓ𝑈 (6.3)

𝑓 (𝑥, 𝑘) :=


𝑥 + ℓ𝐸 if elite packet
𝑥 + ℓ𝑅 + 𝑘 if regular packet
𝑥 + ℓ𝑈 if unmapped packet

(6.4)

A naive design approach would be to construct equation 6.3 structurally
from its parts. Since the increment function 6.4 is, at most, a three-operand
sum, two binary adders are necessary to implement it. Then, for the modulo
operation, a magnitude comparator in the form of a subtractor and a multi-
plexer are needed, since ℓ𝑈 is generally not a power of two. This approach,
while valid, fails to appreciate the maximum potential of the utilized hard-
ware.

An adder utilizing the carry chain logic can select one among several addi-
tions to perform, with no extra hardware cost. This benefit is not surprising
when one considers the implementation of adders in FPGAs. The inputs to
the carry chain logic are supplied by the outputs of the LUTs in the same CLB.
Therefore, since these LUTs will be partially used to implement the adder,
they can simultaneously act as multiplexers for one of the operands. This
simple observation, combined with basic properties of binary arithmetic, led
to the funnel offset adder design of figure 6.9.
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All operations are in unsigned arithmetic and we note that the only variable
operands are the penalty group 𝑘 and the previous offset value, while all
others are constants. The first adder partially implements the function in
equation 6.4, since a single carry chain adder can add either two variables or
a variable and a constant. The second adder attempts to perform the modulo
operation, by subtracting ℓ𝑈 , i.e. the maximum packet length. This adder
acts as a comparator of its input versus ℓ𝑈 . Lastly, the final adder performs a
correction, adding back ℓ𝑈 if the previous operation underflowed.

The observant reader may notice that figure 6.9 does not address the un-
mapped packets at all. The reason for this is that by equation 6.3, the funnel
offset is not altered for unmapped packets, because the addition of ℓ𝑈 is can-
celled by the modulo operator. And while the funnel offset adder will always
produce the wrong output for unmapped packets, there is an exceedingly
simple way to account for it. Instead of trying to produce the correct result
for a value we already have stored in the register, we can simply opt not to
overwrite it, by disabling the register. This is part of the minimal control
path necessary for the decoder, but simply enough, the funnel offset register
should be overwritten if and only if the carry out of the last adder is zero.

FIGURE 6.9: Funnel offset adder
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Unpack

With packets being fetched and aligned in the packet register, we now move
on to the unpack stage. The goal of this stage is to split the packet into its
component fields and provide a common basis for these fields across pack-
ets. The packet layouts in figure 6.2 already offer easy access to all fields
except for the penalty bits, which vary in length. Thus, the unpack stage
needs to determine the penalty bits, and transform elite addresses into regu-
lar primary ones.

Recall from chapter 5, that elite addresses refer to the 2𝑊 topmost nodes in
PG-0, and that the addresses in the packets are primary addresses, i.e. they
only address nodes in the primary branch. The topmost node in PG-0 is also
the group’s starting node, i.e. 𝑆𝑁𝑃𝐺 (0), which has a primary address of 2𝑁−2.
So to transform a𝑊 bit elite address into a primary 𝑁 − 1 bit address, we add
𝑁 −𝑊 − 1 zeros to the left and set the most significant bit of the result.

As for extracting the penalty bits, the penalty group 𝑘 first needs to be de-
termined from the primary address via equation 5.11. Generally, the boolean
function for producing 𝑘 from the primary address is illustrated in figure
6.10. Essentially, for the primary address to belong to penalty group 𝑘 , there
must be 2𝑘−1 leading zeros, followed by 2𝑘−1 bits that cannot all be zero. Ob-
serve that for the last penalty group, it is sufficient to check for 2𝑃𝐺𝑠−2 leading
zeros, i.e. infer the group by the process of elimination. Thus, the leftmost
2𝑃𝐺𝑠−2 bits of the primary address are sufficient to determine 𝑘 .

To keep the propagation delay to a minimum, we do not supply the actual
primary address in the case of elite packets. Instead, we include the elite flag

FIGURE 6.10: Penalty group truth table
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to the penalty group boolean function, outputting the zero penalty group
when the flag is set and ignoring it otherwise.

Then, 𝑃𝐺𝑠 − 1 bits from the packet should be shifted right by 𝑘 . However,
shifting by variable offset is far more expensive than bit masking, so a differ-
ent scheme will be adopted to extract the penalty bits.

We introduce a new rule in the packet specification, that the penalty bits in
the regular packet of figure 6.2 will be provided in reverse order, i.e. the least
significant bit will be placed at index 𝐿 · 𝑆𝐵 −𝑀 − 1 and so on. Encoding the
penalty bits this way provides a static location for each bit significance, even
though the encoded numbers will vary in length. Therefore, 𝑃𝐺𝑠 − 1 bits
from the packet can now be masked with the help of 𝑘 , to yield the actual,
zero-padded penalty bits, which contain the address shift.

Note that both 𝑘 and the penalty bits will be wrong in the case of unmapped
packets. But, since neither value is used for these packets, we can safely
ignore them.

Compute

Moving on to the compute stage, we make use of the unpacked fields to
compute the nodes whose symbols make up the compressed 𝐿-sequence. For
mapped 𝐿-sequences, the starting node encoding yields the node address via
equation 6.5, where 𝑎 is the primary address and 𝑏 is the address shift. This
formula follows directly from section 5.2.4 and is also used in the decoding
pseudocode in algorithm 8.

𝑛 = (2𝑎 + 1) ≪ 𝑏 = 2𝑏 (2𝑎 + 1) (6.5)

The linear term is exceedingly simple to implement by appending a set bit to
the right of 𝑎. This operation is cost-free, as it is achieved by proper wiring
of the signal. For the left shift, a barrel shifter is used.

To make full use of the sliced memory scheme, as described in section 6.4.2,
we also produce the parent of the current node. The computation is, again,
exceedingly simple, and the relevant hardware is a direct implementation of
the parent node equation 5.2.

However, to compute the parent, we need to select either the starting node of
equation 6.5 as it is computed based on the unpack stage fields, or the node
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previously computed by the compute stage. In other words, some type of
counter is necessary to use either the 𝐿-sequence’s starting node, or subse-
quent ones.

An elegant solution for the counter is to use a LUT as a shift register, and
wire it to implement a ring counter. The period of this ring counter will be
set to ⌈ 𝐿2𝑀 ⌉, i.e. the number of cycles needed to decompress a packet. When
the single 1 circling the counter reaches the counter’s output, it signals the
start of a new decompression cycle. Thus, only for the first iteration of the
new decompression cycle, we select the address of equation 6.5 as the input
to register 𝑛.

We emphasize the deliberate omission of a register for the counter’s output
in the compute stage. In later stages, a signal denoting the last iteration of
each decompression cycle will be needed. Since an output of 1 from the ring
counter denotes the first iteration of a decompression cycle at time 𝑡, it also
denotes that the iteration at time 𝑡 − 1 was the last of the previous decom-
pression cycle. Therefore, we send the signal backward in time, by omitting
a register at the compute stage, to catch up to the last iteration of a decom-
pression cycle in the later stages.

Similar logic to the node address also applies to the raw sequence and over-
head registers. On the first iteration of a new decompression cycle, these reg-
isters receive their respective packet fields. On subsequent iterations how-
ever, the contents of the registers are shifted such that the leftmost bits of
these registers always refer to the symbols of the current iteration.

Memory access

The memory access stage provides each memory slice the correct address,
from which to retrieve data. In a broader context, this stage prepares the
memory to read the first, or next, 2𝑀 of the current encoded 𝐿-sequence.

For each slice to receive the correct address, the current node and its parent
are fed into the slice address selector presented in figure 6.11, which selects
either of the two addresses for each slice, based on the symbol offset. The
selection, for some slice 𝑖, works based on the rule in equation 6.6.

address𝑖 =

{
𝑛 if 𝑖 ≥ offset
𝑛.𝑝𝑎𝑟𝑒𝑛𝑡 if 𝑖 < offset

(6.6)
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FIGURE 6.11: Slice address selector

To provide the multiplexer’s selection bits, a boolean function with 𝑀 input
bits and 2𝑀 output bits is necessary. This function has been named water-
fall decoder, for its similarity with the decoder/demultiplexer circuit and the
waterfall effect of its truth table, which is presented in figure 6.12.

With the proper addresses being supplied to the slices, a major considera-
tion now is how the BRAM works. The BRAM’s logic diagram, provided by
Xilinx for the UltraScale architecture, is shown in figure 6.13. The BRAM is
synchronous, thus the read address must be stored in the module’s register.

FIGURE 6.12: Waterfall decoder truth table
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The configurable option, however, is whether to register the BRAM’s output
as well, using the module’s internal registers.

The advantage of registering the output is the minimization of the propa-
gation delay, and thus higher maximum clock speeds for the entire design.
Depending on the size of the tree stored in the BRAMs and the target clock
speeds, registering the output may not be necessary. For large trees and high
clock speeds, the use of the output register is imperative.

Therefore, in the decoder pipeline of figure 6.5, the memory access stage is
optionally split into two substages, the address lock substage and the mem-
ory read substage. The former locks the read address to the BRAM address
register, while the latter writes the BRAM’s asynchronous output to the out-
put register.

Of course, if the memory access stage is indeed split, additional registers
between the lock and read substages are necessary for the pipeline to func-
tion correctly. Specifically, a register would be needed for every bus that
crosses the boundary between the lock and read substages. To avoid any
confusion, we underline that no signals shown in figure 6.5 that cross the
substage boundary are exempt from this requirement. This note serves to
disambiguate the signal denoting the last iteration, which was not registered
in the compute stage.

FIGURE 6.13: BRAM logic diagram (source: [105])

Output

Lastly, in the output stage, the symbols read from the sliced memory need
to be placed in the correct order, or replaced entirely by the raw symbols, in
the case of unmapped sequence packets. Also, this stage needs to produce a
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symbol-valid signal for each of the 2𝑀 output symbols, such that the receiv-
ing end of these symbols can discern between useful and garbage data.

To reorder the incoming symbols, a circular barrel shifter is used, illustrated
in figure 6.14, which operates on the symbol level. This rotation of the sym-
bols by the symbol offset is the inverse of the transformation inherently in-
troduced to the symbols by the efficient sliced memory access. The relative
order of the symbols after the circular barrel shifter matches that of the orig-
inal 𝐿-sequence.

For unmapped sequences, the respective packets contain the uncompressed
𝐿-sequence, so this stage must output the data in the raw symbols register,
instead of the data read from memory. This is a trivial data flow, but the block
diagram of the data source selector is nonetheless presented in figure 6.15.

As for the symbol-valid signal, we identify three stage statuses: reset, non-
last decompression iteration, and last decompression iteration. The reset sta-
tus appears for the first time now, and is relevant to the control path, not
the datapath. Whenever the output stage is reset, as part of a pipeline reset,
all symbol-valid signals become zero. During any decompression iteration
other than the last, all 2𝑀 symbols are valid, which is precisely the main ben-
efit of sliced memory, so all symbol-valid signals are asserted. For the last
decompression iteration, only the lower 𝐿 mod 2𝑀 symbols are valid, so the
symbol-valid signal gets a constant value, that of the waterfall decoder in
figure 6.12 computed for the input 𝐿 mod 2𝑀 .

FIGURE 6.14: Circular barrel shifter
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FIGURE 6.15: Data source selector

6.4.4 Resource utilization & propagation delay model

Having discussed the decoder pipeline, we will now model the cost of the
decoder in FPGA resources. This model will provide valuable insight into
how the architecture scales, as the design parameters increase.

The first step in our analysis is to calculate the cost of the basic building
blocks, found throughout the design, namely multiplexers, adders, and bar-
rel shifters. Table 6.1 presents generalized equations for the LUT cost of these
circuits. Note that 𝑉 is a generic variable, not a design parameter. The prop-
agation delay is given in 𝜏, which is the propagation delay of a single LUT.
For this table, and all others dealing with resource costs, the ceiling function
around the equations is implied in every cell, but is omitted for brevity.

A LUT can implement a 2-bit 2:1 multiplexer, since the MUX inputs are 4 bits
total, plus 1 selection bit. As discussed in section 6.1.1, a 5-input LUT can
have 2-bit outputs, so the MUX can indeed be implemented in a single LUT.
Additionally, a LUT can implement a 1-bit 4:1 MUX, since there are 4 input
bits total plus 2 selection bits, and a 6-input LUT has a single output bit. The
first implementation yields a denser physical design, while the second im-
plementation can reduce the propagation delay in half in the case of multiple
levels of MUXs, as in barrel shifters.
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TABLE 6.1: Resource cost and propagation delay of basic cir-
cuits

Circuit Logic
levels

LUTs Propagation
delay (in 𝜏)Per level Total

Multiplexer 1 𝑉
2

𝑉
2 1

Adder 1 𝑉 𝑉 1

Barrel shifter log(𝑉) 𝑉
2

𝑉
2 log(𝑉) log(𝑉)

However, in modern FPGAs, the delay due to routing is most often larger
than that of the logic. Thus, while using 1-bit 4:1 MUXs to merge two bar-
rel shifter levels would, theoretically, halve the propagation delay, we refrain
from including this assumption in the equations as it may be entirely unreal-
istic, due to increased routing delays.

Now that the cost of the basic building blocks is known, we proceed to calcu-
late the cost per module used in our design. This information is presented in
table 6.2 and is calculated for the actual buses that connect to each module.
The packet fetcher module and the decoder are excluded from table 6.2, as
the cost of each pipeline stage will be calculated later.

The equations for the funnel shifter’s resource cost require elaboration. There
are indeed log(ℓ𝑈) logic levels of MUXs, but the number of MUXs per level
varies. Specifically, there are ℓ𝑈 + 𝑖 MUXs on level 𝑖, where 𝑖 ∈ [0, log(ℓ𝑈) − 1].

TABLE 6.2: Resource cost and propagation delay per module

Module Logic
levels

LUTs Propagation
delay (in 𝜏)Per level Total

Funnel offset
adder 3 log(ℓ𝑈) 3 log(ℓ𝑈) 3

Funnel
shifter log(ℓ𝑈) ℓ𝑈

2 +
log(ℓ𝑈)−1

4

(
ℓ𝑈
2 +

log(ℓ𝑈)−1
4

)
log(ℓ𝑈) log(ℓ𝑈)

Slice address
selector 1 𝑁

2
(
2𝑀 − 1

)
𝑁
2

(
2𝑀 − 1

)
+ 2𝑀−1 2

Circular
barrel shifter 𝑀 2𝑀 ·𝑆𝐵

2 𝑀 2𝑀 ·𝑆𝐵
2 𝑀

Data source
selector 1 2𝑀 ·𝑆𝐵

2
2𝑀 ·𝑆𝐵

2 1
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Thus, the total number of MUXs is given by expression 6.7, and correspond
to half as many LUTs. However, to simplify table 6.2, the funnel shifter cost
per level presents the mean cost per level.

log(ℓ𝑈)−1∑︁
𝑖=0

(ℓ𝑈 + 𝑖) =
(
ℓ𝑈 +

log(ℓ𝑈) − 1
2

)
log(ℓ𝑈) (6.7)

As for the slice address selector, the single logic level and the per level cost
appearing in table 6.2 refers to the MUXs only. The cost of the waterfall de-
coder has been added to the LUT total, and the propagation delay also ac-
counts for the waterfall decoder, hence the extra delay.

With the cost of all the individual pieces presented, we now turn to the
pipeline itself. The LUT cost per stage and the propagation delay are pre-
sented in table 6.3. For each stage, the total LUT cost is given by the sum of
the total LUT costs of its components. These sums are not written out for the
sake of brevity and readability. However, the propagation delay per stage is
written out and refers to each stage’s critical path. It is, therefore, not the sum
of the stage component’s individual delays.

Two of the equations require elaboration. Firstly, the MUX in the unpack
stage is depicted in figure 6.5 having 𝑁 − 1 bit inputs, and would thus require
half as many LUTs to implement. However, because of the concatenation
with the "100 · · · " binary vector on the second input, a MUX with only 𝑊 bit
inputs is sufficient, as the MUX select bit can be directly used to set or reset
the upper bits of the register, thus completing the functionality.

Secondly, the equations for the penalty bits LUT in the unpack stage are a
rough estimate. The cost of implementing the truth table of figure 6.10 is ap-
proximated by the number of output bits, i.e. log(𝑃𝐺𝑠), and has a maximum
propagation delay of 2𝜏, for any realistic choices for the design parameters.
The other half of the penalty bits LUT, i.e. the masking of the penalty bits,
requires exactly 𝑃𝐺𝑠−1

2 LUTs on a single logic level, for 𝑁 up to 231, which
is laughably past the realm of reasonable theoretical consideration, let alone
practicality. Thus, the LUT cost and propagation delay for this boolean func-
tion are the sums of the individual terms, which yield the equations in table
6.3.

Apart from LUTs, the pipeline consumes FFs, the cost of which is presented
in table 6.4, per stage. We assume the memory access stage is indeed split
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TABLE 6.3: LUT cost and propagation delay per stage

Pipeline
stage Component Total LUTs

Propagation
delay (in 𝜏)

Fetch log(ℓ𝑈) + log(𝑃𝐺𝑠) + 2

Funnel offset
adder 3 log(ℓ𝑈) 3

Funnel shifter
(
ℓ𝑈
2 +

log(ℓ𝑈)−1
4

)
log(ℓ𝑈) log(ℓ𝑈)

Barrel shifter (ℓ𝑈 − ℓ𝐸 + 𝑃𝐺𝑠 − 1) log(𝑃𝐺𝑠) log(𝑃𝐺𝑠)

MUXs ℓ𝑈 − ℓ𝐸 2

Unpack 3

MUX 𝑊
2 1

Comparator 𝑁−2
5 log5(𝑁 − 1)

Penalty bits
LUT

𝑃𝐺𝑠−1
2 + log 𝑃𝐺𝑠 3

Compute 3 + log(𝑃𝐺𝑠 − 1)

Barrel shifter 𝑁
2 log(𝑃𝐺𝑠 − 1) log(𝑃𝐺𝑠 − 1)

Subtractor 𝑁 1

Address MUXs 𝑁 2

Ring counter 𝐿
32 1

Raw seq. MUX max(0, 𝐿−2𝑀 )·𝑆𝐵
2 1

Overhead MUX 𝑄

2 1

Memory
access 2

Slice address
selector

𝑁
2

(
2𝑀 − 1

)
+ 2𝑀−1 2

Output 𝑀 + 1

Circular barrel
shifter 𝑀 2𝑀 ·𝑆𝐵

2 𝑀

Data source
selector

2𝑀 ·𝑆𝐵
2 1

MUX 2𝑀−1 1
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into two substages, as this is the more performant option. Additionally, we
also assume the decoder’s outputs are registered, as this again is the more
performant option, so registers for the output stage have been included.

The model of table 6.3 is, to the best of our abilities, representative of the real-
world resource cost of the decoder’s implementation, but the reader should
keep in mind that it may deviate from the actual resource cost of said imple-
mentation. The reasons for this have to do with the inherent inability of a
generalized model to account for case-by-case optimizations, the hardware
tool features, and practical limitations.

The hardware implementation tools support several optimization settings, be
it for area, power consumption, or speed, which directly affect the mapping
of logic to resources. Furthermore, when a design is implemented, part of the
logic may be duplicated or constructed by shallower but wider LUT trees, in
order to meet timing requirements. Naturally, all these factors cannot possi-
bly be taken into account in our model, so some deviation is expected from
the actual resource utilization. However, we reasonably expect the tools to
do a better job at logic optimization than our theoretical analysis, so our cost
model should, generally, provide an upper bound.

To gain some quantitative insight into our model of table 6.3, we plot the
cost for several combinations of the parameters. Figure 6.16 presents the
decoder’s cost in an unconstrained manner, where the design parameters
are chosen freely and independently of each other. This plot is useful for
observing each parameter’s effect on the LUT cost.

TABLE 6.4: FF cost per stage

Pipeline
stage Substage Total FFs

Fetch 2 · ℓ𝑈 + log(ℓ𝑈)

Unpack ℓ𝑈 +𝑀 + 𝑃𝐺𝑠 − 1

Compute ℓ𝑈 + 𝑁 +𝑀 + 1

Memory
access

Lock 𝑀 + 2𝑀
(
𝑆𝐵 + 𝑄

𝐿

)
+ 2

Read 𝑀 + 2𝑀
(
𝑆𝐵 + 𝑄

𝐿

)
+ 2

Output 2𝑀
(
𝑆𝐵 + 𝑄

𝐿
+ 1

)



130 Chapter 6. Hardware Architecture

FIGURE 6.16: Decoder’s LUT cost for several parameter combi-
nations

Equally interesting is an investigation into the LUT cost as a function of 𝑀 ,
but for a given tree. Recall that 𝑀 is the parameter determining the through-
put and a major feature of our compression method is the ability to choose
the throughput, via 𝑀 . But, for a given dataset and 𝐿, the tree requires a con-
stant size, and the elite window will need to contain some constant number
of symbols. Therefore, when varying 𝑀 for a given tree, both 𝑁 and 𝑊 need
to be adjusted, such that 𝑁 + 𝑀 and 𝑊 + 𝑀 remain constant. In other words,
these three parameters are constrained. The LUT cost as a function of 𝑀 in
the constrained case is plotted in figure 6.17.

Figures 6.16 and 6.17 illustrate the general characteristics of the model that
become evident by contemplating the equations of table 6.3. The parameters
𝑁 and 𝑆𝐵 linearly affect the LUT cost, while 𝑀 has an exponential effect
on it, as expected. Notably, the steeper increases on the 8 and 16 mark in
figure 6.16 are the result of the penalty groups increasing by one. As for 𝑀 ,
we observe from figure 6.17 that it can reach 3 with negligible increase in
LUT consumption, while said increase becomes more pronounced for higher
values of 𝑀 . However, we underline the importance of figure 6.17, in that it
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FIGURE 6.17: Decoder’s LUT cost with constrained parameters

shows a possible 32-fold increase in the throughput, with less than 50% extra
LUTs.

6.4.5 Multiple decoders

So far, the discussion and analysis have focused on a decompressor with a
single decoder. The sliced BRAM provides the decoder with parallelized ac-
cess to up to two nodes per cycle, using a single read port. However, BRAMs,
as we have covered, provide two ports. Therefore, each BRAM slice can be
independently read from by two decoders, without requiring memory dupli-
cation.

Effectively, we can double the decompression throughput, by implementing
two decoding modules. Two cases are identified, based on the duration of a
single decompression cycle.

Unit decompression duration

When 𝐿 is no greater than 2𝑀 , equation 6.1 dictates that each packet will
be decoded in a single clock cycle, due to sliced memory. As a result, the
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entire pipeline is always fully utilized, since no stages halt in waiting of other
stages. Therefore, to take advantage of the unused BRAM port, we need to
duplicate the entire decoder, possibly along with its buffer, as shown in figure
6.18. Due to duplication, the two decoders will cost twice as much as table
6.3 describes.

FIGURE 6.18: Decompressor with two decoders diagram

Multi-cycle decompression duration

When 𝐿 is greater than 2𝑀 , each packet will require at least two clock cycles to
decode. Interestingly enough, since our decoder is iterative, the pipeline will
be underutilized, due to the fetch and unpack stage having to wait for the
decompression iterations to finish. This underutilization is constant, regular,
and proportional to the number of clock cycles required per packet.

Even more interesting is the contribution of the fetch stage to the total LUT
cost of the decoder. Figure 6.19 illustrates the contribution, per stage, to the
decoder’s total cost. The constrained parameters in figure 6.19 are in accor-
dance with those in figure 6.17. It is evident that the fetch stage accounts for
the overwhelming percentage of the total LUT cost.

Therefore, a far more beneficial strategy, compared to blind logic duplication,
is to duplicate only the stages that are fully utilized, and share the underuti-
lized ones amongst the two sub-pipelines. The forked decoder pipeline is
presented in figure 6.20 and no additional logic or modification to the stages
is necessary. Half of the pipeline has simply been duplicated, and connected
directly with the unpack stage without any intermediate logic.
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FIGURE 6.19: Contribution of each pipeline stage to the de-
coder’s total LUT cost

Of course, each compute stage must receive data only whenever it needs to,
i.e. during the first iteration of each decompression cycle, and not while the
other compute stage receives its data. To achieve this, we enable the offset
and null registers at the end of the compute stage using the ring counter’s
output bit. Therefore, every register will receive data from the unpack stage
during the first iteration, while no register will receive data from the unpack
register during any other iteration. For the offset and null registers, this is
achieved by directly enabling and disabling them, while, for the rest of the
registers, the MUXs will block inputs from the unpack stage during any iter-
ation other than the first.

Lastly, by resetting one of the two sub-pipelines for an extra cycle during
pipeline reset, we offset the decompression iterations of each sub-pipeline
by one cycle. This way, no conflict is caused between the two sub-pipelines
requiring the unpack stage at the same time. Each sub-pipeline is guaranteed
to data from the unpack stage at regular, known, and non-conflicting time
steps. In this way, we double the decompression throughput, in exchange
for an additional fraction of the entire decoder’s cost.
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FIGURE 6.20: Forked decoder pipeline

Each sub-pipeline processes a different packet, with consecutive packets be-
ing decompressed in parallel. If, depending on the application, the data is
needed in the exact order it was encoded, we can simply change the way the
data is partitioned into 𝐿-sequences. Instead of splitting 𝐿 consecutive sym-
bols into 𝐿-sequences, we split them into sequences interleaved, such that
consecutive symbols on same-parity indices make up an 𝐿-sequence.

6.5 Results

Using the resource cost model, the cost of implementing decompressors for
the GRU weight matrices of section 5.5 can now be calculated. The param-
eters for the zeros were 𝑁 + 𝑀 = 17, 𝑊 + 𝑀 = 12, 𝑆𝐵 = 5, 𝑄 = 0, and 𝐿

being layer specific. As for the weights, the parameters were 𝑁 + 𝑀 = 17,
𝑊 + 𝑀 = 12, 𝑆𝐵 = 3, 𝑄 = 𝐿, and 𝐿 = 6 for all layers. The resultant decoder
costs per layer, along with the throughput, for various values of 𝑀 , are pre-
sented in tables 6.5 and 6.6, for the zeros and weights respectively.
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TABLE 6.5: Decoder resource cost and decompression through-
put per layer for the zeros

Layer 𝑀 = 0 𝑀 = 1 𝑀 = 2

LUTs FFs
T(

symbols
cycle

) LUTs FFs
T(

symbols
cycle

) LUTs FFs
T(

symbols
cycle

)
1 355 237 1.00 350 251 2.00 371 282 3.00
2 355 237 1.00 350 251 2.00 371 282 3.00
3 387 257 1.00 377 271 1.75 405 302 3.50
4 447 297 1.00 437 311 1.80 465 342 3.00
5 447 297 1.00 437 311 1.80 465 342 3.00

As for the BRAM cost, it is exceedingly easy to calculate. Each decompressor
requires BRAMs for the tree and the buffer. If we configure the tree’s 18Kb
BRAMs as 16K x 1 blocks, each slice requires

sliceBRAMs :=
2𝑁

16𝐾
𝑆𝐵 = 2𝑁−14 · 𝑆𝐵 (6.8)

18Kb BRAMs, yielding a total of

treeBRAMs := 2𝑀 · sliceBRAMs = 2𝑁+𝑀−14 · 𝑆𝐵 (6.9)

18Kb BRAMs to the store the entire tree in a sliced BRAM topology. This
amounts to 40 18Kb BRAMs per layer for the zeros, and 24 18Kb BRAMs per
layer for the weights. An additional BRAM is required for the weights and
zeros decompressors, to act as the FIFO buffer. However, since each layer is
processed sequentially, the buffer can be shared between decompressors of
the same category.

TABLE 6.6: Decoder resource cost and decompression through-
put per layer for the sign-separated weights

Layer 𝑀 = 0 𝑀 = 1 𝑀 = 2

LUTs FFs
T(

symbols
cycle

) LUTs FFs
T(

symbols
cycle

) LUTs FFs
T(

symbols
cycle

)
1 304 210 1.00 297 221 2.00 312 246 3.00
2 304 210 1.00 297 221 2.00 312 246 3.00
3 304 210 1.00 297 221 2.00 312 246 3.00
4 304 210 1.00 297 221 2.00 312 246 3.00
5 304 210 1.00 297 221 2.00 312 246 3.00
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Lastly, in tables 6.7 and 6.8, the forked decoder cost and throughput is pre-
sented per layer, for the zeros and weights respectively. Comparing the
forked decoder to the simple decoder, via tables 6.5 to 6.8, we observe, on
average, a 25% increase in LUT and a 40% increase in FF utilization for the
forked decoder compared to the simple one. For this little cost increase, we
are getting double the throughput in return.

TABLE 6.7: Forked decoder resource cost and decompression
throughput per layer for the zeros

Layer 𝑀 = 0 𝑀 = 1 𝑀 = 2

LUTs FFs
T(

symbols
cycle

) LUTs FFs
T(

symbols
cycle

) LUTs FFs
T(

symbols
cycle

)
1 434 322 2.00 429 353 4.00 481 417 6.00
2 434 322 2.00 429 353 4.00 481 417 6.00
3 468 347 2.00 459 378 3.50 518 442 7.00
4 533 397 2.00 524 428 3.60 583 492 6.00
5 533 397 2.00 524 428 3.60 583 492 6.00

TABLE 6.8: Forked decoder resource cost and decompression
throughput per layer for the sign-separated weights

Layer 𝑀 = 0 𝑀 = 1 𝑀 = 2

LUTs FFs
T(

symbols
cycle

) LUTs FFs
T(

symbols
cycle

) LUTs FFs
T(

symbols
cycle

)
1 380 286 2.00 371 311 4.00 411 363 6.00
2 380 286 2.00 371 311 4.00 411 363 6.00
3 380 286 2.00 371 311 4.00 411 363 6.00
4 380 286 2.00 371 311 4.00 411 363 6.00
5 380 286 2.00 371 311 4.00 411 363 6.00

6.6 Comparison with literature

The final consideration in this thesis is the comparison of the hardware de-
sign of our novel compression method with existing literature. The superi-
ority of our method, in terms of decompression throughput, compared to
various Huffman coding variants has already been established in chapter
5, so we will not delve into the literature on hardware decompressors for
Huffman-based compression. Instead, we turn our attention to decompres-
sors for LZ77-based methods.
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We underline the goal of this section, which is to compare the hardware archi-
tectures of various decompressors, not the compression methods themselves.
To enable this comparison, we will try to match the decompression through-
put of other architectures with a hypothetical decompressor for our method.
The parameters of the hypothetical decompressor will be assigned values
that yield a throughput similar to each compared method. Whether the se-
lected parameters are achievable on the datasets each method was tested on
is beyond the scope of this comparison, as well as any discussion relating to
compression ratios, as these questions relate to the individual datasets and
application domains, and are thus addressable on a case-by-case basis.

Furthermore, in striving for fairness of comparisons, we will ignore clock
speeds. This decision serves to level the playing field between works with
different degrees of implementation optimizations for their architectures. We
thus remove the impact of the tool expertise and optimization determina-
tion factors from the implementation results reported by each work. Con-
sequently, throughput will be measured in symbols per cycle, not bytes per
second.

A side effect of discarding clock speeds from the comparisons is the conceal-
ment of qualities in each architecture that directly influence clock speeds. The
decompressor architecture for our method inherently provides low propaga-
tion delays per stage in the pipeline, which naturally facilitate higher clock
speeds. Therefore, by omitting clock speed from the comparison criteria, we
underplay our architecture, which may intrinsically allow faster clock speeds
compared to other architectures. However, we do so also due to the lack of
implementation data for our method and to minimize speculation.

With the above considerations in mind, we proceed to the comparison. De-
compressors for two LZ77-based methods will be used, namely Snappy [107]
and Deflate [108]. Both are well-established methods in literature, commonly
used, and highly credited. Snappy was developed and open-sourced by
Google specifically for high throughputs, while Deflate is the core part of
the zip and gzip algorithms.

Both methods operate on the byte level, so our hypothetical decoders will
have byte-symbols, i.e. 𝑆𝐵 = 8 and 𝑄 = 0. The hypothetical tree will be set to
a reasonable constant size of 64 KiB, i.e. 𝑁 +𝑀 = 16. The elite window’s effect
on the decoder’s resource cost is entirely negligible, but for completeness
purposes we note that the window is set to contain a constant number of
symbols, with 𝑊 + 𝑀 = 12. Parameter 𝑀 will be set according to the target
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throughput. As for the sequence length, we will use 𝐿 = 8 for 𝑀 up to, and
including, 3, while for higher values of 𝑀 , we will use 𝐿 = 2𝑀 . This is done
to ensure that the specified throughput is met.

For all cases, we assume two hypothetical decoders with full logic dupli-
cation. In practice, we would be able to use the forked decoder in all but
the highest throughput scenarios, but since it requires a sufficiently large se-
quence length, we try not to impose too many restrictions with our assump-
tions. Duplicating the entire decoder logic is always a valid option, which is
why it is assumed, albeit skewing the results against our method.

Three Snappy architectures are compared against their hypothetical counter-
parts of our method, and the results are presented in table 6.9. Evidently, the
double-decoder decompressor of our novel method consumes one to two or-
ders of magnitude fewer LUTs, compared to Snappy decompressors. Usage
of FFs is also an order of magnitude lower, while the number of BRAMs is
still less than the other decompressors, albeit more comparable. However,
we do not place too much emphasis on the BRAM counts for our method, as
they can vary significantly depending on the sequence length and dataset.

A similar examination is presented in table 6.10 for Deflate compression vari-
ants. Again, we observe an order of magnitude difference in our architec-
ture’s LUT and FF utilization compared to those of Deflate. The other archi-
tectures use fewer BRAMs than ours, except for [114].

TABLE 6.9: Comparison with Snappy decompressor architec-
tures

Literature This thesis
Design LUTs FFs BRAMs T LUTs FFs BRAMs T

[109] 15.3K 16.5K 48 3.3 1.1K 0.8K 18 4
[110] 91K 8.9K 32 15 1.4K 1.1K 18 16
[111] 56K 50 30.9 2.8K 2.0K 18 32

TABLE 6.10: Comparison with Deflate decompressor architec-
tures

Literature This thesis
Design LUTs FFs BRAMs T LUTs FFs BRAMs T

[112] 4.3K 9 3 1.1K 0.8K 18 4
[113] 15.7K 9.1K 15 2.2 1.1K 0.8K 18 4
[114] 308K 196K 128 62.4 10.2K 5.9K 18 64
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We note that each of the compared architectures was implemented in Ul-
traScale FPGAs. Each design’s resource cost was condensed into the three
resource metrics shown in tables 6.9 and 6.10. For designs that used dis-
tributed RAM, its cost was combined with the LUT cost. For designs that
used UltraRAMs as well as BRAMs, the BRAM-only equivalent of the com-
bined memory capacity is reported. In every case, BRAM utilization refers to
36Kb BRAM tiles.

In closing, it should not be overlooked that [109] is part of Xilinx’s Vitis data
compression library, while [112] is a proprietary IP core sold by CAST Inc.
Therefore, it comes as no surprise these are the most area efficient architec-
tures in their respective category. The fact that our architecture’s cost is so
much lower compared to these specific works is humbly regarded by the au-
thor as a testament to the quality of the work developed in this thesis.
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Chapter 7

Conclusions and Future Work

This chapter sums up and evaluates this thesis’ work and provides directions
for future research.

7.1 Conclusions

Over the last decades, unprecedented advances in machine learning and neu-
ral networks have expanded the realm of what is feasible and produced ever
larger and more capable deep neural networks. As model size increases
rapidly, it outpaces the available memory bandwidth on parallel computing
platforms such as FPGAs, thus bottlenecking inference scalability. Moreover,
the increased data traffic from power-hungry external memories, where net-
work weights are typically stored, increases the total memory consumption
of inference accelerators.

This thesis aimed to develop a compression method suitable for statically
compressing quantized weight matrices. Our method operates on constant-
length sequences, which are mapped onto a tree in an overlapping fashion.
By exploiting the tree’s structure, we organize it into penalty regions, each
of which requires a different number of bits for the encoded sequence codes.
The tree structure and the encoding scheme were constructed to be easily
and mathematically decodable, to facilitate high and selectable decompres-
sion throughputs. Testing the method on the sparse GRU weight matrices of
DeepSpeech2 reveals that the compression ratio is adequate, despite it being
traded off for throughput.

The decompressor was designed with UltraScale FPGAs in mind and its ar-
chitecture was analyzed to create a generalized model for the resource cost
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of its implementation. When compared against various LZ77-based decom-
pressors in literature, our decompressor is calculated to consume, on aver-
age, an order of magnitude fewer logic resources, while being capable of
delivering the same or higher throughput. The fact that our design uses a
fraction of the logic resources used by Xilinx or CAST decompressors is an
important achievement for this thesis, and also highlights our novel com-
pression method as promising and warranting further investigation.

7.2 Future Work

The compression method developed in this thesis, along with the architecture
design of its FPGA-accelerated decompressor, are the first exploratory steps
into a novel and exciting method. We have only scratched the surface of
what may be possible with overlapping sequence compression and this work
proves the method is, at the very least, worthy of further research. Some
ideas for future extensions and further evaluations are listed below.

• Our architecture can be slightly adapted to provide nonfluctuating de-
compression throughput. In general, the last iteration of a decompres-
sion cycle provides lower momentary throughput. In certain scenarios,
these fluctuations can hinder pipelines depending on a constant stream
of data, such as neural network inference engines. By merging the last
iteration of one decompression cycle with the first iteration of the next
cycle, throughput would be increased and its fluctuations eliminated.

• A parallel decompressor architecture which works on the sequence level
can be developed, decompressing a whole sequence per cycle. Despite
our method’s inherent capability for symbol-level parallel decompres-
sion, sequence-level parallel decompression could provide the through-
put of full sequences per cycle, at the exact cost .

• The method can be extended to compress variable length sequences,
thus achieving comparable compression ratios, albeit for reduced tree
sizes. A significant issue of constant-length sequences is the exponen-
tial explosion of the sequence alphabet size as a function of the sym-
bol alphabet size. A scheme where each penalty group compresses se-
quences of predefined length would drastically cut down on the tree
size and, thus, BRAM utilization.
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• To alleviate the BRAM utilization cost, an entirely different approach
to symbol retrieval is worthy of consideration. For example, we could
express node accesses and their returned symbols as a set membership
test problem, wherein each full symbol address is checked against the
set of symbol addresses belonging to each quantization level to deter-
mine the matching symbol. This way, by implicitly representing the
tree via probabilistic filters such as Bloom or Cuckoo, BRAM utiliza-
tion could be lowered.

• A generic decompressor IP core for our method, targeting UltraScale
FPGAs, can be developed with Xilinx tools, and the actual resource
utilization of various configurations can be compared against our cost
model. Aside from ascertaining the accuracy of our resource-cost model,
valuable insights would be gained into the maximum achievable clock
speeds and the method’s energy consumption.

• A cost-benefit analysis should be carried out on integrating weight de-
compressors into inference accelerators. The GRUs of DeepSpeech2 can
be implemented in hardware, with and without weight compression,
using our and other compression methods, to determine the real-world
effect of weight compression on inference performance.
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