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Abstract

Purpose: The study aims to test whether Natural Language Processing (NLP) and Machine
Learning teaching can be employed to accurately predict the nutritional composition- namely
total fat, protein, total sugar, sodium and fiber content- of food products using their ingredient
list as input. This approach is centered around the development of Al-tool to support food

labelling standardization, address public health concerns and raise consumer awareness.

Methodology: DistilBERT embeddings were employed to transform text from a food’s ingredient
list into structured numerical representation, in a deep learning based predictive framework. The
experimental dataset was the USDA FoodData Central Branded Food Composition database
which ensures a comprehensive representation of the food environment and the variation in
composition. Experimental regression models and Multi-Layer Perceptron (MLP) networks
employed a variety of loss functions, epochs, dataset sizes and batch sizes. The evaluation of the
different experimental conditions was carried out using validation loss, Mean Absolute Error

(MAE), and R2 score. Optimization was carried out using AdamW.

Results: Findings indicate that using datasets with data from a single food category (category-
specific), provide models with improved predictive accuracy, validation loss and model
convergence compared to those using data from various food categories (generalized).
SmoothL1Loss function was associated with improved validation and training loss compared to
other loss functions, while AdamW enhanced training stability. The study further highlights that
using datasets with higher structure as opposed to unstructured datasets improves prediction

accuracy and reduces noise and overfitting risks.

Conclusions: The results indicate that NLP-driven models can be proposed as a reliable
alternative in the estimation/prediction of a food’s nutritional composition from its ingredient
list. This proposes the choice of scalable and cost-effective Al-based alternatives to traditional
laboratory-based methods. Future research needs are identified in the areas of refinement of
real-time prediction capabilities, optimization of feature selection techniques and ultimately the

usability of such techniques in regulatory environments. The study highlights the potential of



machine learning and intelligent food composition prediction in the food industry as a tool to

increase consumer trust and support high quality labelling.

Nepidnyn

ZkomoG: H peAétn Siepeuva tn duvatotnta xprong tng Enegepyaciag Guowkng NMwooag (NLP)
KOL TEXVIKWV HUNXAVIKAG HABnong yia tnv okpBry mpoBAedn tng Slatpodikng cvotaong
TPODIUWV— ELOIKOTEPA TNG TEPLEKTIKOTNTAC O OALKA ALTapd, TTPWTEIVEC, OALKA GAKYPA, VATPLO
Kol UTLKEG lve¢ —PBAoeL TNG ALOTAC CUCTATLKWY TOUG. H €pguva UTtOKLVELTOL OTTO TNV AUEAVOEVN
{NTNon ylo akpLpn Kal TUTOTOLNUEVN ETLOAMAVON TPOGIHWY AOYyW TWV PUBULOTIKWY aAlaywy,

TWV OVNOUXLWV yla tn SnUooLa uyeia Kot tTng auénpUevng KATavaAwTIKN G evaloBntonoinong.

MeOBodoloyia: AvamtuxBnke éva TPoOyvwoTikd TAaiolo PBoolwopévo otn Babud padnon,
aglonowwvtag DistilBERT embeddings yLa tn PeETATPOMHA TWV ALOTWV CUCTOTIKWY OE OPLOUNTLKES
QVATaPACTACELS. XpnoLpomnolntnke éva cuvolo dedopévwy amod tnv USDA FoodData Central,
Staodaiilovtag tnv eupeia kaAuyn tng Statpodikng ocvotacn TPoPiUwy. MEPAUATIKA LOVTEAQ
naAwvdpopnong kat Siktua Multi-Layer Perceptron (MLP), peAetnoayv pia motkiAio cuvapToEwV
anwAelag, emoxwv, Heyebwv cuvolou dedbopévwy Kkal peyebBwv maptidag. H afloAdynon twv
SL0POPETIKWV TIELPAUOTIKWY OCUVONKWY TIPAYUATONOONKE HE TN XPNON TNC OMWAELOC
emkupwong (validation loss), Tou pécou amoAutou oddiparog (MAE) kat tou ZuvteAeoti

Mpoodiloplopol (R? Score). H BeAtiotomnoinon mpaypatomnotnke pe tn xprion tov Adamw.

AnoteAéoparta: Ta suprpata Sixvouv OTL n xprion cuvolwv Sedopévwy pe dedopéva amo pia
HOVO Katnyopia tpodipwv (sdikn koatnyopia), mapéxel HoviéAa He BeAtiwpévn akpifela
MPOPBAePNG, amwAELla EMKUPWONG KoL CUYKALON TOU HOVTIEAOU O€ OUYKPLON HUE EKELVA TIOU
xpnotuomnolouv dedoueva anod Slddopeg katnyopieg tpodipwy (yevikeupeva). H ouvaptnon
SmoothlL1llLoss cuoyetiotnke He PeATLwWHEVEG OMWAELEG €TUKUPWONG Kal ekmaidsuong o€
oUYKPLON HE AAANEG oUVOPTNOELG amMwAswWwY, evw n AdamW evioxuoe tn otabepdtnta tng
eknaidevong. H pelétn umoypappilel mepattépw OTL N XPAON OUVOAWV OeSOUEVWV PE
uPnAotepn doun oe avtiBeon pe ta pun dounpéva ouvola dedopévwy BeATlwvel TNV akpiPfela

TPOPBAsP NG Kal PLELWVEL TOUG KvdUvoucg BopUBou Kal UTIEPTIPOCOPHOYNG.



Tuunepaocpata: Ta amotedéopata umodelkvuouv OTL Ta povtéda mou Baocilovtat oe NLP
Umopouv va mpotabouv wg aflomiotn evallaktikp AUon ylwa tnv ektipnon/mpoBAedn tng
Slatpodlkng ouvBeong evog Tpodipou amd TNV AlOTO CUCTOTIKWY TOU. AUTO TIPOTELVEL TNV
€TUAOYN KALLOKOUUEVWY KOL OLKOVOULKA amoSoTIKWwY eVAANAKTIKWY AUcewV e Baon tnv TN og
oxéon ue tig mapadoolakég peBddoug ou Bacilovtal oe epyactrpla. MeANOVTIKEG EPEUVNTLKEG
OVAYKEC evtomilovtal 0Toug TOUELS TNG BeATiwong Twv duvatotnTwy MPoBAeNG O TPAYUATIKO
XPOVo, NG PeAtiotomoinong Twv TEXVIKWV ETIAOYNC XOPOKTNPLOTIKWY KoL TEALKA TNG
XPNOTIKOTNTAG OUTWV TWV TEXVIKWV EVIOC TWV KAVOVIOTIKWV TAALCIWY TNG EMIOANAVONG
TPodipwV. H peAétn avadelkvUel TIG SUVATOTNTEG TNC MNXAVIKAC HABNoNg Kal tng eudpuolg
nPoPBAsP NG TG oUVBEDONG TwV TPodipWV yia TN Blopnyavia tpodipwv we epyaleio avénong tng
EUMLOTOOUVNG TWV KATAVOAWTWY TIPOG TO. CUCKEUOOMEVA TPODLUA KOL TNV UTOOTHPLEN TNG

gmonpavong vPnAng molotnTag.
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Chapter 1
Introduction

The years following the industrial revolution have been marked by a shift in the global burden
of disease from communicable diseases to a dominance of non-communicable diseases like
obesity, cancer and heart disease (Teng et al., 2023; Mohebi et al., 2022; Chew et al., 2023). The
modern causes of morbidity remain primarily environmental with overnutrition, increasing
dependence on processed foods, and undernutrition playing a role in the global double burden
of disease (Popkin and Ng, 2022; Mozaffarian et al.,, 2021; Hill et al., 2022). Lately, the
consumption of ultra-processed and packaged food has attracted the attention of the scientific
community in terms of its adverse role in health. Epidemiological evidence provide links of ultra-
processed food consumption with various health endpoints like mental health (Lane et al., 2022),
overweight and obesity (Pagliai et al., 2021; Moradi et al., 2022; Rauber et al., 2021), type 2
diabetes (Levy et al., 2021), cardiovascular diseases (Juul et al., 2021a,2021b) and low-grade
inflammation (Tristan Asensi et al., 2023) all linked to a general increased all-cause mortality rate
(Suksatan et al., 2021) and decreased quality of life (Hosseinpour-Niazi et al., 2024; Rodriguez et
al., 2022; Harris, 2024). In this context, nutritional interventions that enable healthier food
choices are at the heart of public health globally, as almost every nation is struggling with
population aging and chronic diseases stress the health sector. Policymakers are turning to the
food industry with requests for higher transparency and accountability on the nutritional quality
of their products and a more concise and actionable provision of nutritional composition data
(Paulionis, 2008). The provision of clear, transparent and actionable nutritional composition data
is a key request to the food industry as this allows for better consumer choices, simplifies
regulatory actions and rectifies an increasing mistrust towards the food production system. Food
labelling is instrumental in this aspect as the data provided on pack has the capacity to inform
consumers, policymakers and any other stakeholder about the practices and processes involved
in the production and distribution of a food and hence it allows informed decision-making and
creates an element of trust and empowerment (Bacarella et al., 2015).

The provision of standardized, uniform food labelling creates a level playing field for

allproducers, who are able to report their compliance with regulatory requirements in terms of
10



safety, appropriate use of ingredients and additives, as well as the use of appropriate food
marketing strategies away from misleading claims about a food’s role on health and wellness. On
a larger scale, the data provided public on pack can serve as a live database capable of describing
market trends, identifying regulatory gaps and needs, and performing risk assessment for health
and safety matters (Facioni et al., 2020). Despite its potential to act as an open access database,
the curation and collection of food labelling data poses significant challenges. The lack of
uniformity in the national and regional labelling legislation, the differences in format, language
and even the nature of mandatory data declared on the pack are some of the elements that
introduce errors and bias when data from different regions are compiled in a single database.
The differences in the legal requirements for the methods considered acceptable for regulatory
use to generate and verify nutritional information introduce further challenges in terms of
consistency and perceived accuracy of the data (Temple, 2020; Nayak &amp; Waterson, 2019).
Traditional methods to generate and verify a food’s nutritional composition relay on chemical
analyses, processes that although accurate are time-consuming and costly (Henderikx, 2017).
When scalability is considered, linguistic diversity and variability of food product descriptions
across regions and markets further complicate efforts towards the production of big food data
structures. While the continuous introduction of innovations or renovations (new or modified
food products) introduce the need for continuous updates of such datasets (Kasapila and
Shaarani, 2011). On the flip side of this argument, the dynamic nature of food production,
especially on an industrial level, requires structures that can track and identify the introduction
of new ingredients, processes and recipes and their impact on a food’s composition, tasks that
are key for regulators and the public to assess the safety on food technology innovations (Van
den Wijngaart, 2002).

Consumers are also increasingly becoming heavier users of food labelling data as they grow
more health-conscious, and they search for food choices that fit their dietary restrictions, as in
the case of low sodium or low-fat diets. In this pursuit consumers use both front and back of pack
data, namely nutrition claims, nutrition facts tables and ingredient lists (Gholizadeh-Moghaddam
et al., 2023; Mente et al., 2021; Delgado-Lista et al., 2022). Regulatory agencies worldwide, such

as the Food and Drug Administration (FDA) in the United States, the European Food Safety
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Authority (EFSA), the Australian Competition and Consumer Commission, and Health Canada,
have long now established guidelines for food labelling (Diaz et al., 2020). These guidelines
include the provision of both standardized nutritional composition data and ingredients lists;
however, this is not a standard practice globally. On the contrary, ingredients list provision is a
common practice across the globe and a regulatory requirement that is not met with increased
costs for food producers to include on pack as it requires no additional analyses or investment
beyond the food recipe.

Using a food’s ingredient list to predict its nutritional composition could be proposed as an
innovative way to promote low-cost food labelling prediction and support food producers,
consumers and regulators in early nutritional assessment in environment without mandatory
nutritional composition requirements. Natural Language Processing (NLP), a branch of artificial
intelligence, offers significant promise in addressing these challenges. NLP enables computer
systems to understand, interpret, and generate human language, such as ingredients lists and
link it with numerical outputs such as nutrient contents (Chowdhary &amp; Chowdhary, 2020).

Currently, an increasing volume of databases that provide both ingredients lists and
nutritional composition data are available, some even open access, however only a fraction of
solutions can leverage this data effectively, highlighting the need for intelligent language models
capable of decoding and structuring this information. Deploying NLP algorithms can revolutionize
the way foods are designed, and consumers and regulators interact with foods, since they enable
the automatic prediction of nutritional composition from widely and easily available data on the
ingredients used in a food’s production recipe. NLP algorithms can use information readily
available to food producers to help them consider whether a recipe fulfills a food’s requirement
for perceived healthiness and/or its role on diets with specific restrictions/preferences, and it can
also help consumers and regulators receive acceptable predictions of a food’s nutritional
composition when the latter is absent. By implementing NLP-based systems, stakeholders can
promote transparency in food labelling, remove barriers in information provision linked to cost
structures and can promote a global culture of promoting access to nutritional composition

declaration independently of local regulation.
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Chapter 2
Literature review

This units presents existing food labelling legislation in the United States of America (USA) and
the European Union (EU), with a focus on the nutritional component of the legislation. The use
of Natural Language Processing (NLP) in the automation of label analysis is discussed alongside

its practical applications and research gaps to date.

2.1 Food labelling legislation in the EU and the USA

The EU has always been considered one of the regions with strict control over food labelling.
With multiple amendments from 1978 onwards, the food labelling legislation in EU has aimed to
“serve the interests of the internal market by simplifying the law, ensuring legal certainty and
reducing administrative burden, and benefit citizens by requiring clear, comprehensible and
legible labelling of foods.” The first mention of a regulatory requirement for pre-packaged foods
to display ingredients lists and a nutritional declaration for energy, protein, carbohydrate, fat,
fiber, sodium and vitamins and minerals levels can be found as early as 1990 under the Directive
90/496/EE, expanded in 2000 by the Directive 2000/13/EC, which not only set regulatory
requirements for back-of-pack labelling but covered any nutritional claim made in the front-of-
pack. Despite these and many other legislation, nutritional declaration was not mandatory for all
foodstuff sold in EU, until 2011 when the EU Commission released Regulation 1169/2011
combining and updating all regulatory guidance on the provision of food information to
consumers and making the use of standardized nutritional declarations compulsory for all foods
sold in the EU (Berryman, 2014).

Based on this regulation every prepackaged food sold in the EU must declare the following
information on pack:

* The food’s name in a manner that is clear and transparent
* The net quantity of the food

* Ingredients list- except for fresh and unprocessed foods- which includes ingredients,

additives and processing aids

13



* Nutrition declaration

* Allergen information highlighted in bold for clarity and readability
*  Minimum durability in the form of “use by” date

* Name, address and country of origin of manufacturer

* Storage conditions

* Instructions of use

* Alcohol content, where relevant

The regulation was made mandatory for all prepackaged foods with specific provisions for
minimally processed foods like fresh fruit, vegetables, meat, eggs, fish etc. It also expanded its
use to foods sold in restaurants and canteens in terms of mandatory allergen declaration. To
verify its implementation the EU Commission declared that failure to comply with the
improvement notice was deemed a criminal offense.

In the USA, regulations on food labelling have evolved in similar but distinct manner. Despite
overall similarities between the USA and EU in terms of the mandatory elements of food labelling,
the technical aspects of labelling remain different. In the USA, the United States Department of
Agriculture (USDA) and the US Food and Drug Administration (FDA) own the majority of food
labelling legislations, with the former heavily involved in any agricultural produce especially
poultry, meat, and eggs and the latter involved in the labelling legislation of the majority of the
food supply in the USA. The main difference between the two being that the USDA requires pre-
approval of all labeled data while the FDA does not. In terms of key differences with the EU, the
USA system exerts higher control on the data provided on the nutrition facts panel (nutritional
declaration) and it is more lenient when it comes with the expression of nutrition and health
claims in the front-of-pack compared to the EU.

In the remit, of this thesis, the back of pack information are of higher importance and hence
it is important to highlight key differences. The Nutrition Facts panel in the USA, contains the
same nutrients as is in the EU with the addition of values for added sugar content, saturated and

trans fats, and cholesterol. In terms of micronutrients, in the USA the declaration of calcium, iron,
14



vitamin D and potassium content is mandatory for all foods. Another key difference with the EU,
is the fact that all values in the USA are expressed as content per serving size with serving sizes
for each food category being regulated by the FDA. All manufacturers have to declare nutritional
composition per regulated serving and not per 100 g of product as in the EU. Finally, an important
element of standardization is introduced in the USA, which requires all nutrition facts tables to
be black and white with a given format in terms of font size, dimensions, order of nutrient
appearance and location on pack which significantly improves the ability to collect uniform data
from food packages, either manually or with optical character recognition technologies

(Berryman, 2014).

2.2 Natural Language Processing

Natural language processing (NLP) is the discipline of computer science that develops
methodologies for computers to process (understand and interpret) as well as generate human
language. As a field it shares methods with various disciplines including human linguistic,
computation linguistic, statistical engineering, machine learning, data mining and human voice
processing recognition and synthesis among others. First introduced in the 17" century by
philosopher and mathematician Gottfried Wilhelm Leibniz (1646-1716) and polymath René
Descartes (1596-1650), it formed the basis for the development of the language translation
engine (Santilal 2020). The first documented, invention in the field of machine translation can be
traced back to inventor and engineer Georges Artsrouni in 1933. Nonetheless, the work of Sir
Alan Turing in the peri-World War Il era and published in 1950 under the title Computing
Machinery and Intelligence led to the creation of the famous Turing test, an evaluation criterion
for machine intelligence (Turing 1936, 1950). Although at the time of the Turing test
development, NLP research was mainly focused on language translation, NLP can be broadly
described as the automatic or semi-automatic processing of human language (Eisenstein 2019).
As a field it combines knowledge of linguistics and the mathematical concepts of logical theory
into a new field this of computational linguistics, using tools from philosophy, cognitive science
and agent ontology. NLP is central to human-computer interaction as it allows machines to
analyze and interpret human speech (in various forms) and perform a number of tasks. NLP can

be divided in three distinct components i) Natural Language Understanding (NLU), ii) Knowledge
15



Acquisition and Inferencing (KAI), and iii) Natural Language Generation (NLG). The main use of
NLP is information extraction and/or retrieval. Information extraction refers to tasks related to
the extraction of key information from written or oral sample of human language in an
automated manner (Hemdev 2009). The task can be performed in structural or semi-structural
documents or files which are machine-readable and it can be performed in multiple languages.
Information retrieval on the other hand, refers to the organization, retrieval, storing and
evaluation of information from documents, files, source repositories. It is more often used in
textual information but it can be applied on multimedia such as video and audio knowledge
bases. As such through NLP, machines can perform a series of information extraction and
retrieval operations like automatic text summarization, data mining, sentiment and speech
recognition analysis and even more advanced tasks like deep learning, and machine translation

agent ontologies generation.

2.3 Large Language Models

Large Language Models (LLMs), a subset of NLP, specifically designed to assist Al applications
that aim to understand, generate and manipulate human language. As indicated in their name
(large) these models are typically characterized by their training in vast amounts of data, which
improves their capacity to provide with results that are coherent and context-appropriate. Of
course, they are limited to the predictions based on the input they are trained on, but in general
existing LLMs like OpenAl's GPT series, Google's BERT, and Meta's LLaMA have shown
unprecedented capabilities in translation, summarization, sentiment analysis and dialogue style
guestion answering (Kirchenbauer et al., 2023).

These capabilities of LLMs are mainly rooted in the utilization of transformer models, a set of
deep learning architectures that improve the efficiency of language processing and
contextualization. Transformers use models to attribute weights to different words relative to
their importance in a sentence, a mechanism called self-attention, which allows to better
describe and mimic the nuances and complexities of human language. These processes, do not
only allow for better language processing but it also elevates the ability to generate language
that mimics human language. In the above-mentioned examples, LLMs have been shown

effective in summarization, translation, query resolution but also creative tasks like story writing
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and code generation with better performance both in understanding and language production
as their training is expanded on larger datasets (Kirchenbauer et al., 2023).

The transformer-based models are usually built on an encoder-decoder structure. The BERT
model (Bidirectional Encoder Representations from Transformers) an exception of this rule has
proven highly efficient in understanding and generating human language. Unlike other
transformers, the BERT model, utilizes an encoder-only structure and instead of processing text
in oner direction (left-to-right, or right-to-left) mimicking human reading, it utilizes a bidirectional
approach meaning that it analyses both the words on the left and right of any given word. This
bidirectional approach allows BERT to collect data on the context to allows for more nuanced
language understanding as the meaning of the same word can be different when used in different
contexts. The model is built in two key phases, that of the pre-training building on extensive data
to generate general-purpose contextual embeddings following by a fine-tuning stage which
adapts the general embeddings to task specific context (Tsai et al., 2019).

In order to address BERT’s shortcoming, the ROBERTa model was proposed in 2018. RoBERTa
follows the same principles as BERT but it employs larger batch sizes, faster learning rates and it
also has abolished the next-sentence prediction task of BERT, leading to improved model
performance and better model training. ROBERTa also introduces novelties to BERT, like dynamic
masking to improve general pattern learning, sentence packing for improved processing and
byte-level BPE tokenization which allows for understanding of abbreviations and everyday
language (errors or intended abbreviated/shortened use). The combination of improvements on
BERT and the employment of those novelties allows RoBERTa to more efficiently process large
datasets and provide with improved results in various NLP applications (Delobelle et al., 2020).

Google’s Pathways Language Model (PaLM) is another interesting LLM example. With multiple
different iterations PaLM is developed for use with scientific and medical applications (especially
Med-PaLM?2). The main tasks supported by PaLM are content analysis, summarization, reasoning,
translation and code-generation and its novelty relies on the use of Google’s Pathways machine
learning system combined with few-shot learning capabilities, meaning it can be trained on
minimally labelled examples. These allow PaLM to demonstrate versatility in applications

especially in tasks that require pattern and statistical relationship identification which are the key
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components of its design and the contributors to its high performance in a variety of domains
(Zambrano Chaves et al., 2024).

Aside from language generation LLMs are heavily used in language processing. One such task
is entity recognition. Entity recognition, the ability to identify and classify information within text
is a key step in coreference resolution, information extraction and text categorization. In
comparison to traditional techniques based on rule-based entity recognition the use of LLMs
allows entity recognition in multiple languages and domains as they are capable to capture
contextual nuances and transfer their learning from a domain or a language to another. As such
LLMs demonstrate higher adaptability, accuracy, and efficiency compared to their traditional
counterparts (Yadav and Bethard, 2019).

Similarly to entity recognition, LLMs are heavily used in text parsing. Text parsing, the
breakdown of sentences in grammatic components, allows to understand syntactic structures
and perform tasks like part-of-speech tagging and detecting sentence boundaries. Parsing can be
used for better text comprehension but also for the generation of text in a more human friendly
format (Tai et al., 2024). Parsing can also be used by LLMs to deliver structured responses like
completed tables or forms or other tailored output formats. LangChain output parsing and
OpenAl function calling are two popular output parsing techniques. LangChain’s output parsing
allows for the output to be customized and delivered in user predefined schemas and formats,

while OpenAl’s function calling uses a simpler dictionary-based approach (Liu & M'hiri, 2024).

2.4 Named Entity Recognition (NER)

Named Entity Recognition (NER), the task of identifying and classifying entities found in text
into predefined categories, is central in NLP. NER helps machines understand the role of words
in a sentence like whether they indicate names of people, organizations, locations, dates or other
predefined significant terms. NER helps transform unstructured text to structured information
and through it, applications like information retrieval, question answering and machine
translation can be developed.

In its early development, NER required the creation of predefined rules and dictionaries of
known entities, gazetteers. These allowed for reasonable accuracy in specific domains with

substantial rules and dictionaries. Modern NLP require larger NER capabilities to ensure
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appropriate understanding and meaning information extraction, making these labor-intensive
early NER approaches unscalable in todays Al industry.

To overcome these issues, probabilistic models like the Hidden Markov Models (HMMs) and
Conditional Random Fields (CRFs) were introduced. These models use annotated data at a
training stage, successfully reducing the need for manual feature engineering (Lample et al.,
2016). These advances though still faced limitation when machine learning was taking place in
multiple languages or when specialist texts were analyzed. These limitations were linked to the
ability to understand context and semantics. In the 2010s, deep learning revolutionized NER
through the introduction of Neural Networks and their impact on identifying hierarchical
representations of text. Techniques like the Long Short-Term Memory (LSTM) and Bidirectional
LSTM (BiLSTM) architectures allowed for NLP to learn through context and sequences analyzing
both the structure of the sentence and the neighboring text around every word. The combination
of deep learning BiLSTM with probabilistic models like CRF showed increased NER performance
indicating that word-level embeddings and character-level features can be co-analyzed for better
performance (Lample et al., 2016).

LLMs like BERT, further help improve NER by allowing for the processing of entire sentences
in parallel. BERT and its successors, RoBERTa and GPT, can achieve state-of-the-art performance
in NER tasks as they combine unsupervised pretraining on a large array of texts followed by fine-
tuning on specialized context specific datasets (Kenton et al., 2019). This ability of BERT, makes
it especially effective in understanding context and identifying relevant entities in complex, long
and ambiguous sentences. However BERT continues to underperform in domain specific texts,
where the use of language is different to that of the everyday written word or literature. Similar
to Med-PaLM2 and the need for LLMs for specialized texts, scientists have developed domain
specific NER systems and training datasets, like the BioBERT and FinBERT which have improved
NER accuracy in medical and financial text analysis, respectively (Lee et al., 2020). In this context,
NER is trained on contracts, legislations and policy documents to identify and extract data like
clauses, parties involved and identifying risks of non-compliance. In the case of BioBERT, tasks
are tailored to healthcare needs, like extraction of patient information, diagnoses and treatments

from medical history records.
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At this point, it is important to highlight that the majority of LLMs and NER architectures are
developed and trained on English language data and are hence prone to underperformance in
multilingual environments with differences in syntax and sentence architecture. Models like
mBERT and XLM-R (Cross-lingual Language Model with RoBERTa) were developed following a
pre-training step on texts from multiple languages which allowed then to perform cross-lingual
transfers and cross-lingual generalisation even when having access to limited training data
(Conneau et al., 2020). In the area of linguistic diversity, the application of NER on social media
generated texts has its own challenges. The use of language in social media presents with
informal tone, abbreviations, slang, colloquial phrases, the use of everyday words but with a
completely different meaning and often with misspelling, unintended or even intended for
character saving purposes. Alongside cross-lingual models, research applies contextual
embeddings and noise-robust training methods to adapt NER capabilities for social media
language use (Akbik et al., 2019). Especially in the area of novel words or word usage especially
prevalent in social media, NER is still in need of continuous learning mechanisms and the update
or entity lists in order for technology to become familiarised with newfound terms or newfound
uses of existing terms (e.g. differentiating apple the fruit from the tech company) (Bhowmik,
2021). On the other hand, NER is also prone to propagating societal biases linked to the use of
words like gender and ethnical discrimination. As the models are trained on historical data, they
are likely to pick up nuances that are considered discriminatory nowadays but the modern use of
these words in the modern context is relatively less frequent. Approaches like data curation,
algorithmic fairness measures and evaluation practices to promote transparency might be
beneficial in addressing such issues (Buolamwini and Gebru, 2018).

Overall, NER is in need of methods that allow entity linking potentially in knowledge graphs
which could allow for disambiguation. The identification of the location of an entity on the nodes
of a knowledge graph could allow to reduce ambiguities by better contextualization and the
association of additional attributes and connections to (Bhowmil, 2012). However, as NER
methods expand so are the needs for few-shot and zero-shot learning techniques which can be
applied on minimally labelled data and can improve technology access in low-resource

environments and non-specialist domains.

20



2.5 Applications in food labelling

NPL utilization tailored towards the food industry is a relatively new field with a few examples
primarily on ingredient extraction and customer feedback management. In theory, NLP could be
used to process the large volumes of textual data produced by the food industry in the form of
ingredient lists, marketing claims and other claims or information provided on pack. The
application could both product development facing or aiming to reduce processing times for
regulatory compliance testing. Through text processing such as ingredients lists, NLP, can allow
for ingredient calculation, allergen detection or even regulatory compliance checks in terms of
format, wording etc. Given the substantial manual effort associated with these tasks their
automation can not only reduce time and resource requirements but it can also reduce human
error and provide higher quality output (Hu et al., 2023).

A key requirement in the field of food science linked to food labels in the capacity of
stakeholders, mainly consumers but also producers, to automate tasks like food classification
from their name into food groups, estimation of their nutritional composition and even portion
estimation. Tools like the goFOOD™ (Lu et al., 2020), FoodSky (Zhou et al., 2024) and NutriBench
(Hua et al., 2024) have been built with NLP capabilities to test the potential automation of such
tasks and their relevant accuracy. The existing solution leverage NER capabilities in handling
ingredient lists and marketing claims allowing them to extract specific ingredients or even
identify nutrition and health claims through sentiment analysis. In the overall field of food and
nutrition, NER methods have also shown potential in recipe analysis from digital sources and
dietary recommendation identification. Much like in other domain, early innovations like FoodIE
and drNER relied of predefined rules for food entity recognition, but it is unknown how deep or
machine learning techniques like BERT, and BiLSTM-CRF could improve entity extraction
precision (Popovski et al., 2020; Wei et al., 2019). These methods will need to consider the
specialized nature of the text found on labels and the domain specific use of the language when
food science is concern, in order to act as domain specific application capable of providing high

quality data while reducing cost and time commitments (Miyazawa et al., 2022).
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In the pursuit of improved and more extensive application of NLP technologies in the food

sector, especially the packaged food sector, there are a number of domain-specific challenges to

be considered and addressed (Ma et al., 2024; Holland et al., 2020):

Data Availability and Quality: Food data are either small in scale to train NLP models but
provide with high quality data or large with multiple entries but questionable data quality
and architecture. Only a few examples exist of expert curated datasets with sizes suitable for
NLP training and those are often proprietary.

Domain-Specific Language and Terminology: The terminology used on food labels is often a
mix of regulatory definitions, chemical terms, abbreviations and generally specialized text
which is only relevant in the food label context and cannot be generalized in other domains,
e.g. low-fat, reduced fat, plant-based fat, organic, natural. Fine-tuning could require more
than one dataset and even the combination of datasets from different domains such food
science and policy documents.

Multilingual and Multicultural Diversity: Food labels exist always in the local language and
the presence of the same information in dual languages (one being English) is not necessarily
common across the globe. Even when dual language labelling exists, only a part of the
labelling is translated and the quality of the translation can be questionable. At the same
time, due to regulatory differences the same term might be describing a different
characteristic in different countries e.g. a high protein food provides with 10g of protein per
serving while in the EU a high protein food must provide 40% of the food’s energy from
protein-meaning that it must contain at least 0.1g of protein for every calorie it provides.
Linguistic diversity: Food product and ingredient descriptions vary across countries with
colloquial names often being used on food labels without necessarily the concurrent use of
the food’s or ingredient’s standardized name in a botanical or chemical format.

Complexity of Food Products: As ingredient list are non-weighted and are simply a list of
ingredients in declining order, their use for nutritional composition estimation is hindered
by the complexity of ingredient interaction, processing methods and food format especially

its water content (a common factor not present in any food label).
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2.6 Ethical considerations in the use of NPL in Food Label Analysis

Although NLP has the potential to improve the mining and utilization of food data by
consumers and the food industry it needs to be treated with cautious until issues around fairness,
accuracy and transparency. These challenges can be traced back to algorithmic biases, privacy
concerns and accountability, all central to maintaining user trust in Al technologies.

The primary concern is linked to the accuracy of NLP algorithms. In the context of prediction
of labelled information, accuracy is not just a technical attribute of the algorithm but an element
of legal and ethical concern. Inaccurate prediction of labelled information, can expose food
producers to regulatory misalignment with legal consequences and equally it can expose
consumers to misleading choices. The existing scepticism related to the “black-box” algorithms
employed by Al, would be severely influenced if a manufacturer was found charged for declaring
inaccurate information or if a consumer used an Al generated nutritional composition prediction
that misevaluated the sodium, sugar, allergen etc content of a food and impacted their dietary
choices even potentially their health.

This highlights elements of accountability linked to the automated generation of health and
regulation sensitive information. At this point, determining responsibility in terms of ownership
of Al generated erroneous data is complex and it is unclear whether it falls on the developers,
the deploying companies or the regulator for not foreseeing relevant clauses for Al use (Jacobs
et al., 2021). This lack of responsibility although it does not impact research directly it hinders
innovation as the framework of application is unclear for such technologies and so any resource
saving potential they might document remains non-actionable by the end-users, which in the
case of the industry is risk averting.

The second major concern is linked to algorithmic biases. The use of non-representative or
lower quality data to train NLP systems is the main source of algorithmic biases. Training on such
data could lead to disproportionately favouring specific outcomes when it comes to predicting
values. For example, an Al model trained on data from a specific country or manufacturer is more
likely to predict values within the range provided during the training even if the actual data for a
food from another country or manufacturer are indicative of a better nutritional profile.

Buolamwini and Gebru (2018) have shown this concept of bias to be true with Al perpetuating
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discriminatory behavior against marginalized group mimicking the training data and the even
raise issues around the difficulties around rectifying or reprogramming an NLP to identify and
address such biases. Martin (2019) highlights that such biases should be resolved with the
development of what is called ethical Al frameworks which ensure inclusivity. In the case of food
labelling, these issues could be resolved with the provision of better training data, higher
versatility and representative, but this in turn highlights the need for larger scale open access
data on food labelling.

This is linked to general concerns over General Data Protection Regulation (GDPR) and overall
privacy issues. Although food labels exist in the public domain, data ownership is unclear,
meaning that according to legislation erroneous data on the label are attributed to the
manufacturer but it is unclear what happens when erroneous data are found on food label
repositories. Similar to private data, food data are company attributable and any conclusions,
concerns or misuse could harm unfairly the interests of specific manufacturers. If food label data
are crowdsourced, a common approach, then erroneous data can be attributed to specific
compilers and any legal actions might lead to privacy infringements. In this context the volume
of training data needed for the development of Al solutions can be hindered by data ownership
and privacy concerns and equally the use of Al generated data suffers from unclear legislation on
the topic. The European Commission’s guidelines for trustworthy Al (2019) is a suitable starting
point to address these concerns but in this context food data should be collected and curated
under human oversight, all solutions should offer transparency and they should avoid any
discrimination. To-date, Al innovation in food data is limited and there is much to be learned

about how the application of these principles may be hindered in the real world.

2.7 ldentified research gaps

The arguments presented so far, highlight the potential of Al applications to revolutionize the
food and nutrition sector and to introduce a traditional sector to the 4™ industrial revolution. The
management of text from food labels in order to predict key food characteristics has multiple
potential applications but research in this direction needs to consider and address to any degree
possible potential roadblocks and challenges. Figure 1 shows the main research gaps identified

in the use of NLPs for food label analysis. The key areas identified include ingredient recognition
24



when technical or local terms are used, the parsing of text and subsequent translation to allow
for understanding and overcome language barriers, the handling and identification of data errors
and even the recognition of cross regional regulatory compliance issues and their proposed

solutions by tailored LLMs.

Research Gaps in NLP for Food Labels

N

Ambiguity in Ingredients Parsing of Complex Terms Cross-Regional Compliance Handling Data Errors

o N

& Cod Issues Fine-Tuning LLMs

Future Research Directions

N

Context Improved Parsing Algorithms Regulatory Adaptation Robust Error Correction

7 N

Multilingual NLP Modeis Specialized LLM Training

The main bottleneck in the development and application of NLPs on food label data is linked
to the nature of the data themselves. Food labelling often includes nuanced, expert terms
combined with colloquial phrases or ambiguous use of words. Depending on the type of food
data ingredients list might be too nuanced or even described using specific codes while other

terms like marketing claims can be too ambiguous and subtle like understanding the difference

I” I”

between “natural” and “artificial” flavorings. The development of models designed to parse
highly technical terms is in the early stages when it comes to recognizing and categorizing
chemical structures/compounds and food ingredient terminologies. The lack of universal
agreement on the recommended terminology used introduces linguistic variability which
complicates the task and the lack of extensive datasets with available ingredients lists for a large
volume of foods limits training capabilities.

Advanced parsing methodologies tailored for the application on food labels will be required.

These methodologies will be asked to address issues linked to the different regulatory
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requirement of food label information, in terms of format, wording, use of symbols, phrases even
the use of abbreviations. Many countries refer to ingredients using their botanical name, others
using their local name, the chemical name or even have predefined codes for additives with long
names to allow for space saving on pack. In countries, ingredients are shown in declining order
while in others ingredients that are themselves complex structures (e.g. breadcumps) are broken
down to their own ingredients within the same ingredients list (in brackets next to the original
ingredient used). Finally, NLPs will need to be able to perform these tasks in multiple languages
as provision of nutritional data in English is not compulsory across the globe.

These challenges are linked to prediction accuracy and the usability of the proposed NLPs but
they can be addressed using suitable datasets that provide large volumes of data in a structured
manner and suitable for use an NLP input. However, such datasets are sparse. Food data is often
limited in terms of food items included or when they have large numbers of food data then the
data are either unstructured, they lack data quality checks and are prone to mistakes and empty
values. As such, future research should identify NLPs that are capable of handling unstandardized
formats and error prone datasets and evaluate their capacity to read and interpret textual data
available on-pack. These activities will allow to test the capacity of existing LLMs in handling food
data for specific applications, identify fine-tuning areas and propose the need for specialized
vocabularies, abbreviations or even develop methods to handle these specialized contextual
nuances. Through this process not only LLM research will be advanced but the general food data
science field, currently under exponential growth, will receive crucial feedback for data

specifications that could enable future applications.

2.8 Research Questions and Study Orientation

The main research aim of the current thesis’ research was to examine the feasibility of using
a food’s ingredient list to accurately predict its nutritional composition, namely its protein, total
fat, total sugars, dietary fiber and sodium content. To achieve that the study will employ language
models to predict nutritional information via the extraction and processing of unstructured

textual data (ingredients list).
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This objective was split in three objectives around the main challenges foreseen in the
algorithm development process:

1. How do different loss functions and other experimental conditions (epochs, batch
size, learning rate etc.) influence the model’s predictive accuracy for nutritional data?

2. How does training on category-specific datasets (e.g., cheese only) compare with
generalized models trained on mixed categories in terms of validation loss and R2?

3. Which nutrients are more accurately predicted, and which pose greater challenges for
accurate prediction based on ingredient lists?

These three objectives describe a step-wise experimental setup covering the model set-up
process from data preparation, selection to model training parameters. More specifically the
planned comparative evaluation of optimization strategies will i) help assess the most effective
loss function (among MSE?!, MAE?, Huber, SmoothLlLoss) as well as other experimental
conditions that provide improved validation and training loss, ii) evaluate the impact of data
segmentation on model generalization and predictive performance and iii) identify domain-
specific limitations and potential biases in learning patterns linked to the prediction of specific

nutrients.

2.9 Innovation of the Study

This study aims to significantly contribute to the field of automations in food data science and
especially in Al-assisted nutritional composition prediction. From a technological stand point the
study will conduct a comparative analysis of multiple loss functions (MSE, MAE, Huber,
SmoothlLllLoss) and experimental conditions like epochs, batch size and learning rate to
investigate their impact on model stability, generalization, and behavior in high-noise
environments. This approach, goes beyond existing literature, such as the study by Ma et al.
(2021), which is limited to traditional regression algorithms. Secondly, the study will investigate
whether the variability expected within a diverse food composition dataset including foods from
various food groups, will impact the training and validation performance of the algorithm. This

reflects an important bridge between food science and data science as it is based on the

' MSE: Mean Squared Error
2 MAE: Mean Absolute Error
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knowledge that food composition data are likely to be more homogeneous within the same food
category and it is currently unknown whether this homogeneity will impact prediction accuracy.
To achieve that the study will be based on the largest dataset with both nutritional declaration
and ingredient list data available which will allow to test the impact of using large, unfiltered
dataset with multiple food categories for modelling training compared to applying preprocessing
and data selection methodologies to reduce heterogeneity. Finally, the research will go beyond
classical statistical methods (R?, scatter plots etc.) in evaluating a model’s predictive accuracy per
nutrient as it will employ Bland-Altman plots to analyze the agreement between predicted and
actual values using a gold-standard approach.

The research will also provide indications on the training cost and convergence time of the
proposed models, which will allow for better translation of the theoretical machine learning tools

to real-world applications.

Innovation Area Contribution

Testing the role of the MSE, MAE, Huber, and SmoothL1Loss
Loss Function Evaluation
loss functions on model performance

Testing the impact of using food category specific datasets
Dataset Structuring
on model performance compared to unfiltered datasets

Use of advanced statistical methods, Blant-Altman plots, to
Model Interpretation Tools
measure agreement between predicted and actual values.

Computational Efficiency Indications of training costs and associated predictive
Assessment improvements per architecture
Application Scope Performance of nutrient specific prediction accuracy
Integrated Methodological Co-evaluation of deep learning and data structure
Strategy parameters on model performance
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Chapter 3

Methodology and Experimentation

This section covers the methodology for predicting the nutritional composition of foods using

Natural Language Processing (NLP) and deep learning techniques. It includes the dataset used,

data preparation, model structure, training process, optimization techniques, and evaluation

metrics. The experimental procedure examines differences in performance across dataset size

and machine learning algorithms, comparing regression and classification methods. The effect of

dataset specificity on prediction accuracy is also examined, as well as the use of different cost

functions and optimizers. The combination of text-based representations and numerical nutrient

prediction is emphasized to implement transformer-type integrations on food labels.

USDA
Branded

Trained Model

Protein /100g
Fat /100g
Sugar /100g
Sodium /100g
Fiber /100g
Others /100g

Feature Extraction &
Normalization

Activation function -
Relu,
Dropout Rate = 0.1,
Input Size — 768,

Hidden Layers —
[512 - 256 -128]
Output > 5

MLP Regression
Network

Protein <=100g
Fat <=100g
Sugar <=100g
Sodium <=100g
Fiber <= 100g
Others <= 100g
OR
Sum <=100g

Data Cleaning &
Quality Control

;

DistilBert Embedding

Layer

[cLs] =101
whole — 2878
milk — 3087

[sEP] =102

limit:
256 tokens

Tokenization
Layer

Loss Function —
SmoothliLoss,
Optimizer = AdamW,
Learning Rate — 1.2e-4,
Batch Size — 64,

Epochs =12,
Validation Split = 80/20

Model Training
Configuration
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3.1 Dataset and Subjects

The dataset is sourced from the USDA FoodData Central database and focuses on branded
food products, with the goal of obtaining a complete list of ingredients and nutritional values.
This is a critical choice for building a reliable model, as it covers a wide range of processed and

unprocessed foods—reflecting real-world eating habits.

Information such as the Food ID, ingredient list, and nutritional data are clearly structured,
making it easy to match text ingredients with nutritional values. This organized format also
supports the use of natural language techniques to parse ingredient lists, while combining this

information with numbers into a single, integrated system.

The provided dataset already standardizes nutritional values per 100 grams, while the
innovation of this study adds an extra step, calculating values in grams (g), thus ensuring fair

comparisons between different foods.

Normalizing values to a single scale and unit of measurement helps the model not only ensure
comparability, but also align with regulatory and scientific standards of nutritional analysis, as

most food labels and dietary guidelines are based on the per 100g format.

Nutrient Role in Diet Standardization (per 100g)
. Essential for muscle synthesis and cellular )
Protein . Measured in grams
repair

Provides energy and supports cell function = Total fat in grams as the sum of all

Total Fat ) . . .
but must be consumed in moderation fatty acid subcategories
Sodium Regulates fluid balance and nerve function; ~ Converted to g from mg to allow
iu
excessive intake linked to hypertension for same unit of reference
) The sum of mono- and di-
Total Primary source of energy often added to . .
) i saccharides in g (a subsample of
Sugar food products during processing
total carbohydrates)
Fib Supports digestion and helps regulate Expressed in grams, considering
iber
blood sugar levels soluble and insoluble fibers
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To achieve high resolution in the nutritional assessment of foods, the dataset includes five
main categories of nutrients: Protein, Total Fat, Sodium, Total Sugars, and Dietary Fiber. These
components were selected based on their importance in regulating metabolic functions, their
contribution to the pathogenesis of chronic diseases, and their decisive effect on the overall

nutritional balance.

Protein is a macronutrient of critical importance, as it participates in anabolic and catabolic
processes, in the structural integrity of tissues and in enzymatic function. Total fats function as a
basic energy substrate, while at the same time supporting fat-soluble vitamins and regulating
hormonal and cellular functions. Sodium, as the main cation of the extracellular space and a basic
electrolyte, participates in the maintenance of acid-base balance, fluid homeostasis and the
transmission of nerve impulses. Excessive sodium intake is causally related to hypertension and
cardiometabolic diseases. Total sugars include both endogenously existing sugars in foods and
those added during industrial processing. Their measurement is necessary for the assessment of
the glycemic load and the possible effect on glucose metabolism. Dietary fibers are complex
carbohydrates that are not digested by the enzymes of the digestive tract. Their presence has a
proven beneficial effect on intestinal function, glycemic regulation and lipid profiles, which makes

it necessary to incorporate them into nutritional adequacy prediction models.

This research does not collect information about foods, but proposes a new way to predict
their nutritional composition. Unlike previous studies that rely on general rules, laboratory
analyses or data collected by hand, this one uses machine learning models that have been trained
on large databases with reliable nutritional data. Thus, they manage to calculate nutritional

values with accuracy.

The innovation is that ingredient lists are directly linked to the nutritional value of each
product. This allows us to convert plain text (such as a food label) into structured data, suitable
for analysis by artificial intelligence systems. This approach improves the accuracy of predictions,
while at the same time opening the way to useful applications, such as automatic nutritional

assessment, product labeling and compliance monitoring with nutritional regulations.
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3.2 Experimental Design

The study’s experimental design is based on the usage of natural language processing (NLP)
with deep learning to predict the nutritional composition of food products based on ingredient
lists. The goal is to build a predictive model that can analyze text-based ingredient data and
accurately estimate macronutrient values. Unlike traditional approaches that rely on pre-defined
nutrient look-up tables or statistical heuristics, this study introduces an end-to-end learning
framework that directly maps textual descriptions to numerical outputs. The process begins with
data preprocessing, where ingredient lists undergo tokenization, normalization, and feature
engineering to ensure structured input representation. This transformation is essential, as
ingredient nomenclature varies significantly across datasets, requiring an advanced text-

embedding technique such as DistilBERT to capture linguistic and semantic nuances.

Stage Description Key Techniques

Cleaning, tokenization, and
Tokenization, normalization,
Data Preprocessing transformation of ingredient lists into
feature engineering
structured data

Development of deep learning models = DistilBERT embeddings, MLP
Model Architecture

using NLP embeddings and regression regression, activation
Definition
techniques functions
Training of models on structured Batch processing, adaptive
Training datasets with varying hyperparameter learning rates, dropout
settings regularization
Assessment of model performance
MAE, MSE, R? score, dataset
Evaluation using error metrics and dataset-

stratification, loss analysis
specific comparisons
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The Experimental Pipeline Overview table systematically presents the research process,
detailing data preprocessing, model architecture, training, and evaluation, ensuring clarity in
methodology while highlighting key techniques for each stage.

One of the key innovations in this experimental setup is the structured comparison between
category-specific datasets and general datasets. Traditional food composition studies often
suffer from high variability in ingredient formulations, making it difficult for a model to generalize
across different product types. By segmenting the dataset into focused categories (e.g., cheese,
beverages, snacks), the study aims to assess whether narrowing the scope of data improves
predictive performance. The comparative table highlights the key trade-offs: category-specific
models exhibit higher accuracy due to reduced variance in ingredient patterns, whereas general
datasets offer broader applicability but at the cost of increased model complexity. This approach
ensures that the research findings provide valuable insights for both domain-specific applications

and large-scale food industry automation.

Aspect Category-Specific Dataset General Dataset
Focuses on specific food types Includes diverse food categories,
Dataset Scope
(e.g., cheese, beverages) increasing generalizability
Lower variability, as all samples Higher complexity due to
Data Complexity
belong to a single category ingredient and nutrient diversity
Predictive Higher accuracy due to targeted | Lower accuracy, as the model must
Accuracy learning generalize across many food types
More efficient training, requiring
Computational Computationally demanding,
fewer epochs to reach
Efficiency requiring more extensive training
convergence

Table 4 presents the differences between two different data types, emphasizing the accuracy
of predictions, the complexity, and the computational efficiency of machine learning models. The
model is designed to be flexible and easy to adapt, so that each developer can “tune” it according

to the characteristics of his own data set. It uses DistilBERT, a lightweight natural language
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processing model, to convert ingredient lists into numerical vectors (embeddings). These vectors
are then given as input to an MLP (multi-layer perceptron) network used for regression. In the
framework of the experiments, various variations were tested, such as different numbers of
hidden layers, activation functions, and regularization techniques.

To find the most effective activation function, a comparison was made between GELU, Swish
and RelLU. The model training process also includes the use of the adaptive AdamW algorithm,
which allows for adjusting the learning rate, making it more efficient. As a loss function,
SmoothL1Loss was chosen after a comparative evaluation with MSELoss, L1Loss and HuberLoss.
The results showed that SmoothlL1Loss is more robust to the presence of extreme values
(outliers), without losing the accuracy of the regression.

In addition to accuracy, computational efficiency also plays an important role in experiments.
Models trained in specific food categories (e.g. cheese) need fewer training cycles (epochs) to
“learn”, probably because their data contain less noise. In contrary, general models need more
computational resources, since they need to understand more complex patterns. Table 4 shows
that general models have advantages in terms of scalability, but their performance can be
reduced due to the large variety of features. This suggests that, in the future, a combinatorial
training approach may be more effective: first we train a general model and then we adapt it to

specific categories, to achieve a good balance between speed and performance.

3.3 Data Preprocessing

The data preprocessing stage is a vital part of this study, as it transforms raw ingredient lists
into a format that deep learning models can effectively understand. Table 5 presents the
preprocessing steps for the data, showcasing the importance of the methodology, purpose, and
impact on the model’s performance.

More specifically, in the data normalization and cleaning stage, unit inconsistencies were
handled across the dataset. Specifically, Sodium values were reported in milligrams (mg) and
were converted to grams (g) for consistency with the rest of the nutrient units. Moving on to the
cleaning stage, where entries were filtered based on nutrient totals. Any sample where the total
nutrient content—or a single nutrient—exceeded 100g per 100g was removed to keep the

dataset realistic and standardized.
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Moreover, after the data was normalized and cleaned, the ingredient list of the entry was fed
to the DistilBERT tokenizer. In this step, text is broken down through tokenization. Limitations on
the token length —256 tokens — and omitting entries of which their ingredient list exceeded the
limitation, ensured noise reduction and improved the structure of the input. Duplicate entries
can introduce biases in training, causing overrepresentation of specific food types. Tokenization
breaks down ingredient lists into smaller, manageable units. This acts as the first step in
converting text into numerical format so that the model interprets each item using NLP
embeddings. This ensures that even complex ingredient formulations are accurately recognized
and mapped to nutritional values.

Feature engineering introduces an innovative approach to handling missing nutritional data,
which is often a limitation in real-world datasets. The inclusion of an 'Others' category ensures
that the total composition remains at 100%, preventing negative or unrealistic predictions. This
structured representation of untracked components enhances model stability and
interpretability by providing a more comprehensive view of food composition. Additionally, the
'Others' column plays a crucial role in distinguishing foods with similar macronutrient ratios but
varying ingredient compositions, improving the model's ability to differentiate between products

with subtle nutritional differences.

Without this feature, the model would be forced to infer missing values arbitrarily, potentially
reducing prediction reliability. By explicitly accounting for nutrients that are either unreported or
indirectly derived, this method reduces the risk of misclassification and improves overall model
generalization. This is particularly significant when dealing with processed food products that
contain additive compounds, ensuring that the model can make accurate predictions even in

cases where full ingredient breakdowns are not provided.
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Preprocessing

Aspect

Tokenization

Normalization

& Cleaning

Feature

Engineering

Implementation Strategy

Long ingredient lists
exceeding the max token
length (256) were omitted to

prevent duplicate creation.

Conversion of sodium from
mg to g.
Entries that exceed 100g or

sum to >100g were omitted.

Creation of 'Others' category

for untracked nutrient data.

Engineering

Significance

Improves
computational
efficiency while
preventing data

duplication.

Standardizes
numerical values,
preventing scaling

inconsistencies.

Provides structured
representation for

missing values.

Expected

Outcome

Ensures faster
training times,
higher model

precision.

Enhances stability
in model
predictions and
convergence
speed.
Reduces
prediction errors
related to
incomplete

datasets.

3.4 Text Representation & Model Architecture

This section explores how DistilBERT processes ingredient lists into embeddings, to act as an
input in the regression network through a multi-layer perceptron architecture.
3.4.1 Text Processing with DistilBERT

The use of DistilBERT in text processing allows the conversion of ingredient lists into structured
representations (embeddings) efficiently, based on deep contextual representations instead of
simple individual terms. The transition from text to numerical representations is a high value
methodology that establishes the semantic understanding of the ingredient composition.

Specifically, by using the DistilBERT-base-uncased tokenizer for text processing, we manage to
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convert the raw ingredient lists to a [CLS] token representation, which is then converted into
embeddings. This approach significantly helps in generalization, even for rare or unusual
ingredients that do not appear often in the dataset. Tokenization acts as the first step in
converting ingredient lists into numerical data, allowing the model to understand each item
through DistilBERT embeddings and accurately map complex formulations to their nutritional
meanings.

In order to achieve unity in token length, a maximum limit of 256 tokens per entry was applied,
providing consistency and preventing the model from being burdened with unnecessary
information - while maintaining low computational time without a significant reduction in the
size of the data - techniques such as padding, truncation and attitude masking were used.
Padding is used to bring the shortest suggestions to the same length as the rest, adding padding
tokens at the end. Attention Mask helps the model understand which tokens are essential and
which act as padding, to take into account only valid data in the final output. In this study, instead
of a simple truncation of the long lists, records exceeding the maximum length were excluded
from the dataset. The reason is to avoid repetitive or overloaded lists that could degrade the
quality of the input.

The model gains linguistic knowledge from large scale text by the usage of the pre-trained
DistilBERT to generate embeddings. Enhancing this way, its generalization power when asked to
predict nutrient values. This is a key difference of such methodologies when they are compared
to the traditional statistical approaches. These self-attention mechanisms dynamically assign
importance to different ingredients. This feature helps to deal with the problem of data sparsity.
Through these preprocessing techniques, both efficiency in memory management and system
stability improve, while limiting the effect of unnecessary or "noisy" data. The system avoids
dependence on manually designed features, thereby allowing an automated, scalable and more

customized approach to the analysis of food composition.
3.4.2 Multi-Layer Perceptron (MLP) for Regression

The Multi-Layer Perceptron (MLP) architecture is used to transform the 768-dimensional
embeddings of DistilBERT into numerical predictions of nutritional values, using a fully connected
neural network optimized for regression problems. The input data — derived from semantically
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enriched ingredient representations — is structured numerical information that allows the model
to apply nonlinear transformations, enhancing its ability to capture complex relationships
between ingredients and nutritional properties.

The network includes configurable hidden layers — arranged in a 512 - 256 - 128 neuron
format — allowing flexibility in choosing the complexity of the model. Through this gradual
reduction of dimensionality, the feature extraction process is enhanced, while the overfitting is
limited, and essential dependencies within the data are preserved. Each layer of the MLP
optimizes the component representations by extracting hierarchical patterns that enhance the
accuracy and ability to match the ingredient list description and their corresponding nutritional
properties. This hierarchical structure improves both the generalization of the model to new data
and the learning efficiency.

To enhance the training stability and prevent overfitting, regularization strategies and
activation functions play a critical role. Dropout with a percentage of 0.1 is applied, introducing
random neuron deactivations during training — which reduces the model’s dependence on
specific patterns and increases generalization to unseen data. In combination with the dropout
rate, activation functions were tested — such as RelLU, Swish and GELU — with ReLU providing
the most desired outcome since it guards the output of each layer to be non-negative.

Using these techniques significantly contributes to the stability of the model and enhances
the accuracy of its predictions. Thus, when the model parses through an ingredient list, we can
be confident that its nutritional estimates are reliable and accurate — even for different or more

unusual food products.
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3.5 Training and Optimization

In this section, we will display how the decisions were made regarding the choice of the loss
function, optimization strategies, learning rate, and batch size. We will focus on understanding

how they affect the stability and efficiency of model training.

3.5.1 Loss Functions

Loss function selection plays an important role in the training stability and mostly to the
accuracy of the generated predictions of the model. To conclude on which loss function offers
the most optimal results, the study tested SmoothL1Loss, MSELoss, L1Loss and HuberlLoss. Each
of the loss functions considered has its own advantages and disadvantages — some are more
sensitive to small deviations, while others handle outliers better. For the purposes of this study,
SmoothL1Loss was found to perform best. SmoothL1Loss seemed to be the most appropriate
choice, because it helps the model learn at a steady and smooth pace, without “getting confused”
or overreacting when encountering extreme or strange nutritional values. With MSELoss, large
errors are overly magnified, making the training unstable. On the other hand, L1Loss can drive
the model to the opposite extreme — not “caring” enough about large deviations. SmoothL1Loss
offers a middle ground, with smooth transitions that make the overall learning process more
stable and reliable. There are other options, such as HuberlLoss, that can give similar results —
but in practice requires a lot of experimental tuning to end up with a significant difference from
the others. Overall, SmoothL1Loss was chosen because it is simple to implement, worked reliably
in different training scenarios, and handled both specialized category sets and broader general

data equally well.

By observing how the loss function behaved with different dataset sizes, we learned a lot
about how quickly and smoothly the model learned. With smaller datasets, we noticed that the
loss fluctuated much more — indicating that special care is needed to avoid overfitting. Out of
the functions tested, SmoothL1Loss handled the situation optimally, both on small datasets —
10,000 entries — and medium-sized datasets — 80,000 entries — maintaining both train and
validation losses low and displayed consistent behavior throughout the experiment. When it
comes to MSELoss and LlLoss, they produced unstable loss curves, with sharp fluctuations

making it difficult to track the learning. When the dataset size exceeded 150,000 records, it was
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observed that the improvement in learning was limited — that is, adding more data had no
significant impact on the convergence of the model. This experiment showcases the importance
of choosing the right loss function for any specific application so that the model remains stable

and reliable, regardless of the amount of data input.

The results present the basic need to find the right balance between detecting small errors
and effectively dealing with outliers — especially when it comes to applications of nutritional
information prediction. SmoothL1Loss acted as an aid for the model helping it generalize better
across different food types, limiting overfitting, and maintaining high prediction accuracy.
Because of the adaptability the function provides, an acceleration of the training process was
observed, since the model was not negatively affected by unusual or extreme nutritional values.
The overall experience confirms the importance of testing different loss functions, rather than
just using the first available option, since there is never one correct option for every application.
The final decision can have a decisive impact on the quality of training, the stability of the model,

and — most importantly — whether it is able to perform well on real-world data.

Loss Function Error Handling Robustness Convergence Stability
SmoothlL1Loss Balanced High Stable
MSELoss Sensitive to outliers Low Unstable
HuberlLoss Moderate Medium Conditional Stability
L1Loss Ignores small errors High Slower Convergence

3.5.2 Optimization Algorithm

One of the most important factors when training a model is the selection of the appropriate
optimization function, as it directly affects both the performance and stability of the system. In
this study, the AdamW optimizer was chosen due to its ability to effectively manage weight
decay, helping to limit overfitting, while providing dynamic learning rate adjustment during

training. The adaptive nature of AdamW allows the model to update its weights efficiently and
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consistently, without abrupt changes, which leads to smoother and more stable training.
Furthermore, it outperforms other optimizers, as it does not require extensive experimentation

with hyperparameters, which is particularly useful when the model is complex.

Algorithm Advantages Disadvantages
AdamW Adaptive learning rate Higher memory consumption
SGD Low memory usage Slower convergence
RMSprop Good stability Sensitive to hyperparameter tuning

A critical hyperparameter that controls how much the model weights are updated with
respect to the loss gradient during training, is the learning rate. In essence, it determines how
fast the model tries to learn — and if it is not chosen carefully, the training can get out of control.
We experimented with many values in the range of 1e-5 to 1e-3, and found that the best results
were accomplished with 0.00012 (1.2e-4). This value turned out to be ideal as it allowed the
model to learn quite quickly, without becoming unstable or exhibiting exploding/vanishing
gradients. Table 8 demonstrates the impact of learning rates on model training. The experiments
shown below differ only on the learning rate configuration, and it seems clear that moderate
values such as 1.20E-04 perform better, achieving the lowest validation loss of 0.9537 and the
highest R? score of 0.471. When this is considered alongside the performance of dataset sizes, it
becomes evident that scaling up data volume does not linearly improve predictive accuracy. In
fact, the model trained on a smaller, well-structured 10k sample achieved greater generalization
than larger datasets, emphasizing that the strategic curation and preprocessing of data is more
beneficial than raw data expansion. Having a curated dataset paired with optimal

hyperparameter configuration leads to improved accuracy and reduces computational cost.
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Learning Rate
1.00E-05

2.00E-05
1.00E-04
1.20E-04
5.00E-04
1.00E-03

Best Validation Loss
1.0344

0.9823
0.9843
0.9537
3.1718
3.4033

MAE
1.2768

1.2219
1.2228
1.1777
3.4898
3.7283

MSE
15.9826

15.2901
15.8906
14.9658
46.1799
59.3563

R? Score
0.4674

0.4566
0.4615
0.4710
-0.0643
-0.1987

Moving forward to the batch size, which determines how many training samples the model

processes before updating its internal weights. In this study, 32, 64 and 128 were tested, and it

was found that 64 was the most efficient, offering a good balance between training speed and

final model quality.

An epoch, in model training, refers to one complete pass through the entire training dataset.

In this study, experimentation started from 2 epochs, up to 12, providing the information that

shorter epochs — [4, 6, 8] — reduced training time but failed to allow the model to converge

appropriately, while epochs ofsize10 and 12, provided stability and prediction accuracy. Careful

configuration of the hyperparameters is crucial, since any imbalance can cause unwanted results

both on training efficiency and overfitting. Such configurations should be agreed based on

experimentation on those hyperparameters and observation of the result, which will differ based

on the specific application.
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3.6 Performance Metrics and Evaluation
This section examines dataset size effects, model performance variations, and key evaluation

metrics for predictive accuracy.
3.6.1 Dataset Size Influence

The size of a dataset greatly affects a model’s performance — from its ability to generalize, to
the accuracy of its predictions, to how quickly it processes the data. In this study, different
dataset sizes were tested: 10,000, 80,000, 150,000, and up to 300,000 entries, to examine how
the amount of data affects the model’s performance.

The results were somewhat unexpected: smaller, more focused datasets, belonging to specific
categories, almost always performed better than large, general ones. When a model is trained
on concentrated, well-organized data, its predictions become more accurate and targeted. This
shows that the quality and relevance of the data are much more important than the sheer
guantity. Adding more data does not necessarily mean better results.

After about 80,000 records, a point of diminishing returns was clearly observed. Adding more
data did not significantly improve the model; instead, it made training more unstable and less
efficient. At the 300,000-record point, the validation loss increased relative to the training loss
— a classic sign of overfitting. The model began to “remember” the training set rather than truly
learning how to generalize to new data.

The trade-off between dataset size and model efficiency is crucial for real-world applications,
where computational cost, inference speed, and data quality must be optimized. The findings
reinforce the importance of categorization over sheer volume, as targeted datasets (such as 10k
and 80k category-specific entries) achieve lower validation loss and higher predictive stability.
Proper dataset curation, rather than indiscriminate data expansion, is essential for ensuring that

the model captures meaningful patterns while maintaining generalization capability.

3.6.2 Evaluation Metrics
Evaluating the model’s performance can be conducted through common metrics. In this study,
we focused on the main three metrics: the Mean Absolute Error (MAE), the Mean Squared Error
(MSE), and the Coefficient of Determination (R? Score).
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MAE measures the average deviation between predicted and actual values. In everyday
words, it shows, on average, how far the model’s predictions are from the true values, but it
carries the disadvantage of treating all errors the same, whether they are small or large. In
contrast, the MSE severely penalizes large errors by squaring them. It can be useful since it
highlights the values where the model prediction is far from reality, but in case of outliers it can
give a lot of importance to the values. To evaluate the errors highlighted from the previous
metrics, R? Score was used, explaining the model's variance in the dataset, as it offers a better

overview of the overall performance rather than the error level.

Usage of all three metrics together enabled a much clearer and more comprehensive picture
of the model’s behavior, that is not coupled to the size of the dataset or the training conditions.
This combination of metrics was one of the major factors that help us identify errors and enabled

the continuous improvement of the model.

Metric Purpose Strengths Limitations
Measures absolute ) ]
MAE Easy to interpret Ignores large error impact
error
) Highlights extreme . .
MSE Penalizes large errors o Overly sensitive to outliers
deviations
R? Measures variance Provides model fit Can be misleading for biased

Score explained evaluation data
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3.7 Machine Learning Classification and Feature Analysis

In this section, we analyze how DistilBERT embeddings can be used for nutrient prediction,
focusing on regression problems rather than classification. In addition, we will also present
different approaches to feature representation and the process of selecting the appropriate

model for each case.
3.7.1 Feature Representation in Nutrient Prediction

The embeddings produced by DistilBERT represent a significant innovation in the way we
transform ingredient lists into data that a model can “understand” and learn from. Rather than
relying on older techniques — such as dictionaries or simple bag-of-words counting — DistilBERT
creates deep, contextual embeddings that capture real-world associations between ingredients
and their nutritional properties. A particularly useful feature of DistilBERT is its ability to detect
similarities between ingredients, even when they are worded differently. By mapping ingredient
lists into a high-dimensional space, the model begins to recognize subtle, semantic connections
between ingredients and nutrients — something that no rule-based approach can achieve at this
level.

Using pre-trained language models like DistilBERT is particularly useful in nutritional analysis,
especially since ingredient names vary significantly across datasets. Transformer-based
architectures are designed to generalize, allowing the model to make reliable nutrient
predictions even when the data is not fully labeled. DistilBERT's true power comes when
ingredient lists use different or ambiguous wording. Thanks to its learned associations, it can “fill
in the blanks” and correctly predict nutrient values, even when the exact same terms do not
appear. Furthermore, because it understands context, it can detect hidden patterns that simple
word-based methods would miss.

Vectorization of features is essential for nutrient prediction with regression models. In cases
where nutritional values are missing — which is very common — proper handling of these gaps
is critical to the accuracy and stability of the model. Typically, imputation techniques are applied
to replace missing values without altering the rest of the data set. Embedding-based methods
also help by transferring the model’s knowledge of similar ingredients to meaningfully “fill in”
the gaps. When the data is properly structured and transformed, it is now possible to build
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models that are scalable, stable, and capable of making meaningful predictions on real-world

data.

3.7.2 Regression-Based Nutrient Prediction with DistilBERT

By applying DistilBERT, we transition from classification to regression is a significant change,
as the model now predicts continuous numerical values for nutritional elements, rather than
classifying foods into predefined categories. Classification limits predictions to labels such as
“high”, “moderate”, or “low”, in contrast to regression, that allows for the prediction of integer
values, a useful tool for food analysis, where diversity is high and differences do not easily fit into
narrow boxes. Our choice of approach for predicting nutritional values provides great results,
since foods contain complex and heterogeneous combinations of ingredients that require precise
predictions. The model ability to learn and associate textual ingredient data with numerical
nutritional values enhances its ability in making informed estimates even when it encounters
completely new combinations. This means that the resulting predictions are detailed and
realistic, reflecting the real differences observed in foods, and not just the average of a general
category. With regression, the model can “see” and represent all intermediate states, without
being limited to a few categories.

Another advantage is that retraining is not required for each new food type — regression
models dynamically adapt to any list of ingredients. In this study, we focused on five key
nutrients: total fat, protein, sodium, total sugars, and fiber, as they are key indicators for nutrition
and food labeling. The ingredient embeddings from DistilBERT are mapped directly to the
nutritional values through various regression models. MLP (Multi-Layer Perceptron) was
employed, which has the ability to detect more complex and non-linear interactions between
ingredients and nutritional values, that simple linear models cannot capture. The simple
regression models, such as Linear and Ridge regression, mostly assume a linear relationship
between inputs and outputs. Specifically, Ridge Regression can be useful for distributing weights
in a balanced manner, to avoid sudden changes caused by very similar features. Linear

Regression, even though it is common since it is a powerful statistical and machine learning
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method, is too simple for ingredient list complexity. On the other hand, MLP introduces non-
linearity, enhancing the model’s ability to identify hidden patterns and dependencies in the data.

The transition from classification to regression requires more attention to feature design, but
the benefits are significant: more flexibility, generalization to unknown products, and avoidance
of categorization limitations. By combining appropriate feature design with contextual
embeddings from DistilBERT, the model goes far beyond traditional rule-based methods. It is
scalable, more interpretable, and better suited to real-world applications in the field of
nutritional science. Furthermore, by cleaning and standardizing the features, the impact of small
differences (e.g., changing an ingredient within the same category) is limited, while avoiding the
loss of information caused by simply categorizing values. Finally, the application of normalization

and regularization techniques enhances the stability of the model, regardless of the dataset size.

Chapter 4
Results and Findings

In this section the results of the study will be presented and discussed, with main focus on the
network dynamics of the nutrient prediction model, the classification performance at various
data scales, and the comparative evaluations of different training methods. Moreover, functional
representations, feature transitions, and the effect of dataset size on the generalization ability of

the model are analyzed.

4.1 Network Analysis

The term network analysis refers to the internal structure and behavior of a neural network

during learning or inference. The relationships and interactions between different elements
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within the network (such as features, layers, or representations), the stability, consistency, and
transitions within the internal processes of the network are elements that evaluate the
performance of a neural network. An important parameter to determine which components
affect the accuracy of the generated predictions is the connection between the extracted
features. Useful information regarding the consistency of the model in capturing the ingredient-
nutrient relationships can be extracted from the transition probabilities between different
representations, with changes indicating possible inconsistencies or biases in the learning
process. Furthermore, the stability of the functional representations and their ability to remain
reliable in various food labeling environments were assessed, highlighting the extent to which
the model maintains its predictive capabilities when trained on general datasets versus

categorized datasets.

4.1.2 Performance of Functional Representation in Food Labelling

Parameter Value
Learning Rate 1,2e-4
Epochs 80,000
Batch Size 64
Loss Function SmoothlL1Loss
Sample Size 80.000
Categorization Cheese
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Feature Importance in Nutrient Prediction
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Figure 3: Feature Importance in Nutrient Prediction

building a model to be both accurate and understandable. For this reason, a feature of
importance heatmap was constructed to show at a glance how much each feature contributes to
predicting the five key nutrients: Protein, Total Fat, Sodium (Na), Total Sugars, and Fiber. Given
the configuration shown in Table 10, in Figure 3, features with high importance are shown in red,
while less important features are shown in blue. This type of visualization makes it much easier
to identify which features are “carrying” the weight of the predictions and how the predictive
power is distributed. It also provides a picture of what the model has actually “learned,” as well
as where there is room for improvement, through redesign or restructuring of features.
Analysis of the heatmap (Figure 3) indicates that specific features significantly contribute to
nutrient prediction accuracy, particularly for macronutrients such as protein, sodium, and total
fat. Therefore, features associated with frequent co-occurrences of ingredients possessing well-
defined nutritional profiles are assigned greater importance by the model, underscoring the
strength of ingredient-based representations. On the other hand, features that exhibit lower or
variable importance indicate potential noise within the extracted set, pointing out the need for
additional feature selection strategies or dimensionality reduction techniques to enhance model

efficiency (Tiozon et al., 2023; Ahmed et al., 2024). One of the main reasons that the model
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manages to perform so well is the use of contextual embeddings, which help to identify deeper
relationships between ingredients and their nutritional profile (Pellegrini et al., 2021; Ispirova,
2022). Unlike traditional feature selection techniques, using fixed, rigid rules, embeddings
generated from transformer models dynamically adapt to the structure of each data sample.

This gives the model the ability to generalize much better — even across completely different
food categories (Rane et al., 2024). What’s impressive about transformer models is that they can
capture both the “big picture” and the small details, understanding not only the apparent
relationship between ingredients, but also the underlying structure that connects them. This
becomes even more apparent when you compare the model’s performance on targeted, small
datasets versus larger, more heterogeneous ones. Pretrained embeddings from models like BERT
have already been shown to deeply understand semantic information of food ingredients,
leading to better performance— whether it's food classification or nutritional value prediction
(Devlin et al., 2019; Beltagy et al.,2020).

However, the variability in feature importance across different food categories points to a
challenge coupled with using high-dimensional embeddings. Processed and branded food
products offer a structured relation between ingredient embeddings and nutrient content, when
in contrary, raw or minimally processed foods display greater variability, introducing noise and
reducing model's robustness if not properly regularized (Akbari, 2023; Cao et al., 2024; Raffel et
al., 2020). This variability points to that for a given and heterogeneous dataset, domain-specific
adaptations need to be applied to avoid limitations while generating embeddings.

Overall, the feature importance heatmap gives a pretty clear picture of what works and what
doesn’t in terms of extracting useful information for predicting nutritional values. Contextual
embedding is a big help — especially when the dataset is well-structured — as they allow the
model to identify meaningful patterns. However, to fully exploit these methods on larger and
messier datasets, the next step is to turn to hybrid approaches: combinations of domain
knowledge and learning directly from the data. Such an approach can enhance both the accuracy
of predictions and the interpretability of results — something that is extremely useful, both for
scientific food analysis and for regulatory applications where transparency and reliability are

essential. (Vaswani et al., 2017).
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Based on the results of the feature importance analysis and the model’s behavior, the right
feature selection can make a significant difference in the accuracy of nutrient prediction. By
focusing only on the most important features, complexity is reduced, the potential for overfitting
is limited, and the overall speed of the system is improved. The feature importance heatmap
(Figure 3) shows this in a visual way, since it reveals which features contribute significantly to the
predictions and which ones are there without providing any real value. When you look at these
results, it becomes clear that some features have a much greater impact than others. So, you can
safely remove the less useful ones without negatively affecting the model’s performance. This
type of analysis is particularly useful: it helps you identify which variables are worth keeping for
better classification, and which ones only add noise or affect the stability of the model.

Feature selection plays an important role in improving the accuracy of classification models —
especially in applications like food classification based on nutritional value, where datasets can
become huge and noisy. When you have too many features, it’s very easy for a model to overfit
or simply become slow and dysfunctional. The literature on the importance of features clearly
shows how difficult it is to strike the right balance. You want your model to be powerful enough
to recognize meaningful patterns, but also simple and transparent enough so that you can
understand what it’s actually doing (Folorunso et al., 2023; Ibrahim et al., 2024). In our study,
the heatmap reveals that a small subset of features carries disproportionate importance,
confirming that eliminating less relevant attributes could enhance the model's ability to
generalize across different datasets (Chandrashekar & Sahin, 2014). However, indiscriminate
removal of features may lead to a loss of critical information, highlighting the necessity of careful
validation techniques in feature selection processes.

The results clearly show that there is a delicate balance between selecting the right features
and maintaining the simplicity of the model (Neloy & Turgeon, 2024). Other studies have shown
that adding too many features — especially in high-dimensional data — only creates redundancy,
which increases variance, burdens training, and leads to overfitting (Bolén-Canedo et al., 2015).
In this study, the use of smart feature selection techniques, such as recursive feature elimination
and mutual information ranking, had a catalytic effect: the models generalized better, without

losing classification accuracy (Xue et al., 2015; Theng & Bhoyar, 2024). These improved
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performance results demonstrate that when features are carefully selected, the signal becomes
clearer, noise is reduced, and the model can classify nutrients with greater confidence (Garg &
Dwivedi, 2024).

What is particularly interesting is that feature selection not only affects accuracy; it also plays
a crucial role in the stability and robustness of the model when applied to different food
categories (Zerouali et al., 2024). There are now several studies showing that models trained on
smaller but more meaningful feature sets are better at responding to new, unknown data —
something that is extremely important in the field of nutritional science (Ropodi et al., 2016;
Jablonka et al., 2020). Our results confirm this trend: when limiting the data sample to the most
appropriate and “clean” set of features, the model not only becomes better at classifying
nutrients, but it also becomes less vulnerable to random or meaningless patterns (Ming et al.,
2022; Ye et al., 2024). That’s important in nutritional value categorization; interactions between
features can easily blur the truly important signals — and lead the model to focus on secondary

or misleading associations.

4.1.3 Feature Transition Probabilities and Variability Across Datasets

Misclassification Distribution - 3555bffe
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Figure 4 illustrates the misclassification rates for different nutrients in the predictive model,
with the configuration shown in Table 10. Higher misclassification rates for sodium, total sugar,
and total fiber suggest challenges in distinguishing these nutrients due to feature overlap and
dataset variability.

Observing how features change depending on the type of dataset — for example, by
comparing category-specific sets with large, generalized ones — provides very useful insights into
how the model is fitting. What has been found is that some ingredient-based features have a
much greater impact on nutrient value predictions when using targeted datasets. However, their
importance decreases significantly when the model is trained on general, more heterogeneous
sets (Rastegar et al., 2023; Singhal et al., 2023). In other words, the way features are grouped
directly depends on the structure of the dataset. In more targeted data, the associations between
ingredient embeddings and nutrient values are much stronger and more stable (Barbiero et al.,
2020; Naravane, 2024). In contrast, when a large range of variation is introduced, as occurs in
general datasets, the diversity creates fluctuations in the importance of features, which reduces
the stability of predictions (Van Giffen et al., 2022). This is in full agreement with previous studies
that support that models perform better on nutritional tasks when trained on domain-specific
datasets, rather than general, mixed sets (Mehrabi et al., 2021; McElhinney, 2024).

The misclassification analysis reveals substantial discrepancies in prediction accuracy among
different nutrients, as illustrated in Figure 4. Sodium (Na), total sugar, and total fiber exhibit the
highest misclassification rates, indicating that these nutrients are more prone to
misrepresentation due to feature ambiguity and data sparsity. The transition probabilities
suggest that similar ingredients across food categories may contribute to errors, particularly
when nutrient profiles overlap (Choudhury, 2025). These inconsistencies highlight the need for
refined feature selection techniques to mitigate classification errors and improve generalization
(Budach et al., 2022).

Looking deeper into how ingredients cluster together, it appears that the nutrients that the
model struggle with the most — such as sodium — often share similar ingredient profiles. Sodium
in our study is a perfect example, as it appears in a wide variety of processed foods, but ingredient

lists are not always detailed enough since such nutrients "hide" in almost every ingredient listed

53



and the quantity of it varies, making it difficult to balance flexibility with precision in identifying
the most important features for each nutrient value (Mavrogiorgos et al., 2024). The accuracy of
predictions can be optimized by leveraging techniques such as hierarchical clustering and
adaptive feature weighting, as proposed by relevant studies (Tao et al., 2020). The fact that
feature transition probabilities can change so dramatically from one set to another highlights just
how complex nutrient prediction actually is, and the need for more adaptive models that can
understand these variations (Delfani et al., 2024). We need to point out that by improvement of
feature selection, and application of intelligent interventions per dataset, we can increase the
reliability of classification and reduce prediction errors. For future work, as supported by relevant
studies, it would be of particular interest to use reinforcement learning to automatically adapt
the importance of features depending on the dataset, in such way, prediction algorithms could
more effectively handle ambiguous, complex, and “noisy” data — a phenomenon common in

large datasets — thereby reducing incorrect predictions (Hassler et al., 2019).

4.1.4 Temporal Convergence of Model Training
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Given the configuration of the model as shown in Table 12, we observe the behavior of the
loss function during training. It becomes clear that the value of the training loss decreases sharply
within the first few epochs and then stabilizes, which is a clear indication that the model learns
effectively from the initial stages, as the parameters are adjusted correctly and the convergence
process starts smoothly (Arjovsky, 2020; Cheng et al., 2024; Siddique et al., 2024). The picture is
similar for the verification loss, which initially follows a downward trend, however, in the later
stages of training it often fluctuates, which may indicate the beginning of overfitting of the model
to the training data, especially when the values do not continue to improve at a constant rate
(Roelofs et al., 2019). Monitoring these trends, both for training and validation, is particularly
useful not only for evaluating the learning progress of the model but also for determining the
optimal time point to stop training, thus ensuring high accuracy without unnecessary
consumption of computational resources or unnecessary continuation of the process (Poldrack
et al.,, 2020).

Looking at the accompanying diagram (Figure 5), it is clear how the loss changes with each
epoch, displaying a sharp drop at the beginning which means that the model is learning quickly,
while the leveling off of the training loss indicates that it is approaching convergence. Conversely,
in case of fluctuations of the validation loss towards the end act as a warning that regularization
may need to be strengthened, to avoid over-specification of the training data, which is not a fact
for our model, displaying convergence once again. One of the main problems in predicting
nutritional values with deep learning is maintaining the stability of the model, especially when
the size of the dataset changes. If the validation loss continues to show strong instability in the
last epochs, it may be due to low-quality features that affect generalization (Chattopadhyay et
al., 2020). In parallel, we need to emphasize the role hyperparameters, as batch size and learning
rate play, as they control the sensitivity of the model to weight changes (Freiesleben & Grote,
2023), with our settings of batch size at 64 and learning rate at 1,2e-4. Those hyperparameters
need to be fine-tuned to keep the loss low without sacrificing the generalization ability of the
model (Mienye & Swart, 2024).

The way the loss evolves per epoch provides valuable insights about how effectively the model

is learning at each stage of training. Applying techniques such as early stopping can help
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terminate training early, especially when the validation loss stops showing substantial
improvement (Cui et al., 2018). Such approaches are useful for determining with greater certainty
when the model has truly converged. Because even if there is sufficient computing power to
continue training for multiple epochs, this does not necessarily mean that performance will
improve. Furthermore, when the data or features are particularly complex, incorporating a
dynamic learning rate adjustment mechanism — widely known as schedulers — can significantly
enhance the stability of training (Montesinos Lépez et al., 2022). With all these tools — from
careful parameter tuning to proper monitoring of loss graphs — it is possible to maintain a model

that is accurate, efficient, and stable, without introducing unnecessary complexity (Baer, 2015).

4.3 Comparative Evaluation of Training Approaches

The results of this section clearly show how important the choices made during training are,
since they affect everything from how quickly the model converges to how well it generalizes and
how it responds to noisy or unpredictable data.

First, we looked at how batch size affects performance. And we highlight a trade-off. Smaller
batches help the modelgeneralize better, avoiding overfitting, while verylarge batches cause it
to stabilize prematurely — making it less flexiblewhen encountering new data (Santos & Papa,
2022). The validation loss curves confirm this: large batches bring fast convergence in the first
epochs, but lose in generalization as training progresses. So we conclude to this dilemma —
speed or robustness when developing a model for the real environment (Wang et al., 2022;
Suddul & Seguin, 2023).

Moving on to the loss functions, SmoothL1Loss,MSELoss, L1Loss, and HuberLoss were tested.
Here too, the choice makes a difference. SmoothL1Loss seems to strike the right balance, since
it keeps the model stable, robust to outliers, and avoids the excessive deviations caused by
MSELoss, which often overestimates outliers (Ciampiconi et al., 2023; lkram & Aslam, 2024; Yang
et al.,, 2024).

Of course, the structure of the dataset is equally crucial. Specialized, category-specific datasets

consistently perform better than large, generalized ones. Even beyond 80,000 records, the
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improvement is marginal — and often performance deteriorates, due to additional noise and
redundancy (Bottou et al., 2018; Yanet al.,2024). The results in R? and MAE clearly show that
well-structured ingredient data yield much more reliable predictions, compared to the “more is
better” approach (Zhang et al., 2024).

All of this together highlights how important it is to properly tune hyperparameters and curate
your dataset if you want a model that really performs welland predicts accurately. In the future,
it would be of particular interest to examine hybrid trainingstrategies that automatically adjust
parameters based on the characteristics of the dataset — so that the model remains stable but
flexible, depending on the food category it is applied to (Naumenko et al., 2024; Olufemi-Phillips
et al.,, 2024).

4.3.1 Influence of Learning Rate on Convergence

Best Validation Loss vs. Learning Rate
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Choosing the right learning rate is critical when training neural networks — it can determine
not only the stability of the process, but also how well the model generalizes. To find the optimal
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value, tests were performed with learning rates ranging from 1le-5 to 1e-3, and the results are
summarized in Figure 6 (“Best Validation Loss vs. Learning Rate”) and Table 9, where some
recurring patterns are clearly visible.

As shown in Figure 6, lower learning rates (1e-5 to 1e-4) kept the validation loss at a stable
and controllable level, while performance improved further at a value of 1.2e-4. In contrast, when
the learning rate was increased to 5e-4 or more, the validation loss worsened significantly,
indicating that the training became unstable and the model was likely to exceed the optimal
convergence point. The optimal value (1.2e-4) is marked with a red dot in the graph — as it
achieved the lowest validation loss (0.9537), achieving the ideal balance between fast learning
and steady progress.

Table 9 confirms this choice numerically: at the value of 1.2e-4, the Mean Absolute Error
(MAE) was 1.1777, the Mean Square Deviation (MSE) was 14.9658, and the R? index reached
0.471. At all levels — accuracy and efficiency —this value outperformed the others.

For this reason, 1.2e-4 was used in all subsequent trainings. It was consistently the most
efficient choice, without leading to underfitting or instability, and had a direct, positive effect on

the overall performance of the model.

Learning Rate Best Validation Loss MAE MSE R? Score
1.00E-05 1.0344 1.2768 15.9826 0.4674
2.00E-05 0.9823 1.2219 15.2901 0.4566
1.00E-04 0.9843 1.2228 15.8906 0.4615
1.20E-04 0.9537 1.1777 14.9658 0.4710
5.00E-04 3.1718 3.4898 46.1799 -0.0643
1.00E-03 3.4033 3.7283 59.3563 -0.1987
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4.3.1 Influence of Batch Size and Epochs on Convergence
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As we clearly see in Figure 7, the batch size through a number of epochs affects the model's
convergence. A clear pattern is observed: smaller batch sizes, such as 32, may initially generate
more noise, but in the second half of training they lead to more stable and reliable predictions.
On the other hand, larger batches, such as 128, accelerate the decline of loss in the first epochs,
but often struggle to generalize effectively to new, unknown data (Smith et al., 2021).

As it has been observed that smaller batches help the model escape from sharp local minima,
improving generalization (Keskar et al., 2017; Do et al., 2024), with the trade-off is that very small
batches can slow down training and lead to unstable gradients due to excessive stochasticity.

Another critical factor is matching the batch size to the scale of the dataset. As the dataset
grows, it makes sense to increase the batch size to maintain efficiency and avoid instability in
weight updates (Goodfellow et al., 2016; Menghani, 2023). However, after a certain point,
further increasing the batch size does not provide any significant benefits and may lead to

superficial local minima and weaker generalization (Hoffer et al., 2017; Geiping et al., 2021).In
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the context of this study, tests on datasets of different sizes showed that batch size 64 was the
optimal balance point, while larger values either did not improve performance or worsened
validation loss.

At the same time, the application of early stopping seems to be particularly useful —
providing to the model this automated ability to stop training at the right time saves time and
improves its generalization ability. The loss curves clearly showed that after a certain number of
epochs, performance stabilizes or even deteriorates, due to overfitting (Van Leeuwen & Nutzel,
2024; Yu et al., 2025). We have to keep in mind that the appropriate stopping point varies
depending on the size of the dataset — smaller datasets require shorter training times, while
larger datasets can withstand more epochs before overfitting occurs (Dinkel et al., 2021).

The findings confirm the need to adapt the batch size according to the characteristics of each
dataset, in order to achieve meaningful and efficient parameter updates, without compromising
the generalization ability, since with the correct choice of batch size and the timely application
of early stopping largely, we could better determine the stability and accuracy of the final model.
Interest for future work, is highlighted in the field of adaptive batch sizing, where the batch size
is dynamically adjusted during the training phase of the model (Goyal et al., 2017). Such an
architecture, could drive significant improvements in efficiency, in fields similar to nutritional
prediction, where the data are characterized by high heterogeneity and complexity (Ma et al.,

2022; Armand et al., 2024).
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4.3.2 Loss Function Comparisons and Model Stability

Comparison of Loss Functions
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Figure 8: SmoothL1Loss achieves the lowest validation loss

Given the large amount of data we are required to manage in the field of nutrition, it was clear
that choosing the right loss function would make a significant difference in the generalizability of
the model. In our comparative study, four widely used functions — SmoothL1Loss, MSELoss,
L1Loss, and HuberLoss — were examined indepth, with the aim of determining how they deal
with outliers and how they affect the overall performance of the model. SmoothL1Loss clearly
emerged as the most reliable choice, managing to balance stability and accuracy where the
others showed inconsistency, without the need for further parameter tuning as required in the
case of HuberLoss. More common choices, such as MSELoss and L1Loss, proved to be less stable
— either over-penalizing large deviations or ignoring small but significant differences. This led to
unstable predictions and lowoverall generalization ability of the model. In contrast,
SmoothlLlLoss exhibited adaptive behavior, combining the advantages of the others without

getting trapped in their disadvantages. The result was less overfitting, better generalization, and
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— most importantly — predictions that remained reliable even in complex, “unstructured” real-
world data. For models that requirestability but high resolution, SmoothL1Loss appears to be a
powerful model for designing predictive systems (Tsoy et al., 2024; Wang et al., 2024).

Studying the convergence behavior of these loss functions per epoch shows that models
trained with SmoothL1Loss stabilize faster compared to those using MSELoss, indicating that the
adaptive nature of the former absorbs extreme slope values that could otherwise destabilize
learning. When comparing loss functions, we notice that HuberLoss stands out for its stability,
especially when applied to datasets that include a mixture of structured and unstructured
variables. In such data— where homogeneity is lacking and outliers are common — HuberLoss
manages to adapt to fluctuations without becoming destabilized (Meng et al., 2024; Kabir et al.,
2025). However, this adaptability does not come without a cost. Unlike more “off-the-shelf”
functions, HuberLoss requires careful tuning of the parameter 6 (delta), which determines when
the loss will transition from quadratic to linear behavior. This step, while providing accuracy, can
slow down the initial model tuning phase, as it requires additional testing and fine-tuning —
especially when the dataset is large or heterogeneous. Figure 8 confirms that the validation loss
is much smaller with SmoothL1Loss than with MSELoss, or the rest, supporting the hypothesis
that over-penalizing large errors leads to instability. This is in line with previous studies, which
show that although MSELoss is effective on well-formed data distributions, it amplifies errors
when unpredictable deviations appear.

When it comes to a model’s ability to generalize, the choice of loss function plays a crucial role
— not only in how quickly the model learns, but also in how reliably it performs over time. When
looking at R? values we can see that SmoothL1Loss scores a bit higher, but consistently, and
proves to be the best choice on both general and filtered datasets. In contrast, MSELoss and
L1Loss, continuously managed to generate huge validation and training losses, regardless of the
dataset fed to the model, making them a bad choice for our study. It is important to note that
HuberLoss, was designed primarily to limit the effect of outliers and exhibits higher overall
predictive ability than SmoothL1Loss, making it preferable when accuracy is a priority (Mathew
et al., 2024; Yagoob & Muntean, 2024), but the additional step of adjusting the & parameter to

avoid performing similarly to the other three, proves to be very time-consuming and not worthy
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in our case, given the huge gap on the metrics SmoothL1Loss manages to achieve from the very
start.

As a conclusion from this comparison, we understand that the optimization criteria must be
chosen with a clear awareness of both the specificities of the dataset and the purpose of the
application. We cannot exclude MSELoss and L1Loss, since they remain reliable benchmarks in
fully controlled environments, their use in noisy environments requires special care (Kosma,
2023; Lei et al., 2025). In practical applications such as ours, SmoothL1Loss stands out as the most
stable and flexible choice, since it has the ability to handle both small and large deviations while
keeping strong generalization ability. HuberLoss, while useful in specific environments, fails to
compete with SmoothL1Loss as a general-purpose solution, given the time needed to fine-tune

it to stand out from the rest.

4.3.3 Generalization Ability of Category-Specific vs. Large Datasets

Parameter Value
Learning Rate 1,2e-4
Epochs 80,000
Batch Size 64
Loss Function SmoothlL1Loss

The experiments that highlight the importance of sample size and focused datasets are
presented in Tables 13 and 14 with their evaluation metrics. It is worth mentioning that all the
experiments are conducted with the same configuration, shown at Table 12, and they only differ
on sample size and dataset categorization, making it clear that when trained on smaller, category-
specific datasets (e.g., 10,000 and 80,000 entries), achieved significantly lower validation loss and
Mean Absolute Error (MAE), demonstrating benefits in terms of thematic organization of the
data. As the sample size increases to 150,000 and 300,000 entries, only small improvements in
R? values are observed, while the decreases in MAE and MSE are minimal. This suggests that

there is a capacity point at which adding more data enhances memorizing over predictive ability.
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Such patterns, where the train loss value is lower or equal to the validation loss, suggest potential

overfitting or increased sensitivity to noise in larger, more heterogeneous datasets, consistent

with concerns about reduced generalization in high-variance environments (Budach et al., 2022).

The consistency of improved results in smaller, curated datasets reinforces the idea that well-

defined feature distributions contribute to training stability and model coherence (Chatterjee &

Zielinski, 2022; Freiesleben & Grote, 2023). In nutrient prediction tools, where ingredient

complexity and inconsistent labeling pose challenges to model training, limiting the data size with

structured inputs proves more effective. This reinforces the broader argument that strategic

curation of datasets, over simple expansion of the sample size, is the way to create reliable and

interpretable machine learning models (Choudhury, 2025).

Experiment ID

2bb81b72
bf14f615
910e736f
7cd5bb06

Experiment ID

144cllcc
3555bffe

Sample
Size
10,000
80,000
150,000
300,000

Sample
Size
10,000
80,000

Best Validation
Loss
2.3097
1.6490
1.5102
1.3776

Best Validation
Loss
1.3051
0.9537

Final
Train Loss
1.7938
1.4564
1.3832
1.3787

Final Train
Loss
1.4712
1.1612

MAE

2.6781
1.9671
1.7978
1.6988

MAE

1.6389
1.1777

MSE

44.8373
31.5877
28.1527
27.6342

MSE

18.0403
14.9658

R2
Score
0.5001
0.7304
0.7607
0.7797

R2
Score
0.358
0.471
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Metric Value
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The analysis shows that smaller, carefully selected datasets lead to better generalization
compared to larger, unfiltered datasets — especially when the structure of the ingredients
follows a specific food category classification. The results, shown in Figures 9 and 10, are in line
with previous research showing that well-curated training sets enhance the model’s ability to
recognize meaningful patterns while limiting overfitting, especially when the noise in the dataset
is controlled (Ciampiconi et al., 2023). However, smaller dataset have their own limitations, since
filtering a larger dataset to create a smaller and specific one, we limit the model's overall
knowledge, leading it to have reduced accuracy when it comes to unknown data that might
encounter in real-world scenarios.

On the other hand, large datasets have the benefit of broader coverage enablingthem to be
used in more real-world scenarios, with the downside that, for the same reason, they also
introduce noisier predictions which are not that accurate (Wang et al., 2022). This issue is

particularly critical in the field of machine learning, where noise and class imbalance can
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significantly affect predictive accuracy (Santos & Papa, 2022). Categorization of the data sample
applied with caution, since in nutrition there are cases where the data category may consider
exhibiting similar data but in reality the composition varies significantly, lowering this way the
confidence level of the model while predicting. Numerous studies confirm that both the structure
of the dataset and the selection of features help in reducing noise and stabilizing model
performance (Thakkar & Lohiya, 2022; Ciampiconi et al., 2023; Theng & Bhoyar, 2024).

All the above findings support the hypothesis that structured datasets contribute to the
improvement of the generalization ability of a model. Models trained on refined datasets show
better alignment with real-world nutritional values, highlighting the importance of balancing size
and structure when optimizing predictive accuracy without sacrificing usability in real-world
settings. We managed to clearly demonstrate that models trained on a wide range of foods with
high category diversity exhibit reduced predictive consistency when, on the other hand, data that
are carefully filtered contain well-structured ingredient lists, and their performance metrics
display increased accuracy, indicating that structured datasets facilitate the adaptation of the

model to trends related to the content itself.

4.4, Validation Results and Comparative Metrics

Reminding the results, we showed that SmoothL1Loss outperforms other options, showing
lower loss during both training and validation, which indicates a better fit of the model to the
data (Miraftabzadeh et al., 2018; Weng, 2020). In contrast, traditional approaches such as
MSELoss and HuberLoss show higher loss values, which indicates increased sensitivity to outliers
or noise in the data (Jadon et al., 2024). Particularly important is that the R? score is lower in
cases where MSELoss is applied, which indicates that the model fails to accurately capture the
fluctuations of the input data, negatively affecting its performance (lkram & Aslam, 2024). In our
study, the choice of SmoothL1Loss achieved balance between noise.

As discussed, when comparing the loss functions, the choice of the appropriate function can
significantly affect the reliability of the predictions, where in our study, the use of SmoothL1Loss
seems to offer a balance between handling noise and maintaining sensitivity to real data changes,

which made it more suitable for applications where outliers should not disproportionately affect
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the behavior of the model (Al-Huthaifi et al., 2024; Ishwarya & Kothandaraman, 2024). At the
same time, the HuberLoss and L1Loss functions show better performance compared to MSELoss,

but they do not reach the level of stability offered by SmoothlL1Loss (Ciampiconi et al., 2023).

4.4.1 Model Evaluation Using MAE, MSE, and R? Score
Evaluating model performance goes well beyond checking if the numbers line up. In this study,

three core metrics — Mean Absolute Error (MAE), Mean Squared Error (MSE), and R? (the
coefficient of determination) — each shedding light on a different aspect of predictive accuracy.
Higher MAE and MSE scores signaled that the model was missing the mark, struggling to match
predictions to reality — especially when underlying data patterns were elusive. Lower MAE and
MSE scores indicated a good result, usually showing up when models were carefully tuned. R?
scores brought another layer of insight: the higher the value, the more variance the model could
explain. What really stood out was that models trained on well-structured, domain-specific data
almost always posted higher R? scores, making a strong case for the value of targeted
preprocessing (Ciampiconi et al., 2023; Wang et al., 2022). A closer look at MAE and MSE under
different loss functions showed just how much error penalization can impact results. Models
trained with SmoothL1Loss, for example, tended to produce lower MAE than those using
traditional MSELoss, thanks to their ability to brush off the influence of outliers (Kaviani et al.,
2024; Yang et al., 2024). MSELoss, by contrast, was quick to spike in the presence of noise or
extreme values — useful for catching big misses, but sometimes less helpful when it came to
practical, real-world predictions (Dessain, 2022; Hosamo & Mazzetto, 2024). The research sets
clear that picking theright loss function, and pairing it to your data, is essential for makingmodels
both stable and reliable (Santos & Papa, 2022).

Variation in R? across training runs also highlighted the huge impact of dataset quality and
model architecture (Ayman et al., 2024). Curated, category-specific datasets consistently beat
out massive, unfilteredones — proving that smart feature engineering really pays off (Koido et
al., 2023; Mostafa, 2024). High R*> meant the model could generalize well without overfitting,
which is critical for real-world prediction tasks (Ma et al.,, 2022). Still, even with these
improvements, some tricky test cases stuck out, hinting that more work on feature weighting or

regularization could boost overall stability (Ciampiconi et al., 2023). And while bigger datasets
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sometimes nudged up validation scores, the returns were often small — suggesting that simply
scalingup isn’t always the answer (Kosma, 2023).

The side-by-side comparison of MAE, MSE, and R? shows that model evaluation is anything
but one-dimensional, with each metric offering its own perspective, and picking the right mix
depends on the job at hand (Menghani, 2023). R? is great for a quick sense of model fit, but it
needs to be weighed alongside error-based metrics for a full picture. We conclude that, the
balance between loss functions, data curation, and evaluation metrics forms the backbone of any
effort to optimize predictive models for real-world use (Goyal et al., 2017; Davis et al., 2024).
Going forward, the evidence suggests that tuning loss functions to the data will be key to building

models that generalize better and aren’t thrown off by oddities or noise (Faber et al., 2024).

4.4.2 Model Evaluation using Bland-Altman Plots

In this section of the study, we will examine the strengths and weaknesses of the model when
it tries to predict each specific nutrient. The results are produced from the output of the
validation set, of the data sample, with configuration of Table 12. Analysis of the Bland-Altman
plots provided useful insights on the generalizability and accuracy of the model, for each specific
feature, indicating the effect of retaining or removing features in shaping the model's
performance. A Bland-Altman plot, visualizes the degree of agreement between the predicted
and actual nutrient value, providing a detailed picture of both the consistency of the model and

the biases or deviations introduced.
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Bland-Altman Plot for Sodium, Na
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Figure 11 demonstrates the presence of systematic bias as well as increasing dispersion at

higher sodium values. The wide distribution of points showcases some inconsistencies in the

predictions, with larger deviations at the extreme values, highlighting tendencies of

overestimation or underestimation by the model, which may require further calibration.
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In Figure 12 we can predict that the majority of the predictions fall within the limit of
agreement. It is clear that, we have greater prediction errors at higher fat levels, but with the
mean difference between predicted and actual values close to zero, indicating little to no

systematic error. It also displays a few outliers but with no clear tend to increasing or decreasing

error.

Bland-Altman Plot for Total Sugar
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Figure 13 follows the same theme as Figure 12. We can also predict that the majority of the
predictions fall within the agreement limits. Again, prediction errors appear at higher sugar
levels, and the mean difference between predicted and actual values close to zero, indicating

little to no systematic error. It displays more outliers but with, once more, no clear tend to

increasing or decreasing error.
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Bland-Altman Plot for Protein
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The Bland-Altman plot, in Figure 14, demonstrates similar results as Figure 12 and 13. Majority
of the prediction are grouped in the agreement limits, we don’t see the tendency to have

prediction errors in higher values, and it manages to have even less outliers than the other two.
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Bland-Altman Plot for Total Fiber
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On the contrary, and closer to the results of Figure 11, in Figure 15 we see a wider spread of
prediction errors since most data points are outside the limits of agreement. Visible systematic

bias is displayed when the model predicts this nutrient, highlighting its difficulty in doing so.

4.4.3 Model Evaluation Using Scatter Plots

In this section, we will also discuss the strengths and weaknesses of the model when it tries
to predict each specific nutrient, by visualizing the results on scatter plots. The results are
produced from the output of the validation set, of the data sample, with configuration of Table
12. Analysis of the Scatter plots helped us to gather additional information on the generalizability
and accuracy of the model, for each specific nutrient. A Scatter plot, visualizes the actual
agreement between the predicted and actual nutrient value, providing a detailed picture of both

the model’s accuracy and its variance in prediction.
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Predicted Values

Protein (R2: 0.656)
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The model shows a moderate correlation between actual and predicted protein values since

most of the values are pretty close to diagonal, with some dispersion around it. It makes it clear

that the model is weak in predicting 0 values, but there are no other obvious patterns of over- or

under-estimation.
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Sodium, Na (R2: 0.271)
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The model struggles to predict sodium values accurately, with a low R? score indicating weak

correlation. Most of the predictions cluster in low values, showcasing a systematic bias where

the model seems to underestimate the values.
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Total Fat (R?: 0.626)
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The model demonstrates a moderate predictive performance for total fat, with an R2 score of
0.626, much similar to its protein prediction performance. While many predictions align with the
ideal line, we can observe that as the values get higher the model seems to under-estimate, but
not with a clear indication of systematic bias. It is highly visible again that the model does not

manage to recognize 0 values.
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Total Fiber (R2: 0.014)
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The model exhibits weak predictive performance for total fiber — if not non-existent.

Predictions cluster near zero, indicating a failure to capture variance, possibly due to imbalanced

training data or feature limitations. The model underestimates the values as it did when

predicting Sodium, making it clear that it doesn’t have predictive abilities for those two.
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Total Sugar (R2: 0.788)
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The model demonstrates a solid predictive capability for total sugar, with an R2 score of 0.788.

Predictions align well with actual values, making Total Sugar the strongest feature of our model.

It is again clear that the model struggles to recognize 0 values, and it systematically

underestimates as the values get higher.
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4.4.4 Best Performing Models and Final Selection

The comparative analysis of training and validation loss, combined with different model
configurations, proved to be fundamental for optimizing predictive performance. Such
comparisons guided us to base our models on SmoothL1Loss, while choosing the loss function,
since it consistently outperformed those using MSELoss, L1Loss, or HuberlLoss, achieving lower
final validation loss and higher R? scores (Pillay et al., 2023; Hung et al., 2024). An interesting
point of the study is that the models perform better when trained on structured and targeted
data, which comes in contrast with the belief that very sets increase the model's performance
since they provide more data. It seems that the quality and organization of the data plays a
greater role than the quantity (Ma et al., 2022).

On discussions about predictive accuracy versus computational cost, the results reveal that
more complex and deeper networks achieved marginally better validation values, but at much
higher training time and hardware resource requirements (Menghani, 2023; Keremidchiev,
2024). It is safe to say that after a point, adding more layers and parameters does not always
provide a significant benefit on the model's performance. In contrast, normalization techniques
such as dropout and batch normalization achieved similar accuracy at much lower computational
cost, lighting the way to develop structured data with simplified architectures to achieve reliable
predictions without excessive resource consumption.

In order to choose the right model for any specific application, we have to take into account
accuracy, performance, and generalization ability. As displayed in this study, when finding a
balance between loss function, appropriate data preprocessing, and medium-complexity
architectures — models are capable of being robust without exhausting computational resources
(Menghani, 2023). Without saying that deeper neural networks can offer better performance,
the cost of time and hardware requirements make them less practical for large-scale or real-time
applications (Marculescu et al., 2018; Bartoldson et al., 2023).

The next challenge is to optimize accuracy while maintaining efficiency, through more flexible
loss functions and targeted feature selection — especially for real-time applications — making Al
effective in the food sector balancing between computational economy and practical reliability

(Bui et al., 2017; Vijayakumar & Bharathi, 2024).
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Chapter 5
Discussion & Conclusions

The findings in the study align with the hypothesis that category-specific datasets enhance
predictive stability, that was previously confirmed in the research on domain-adaptive learning
(Zhang et al., 2020). Based on the results, we conclude that focused datasets — category filtered
data, cheese with 80,000 entries — achieve lower validation loss compared to larger — non-
filtered general datasets of 300,000 entries. Based on other studies, we clearly see that the result
aligns, emphasizing this way the advantages of specialized embeddings in understanding domain-
relevant patterns (Budach et al., 2022), with the increase in validation loss for generalized
datasets indicating that an excess of heterogeneous data introduce noise, negatively affecting
model performance and potential (Arjovsky, 2020; Barbiero et al., 2020). The above highlight the
caution in which the model generalization should be approached, ensuring that extracted
features maintain high discriminative power (Ferrao et al., 2016; Alexandropoulos et al., 2019;
Hassler et al., 2019). Consequently, dataset structuring is critical for improving classification
robustness and mitigating learning biases,as previously observed in predictive modeling studies
(Ferrao et al., 2016; Van Giffen et al., 2022).

The metrics, used in the evaluation of model performance, revealed how the choice of loss
function and training configurations affect the predictive accuracy and stability. Through the
experimentation, we managed to highlight the performance superiority of SmoothlL1Loss when
comparing it to other common loss functions, since it effectively managed to balance error
penalization and maintained model robustness (Ciampiconi et al., 2023). Unlike the common loss
functions — MSELoss and L1Loss — which mostly tend to either excessively penalize large errors
or underestimate minor deviations, SmoothL1Loss demonstrates an adaptive nature, since it
combines the best of both worlds, minimizing overfitting while improving generalization. An
adaptability that is particularly valuable in large datasets, where extreme values can
disproportionately influence predictions (Jadon et al., 2024).

In the study, is clearly stated, the importance of structured and refined data. The stage of
preparation impacts the model's performance and ability to generalize, rather than the dataset

volume. As mentioned, the smaller, structured dataset, had the ability to generalize more
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accurately, in contrary to the unorganized one, where the model's ability to generalize dropped
as the dataset was getting bigger, with the largest showing hints of memorization (Ma et al.,
2022). Data that refer to a specific category or follow the same patterns, help the model to avoid
distractions as they don't introduce noise. Without wanting to underestimate the sample size
importance, we want to highlight the results a clear and structured dataset can provide. We need
to always opt for both, large and structured dataset, but if we need to pick one, the cleaner
environment that the structured one provides will be the winning choice (Zhu et al., 2023).
Complex models can capture more complex relationships in the data — that doesn’t necessarily
mean they generalize better — that highlights the importance to find balance between predictive
accuracy and computational efficiency (Menghani, 2023). Excessive complexity doesn’t
guarantee better results, on the contrary, it can lead to lag, overfitting, and loss of transparency.

As analyzed in the research, other methods than the traditional laboratory analysis, can
provide an accurate overview of the food nutritional composition, like NLP based technologies,
that can predict a food's nutritional composition right out of the box, by "reading" the ingredient
list of the branded food product. The current methods to achieve those results are mainly based
on laboratory analysis, which provide extremely accurate results, but comes with the cost of both
time and money, making them unviable to apply as a widespread application (Hawley et al., 2013;
Temple, 2020). The proposed approach speaks of a computational mechanism that bridges the
gap between strings of ingredients composing the food and its numerical nutritional data,
enabling the automatic extraction of information related to its ingredients. By using advanced
machine learning algorithms, and in particular transformers such as DistilBERT, the present study
aims to set a new precedent for analyzing food components and associating them with accurate
nutritional values (Kasapila & Shaarani, 2011). This contribution is not limited to automation
alone but seeks to improve the transparency, accessibility, and standardization of nutritional
information, addressing gaps in both regulatory compliance and consumer understanding.

The research's innovation and significance implications are its methods integrating natural
language processing with nutrition predictive modeling. Unlike current approaches with fixed
databases and preset hierarchical structures, the considered algorithms formulate self-adaptive

algorithms that can enhance with more data exposure. The study offers an interpretable
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framework that is able to generate predictive estimates while ensuring adherence to various
compliance boundaries. Given the intricacy of the global food industry where regulatory
demands and market tastes are in perpetual flux, this kind of flexibility is useful (Nayak &
Waterson, 2019; Cohen & Kouvelis, 2021). This research resolves inefficiencies in food labeling
classification and multi-jurisdictional validation by designing a system that automates unified
food labeling practices transversal to jurisdictions.

A deeper interpretation of the contribution of this research is that it makes access to
nutritional information more democratic and accessible to different socioeconomic strata.
Existing food labelling systems often favor regions with strong regulatory frameworks, leaving
less developed countries with limited oversight and control. The ability to computationally
extract nutritional values from ingredient lists enables the protection of public health, especially
in areas where laboratory analysis is impractical, providing the ability to the end-user or
consumer of the product, to have a better overview of the product. This reduces the reliance on
self-reporting by manufacturers, minimizing the risk of false nutritional claims, and provides the
ability to the manufacturer to test recipes for new products, without having to run laboratory
analysis for each new recipe idea, minimizing the cost of production. It is also worth mentioning
the promotion of transparency and ethics in product labeling, providing to both consumers and
regulators a fast and accurate way to verify nutritional claims.

The overall impact of the given research is that manages to improve the accuracy of food
labeling, by contributing to the creation of a more accessible and fair system for providing
nutritional information, without leaving the traditional and accurate methods aside, but working
together, with the artificial intelligence as a guide that provides a prediction of new product or
raises caution on a product right on the self of the store, and the laboratory analysis playing the
role of the reviewer that accurately tests and approves the cases accordingly, we demonstrate

the enormous potential of artificial intelligence in the field of nutrition and public health.
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Conclusions

When testing various loss functions in this study, SmoothL1Loss clearly stood out, since it
successfully managed to balance stability and accuracy, making it more than efficient for fine-
tuning the model. In contrary to classic loss functions, that overemphasize large errors or ignore
small — but important — deviations. SmoothlL1Loss offers both handling of outliers and
maintained sensitivity to detail, allowing the model to adapt to different types of ingredient lists
and make accurate predictions, regardless of the dataset size or categorization. It is also
computationally efficient, meaning you don’t have to sacrifice speed for accuracy. Overall, its use
lays the foundation for more reliable predictive models.

However, just as important as the loss function, is the way the dataset is organized and
cleaned. Investing time in filtering and curating your training data yields tangible results. A well-
organized dataset allows the model to more easily identify the right patterns, reduces the noise
from low quality or unclear ingredient lists, and leads to more reliable results. Almost always, a
well-structured smaller dataset outperforms a large and chaotic one: it preserves the meaningful
relationships between features and avoids the learning being corrupted by random or irrelevant
data. This not only improves the accuracy of predictions but also makes the model easier to
interpret and more adaptable to real-world applications, such as food labeling.

Given the significance of data preprocessing, we conclude that adding layers or parameters
doesn’t necessarily guarantee better results — it often hurts performance and increases the risk
of overfitting. Keeping a simple, focused architecture, focusing on the important features and
using as much deep learning as necessary, makes the system lighter, faster, and more reliable.
When there is balance between feature engineering and efficiency, the model becomes easier to
implement and maintain — whether for regulatory use or everyday consumer support.

Success seems to depend on three key factors when suggesting deep learning for nutritional
data analysis:

e Consistency and plenty of data,
¢ Avoid unwanted noise of empty or misguiding data,

¢ Focus on real-world applicability.
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The next step in model development should emphasize better data preprocessing, flexible loss
functions such as SmoothlL1Loss, and avoiding unnecessary complexity. Fine-tuning all these
elements — with an emphasis on future scalability to meet new regulatory requirements and
changing consumer needs — is key to developing effective, reliable, and sustainable predictive

systems in nutritional science.

Future Work

Looking ahead, it is clear that prediction with deep learning models requires more than just
standard loss functions. The next step is to develop more flexible and adaptive loss mechanisms
(hybrid loss mechanisms), which can dynamically adapt to the complexity and idiosyncrasies of
each data set. By combining the advantages of different loss functions, a model can be created
that “knows” when to impose severe penalties for large errors, but also when to reward small
but significant deviations. Thus, instead of applying a single approach, hybrid schemes can adapt
their behavior depending on what really matters for the quality of predictions. This will allow
models to intelligently deal with outliers while remaining sensitive to critical details. Such an
approach is particularly useful when ingredient lists are heterogeneous or the distribution of
nutritional values varies significantly. From this research comes the need to combine data
handling optimization strategies with Al-tools, increasing the likelihood of this becoming a reality.

However, as we identified, the quality, quantity and structure of the dataset play an important
role to a model’s capability in generalizing. With manual curation being a painful step in data
preparation, since is time-consuming, subjective, and unsustainable on large-scale datasets.
Automated feature selection emerges to open a world where the system could preserve key
features and discard unnecessary ones, and continuously adapt to new ingredient compositions.

To be applicable in real life, models need to be more than just accurate — they need to be fast
and understandable. With our outmost attention to the efficiency of neural networks, through
smart changes in architecture, parallel processing, and optimization of parameter management,
to achieve fast predictions without losing accuracy. The food sector and Atrtificial Intelligence

technologies will only be able to work together when neural networks become capable to adapt
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to different datasets, make efficient use of information, and offer simplicity without sacrificing
quality.

With fast and flexible models, able to keep up with the changing demands of food science and
everyday life, the doors open to a future where predictive solutions will be integrated into the

daily lives of regulators, industry, and consumers.
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