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Abstract

Real-time rendering is a cornerstone of modern interactive applications, such as
virtual reality, gaming, and simulations, where high visual fidelity and low latency
are critical to user immersion. However, achieving these goals remains a signifi-
cant challenge due to the computational complexity of rendering techniques and the
limitations of existing methods. Traditional approaches often struggle to balance
performance and quality, particularly in scenarios requiring dynamic adaptation to
user attention or the rendering of complex geometries. These challenges are espe-
cially pronounced in foveated rendering, which aims to optimize resource allocation
by prioritizing high-quality rendering in the user’s focal region, and in sphere tracing
of Signed Distance Functions (SDFs), a technique used to render intricate implicit
surfaces. Current methods frequently suffer from visual artifacts, inefficient resource
utilization, and an inability to adapt to real-time demands, highlighting the need
for innovative solutions that bridge the gap between computational efficiency and

perceptual quality.

This doctoral dissertation presents innovative approaches designed to enhance
the efficiency of real-time rendering techniques, focusing on foveated rendering and
sphere tracing of Signed Distance Functions (SDFs). The research addresses the lim-
itations of existing rendering methods that rely heavily on low-level image features

and often suffer from artifacts, when optimizing computational resource allocation.

First, we present an emulated foveated path tracing framework that establishes
thresholds for imperceptible image manipulations based on user gaze. Our percep-
tual studies yield varying eccentricity thresholds for foveated performance, highlight-
ing the impact of experimental methodologies on user sensitivity to visual changes.
The results indicate potential computational complexity reductions of at least 2x -

3% in path tracing performance through foveated rendering methods.

Second, we introduce the Foveated Inverted Pyramid Rendering (FIPR) system,
which optimizes rendering quality based on user gaze. By employing a multi-scale
inverted pyramid structure, we leverage low-resolution renderings to incrementally

refine ray distances, dramatically reducing the overall ray step count and enabling



efficient rendering of complex scenes in virtual reality. Our method supports 16x
super-sample anti-aliasing, while maintaining imperceptible image quality transi-

tions, even in peripheral vision.

Lastly, we develop a novel rapid rendering pipeline for sphere tracing SDF's that
significantly reduces the overall ray step count using ultra-low resolution renderings,
while minimizing artifacts. By employing a single low-resolution buffer and scaling
SDFs within this buffer, our method ensures the visibility of small features while
enabling earlier ray termination for high-cost surface edges. This approach yields a
substantial performance improvement, achieving speedups exceeding 3x compared

to traditional methods.

Collectively, these contributions advance the field of real-time graphics rendering,
providing valuable insights into optimizing rendering techniques, while enhancing

the user experience in interactive applications, such as gaming and simulations.



ITepirndm

H oyedlaon ypopixdv oe mpaypotind yeovo (real-time rendering) omotehel évoy
oM TOUG BaCtX0Ug TUAMVES TGV GUYYPOVKY BLUDEAC TIXWY EQURUOY RV, OTWG 1) ELXOVLXN
mpaypotxdTnTa (virtual reality), to mouyvidio (gaming) xou ot mpocoyotdoelc (simu-
lations), 6mou 1 UM oty otéTnTa (visual fidelity) xou 1 younhh xaduotéenon
(low latency) etvan xploweg yia Ty euiidion tou yerotn (user immersion). Qot600,
1 €TUTELEN AVTOV TWV OTOYWY TUPAUUEVEL Uldl OTUAVTIXT TEOXANCT AOYw TNS UTOAOYLO-
TS TOAUTAOXOTNTAS TWV TEYVIXGY Tendering xaL 1oV TEQLOPIOUMY TWV UPLC THUEVKY
uedodwy. Ot Tapadoctaxés TEOCEYYIGES GLYVE BUGXOAEUOVTUL VO LGOPEOTIACOLY TNV
anédoon (performance) ot v motdTNTA, EWBXE 08 GEVApLA TOU omatToUV SUVaULXY
TPOCUEUOYT TNV TeocoyY| Tou yerfotn (user attention) ¥ v andédoon nohdmhoxwy

yYewueTplwy (complex geometries).

Autéc ol mpoxfioeic elvor Wwiitepa évtoveg oto foveated rendering, n omola oTo-
yeUeL vor BEATIOTOTOLOEL TNV XaTavouT| Twv tépwy (resource allocation) divovtog tpo-
tepondTnToL TNV LYNAY TodTTar oyEedioong oty neployy| eatioong Tou yenotn (focal
region), xadoe ot otov adyoptdud sphere tracing twv Signed Distance Functions
- SDFs, wa pédodo mou yenouylomoleiton yior TNV anddoor) TERITAOXMY UTOVOOUUEVGY
empoveldv (implicit surfaces). Ouv undpyovoeg pédodor cuyvd unogépouv amd om-
wxd artifacts, avomoteheopotiny yerion mopwv (inefficient resource utilization) xou
aBuVaiol TEOCUPUOY S OTIC AMAUTACELS TOU TparyaTixol Ypovou (real-time demands),
LTOYEUUMICOVTAG TNV avary X YLt XOUVOTOUEG AVOELS TTOU YEQUEWVOUY TO YAoUa UETAUL)
unohoyloTixAc amodotxdTnrag (computational efficiency) xou ovtiindne modtnrog

(perceptual quality).

Auth 7 Swter Topouctdlel xovoTOUES TEOCEYYIOE TOU €y0ouV OYeEdOoTEL Yia
VoL EVIGYUCOLY TNV amoB0TIXOTNTO TWV oAYORlIUWY YRUPIXWDY O TEAYHATIXO YEOVO,
AowBdvovtog umodn v avipwmvy 6poor oty mopaynyT exévey (foveated ren-
dering) xou tov alybprduo tyvnhdtnone ogoupwv (sphere tracing), yio empdveleg
mou meptypdpovTal amd Muvapthoelg Ilpoonuacuévne Andotaong (Signed Distance
Functions - SDFs). H épeuva avtipetwniler toug meploplopolc TV UL TIUEVKY

ueddowy anddoong mou PaciCovial o yeydho Podud o yopuxTNEICTIXG amd EIXOVES



YOUNAY) ovdAuoTG X oLy VA uTtogépouy amd artifacts dtav yivetar Bedtiotonoinon tng

AATAVOUNAS TOV UTOAOYIOTIXWY TOPWY UE Bdon Tnv avipntivy dpaoT.

Apyixd, mapouctdlouye €va e£oUolwTh amédoong Yo Tov ahyopdud path-tracing pe
Bdon v avdpdnivn dpaon (emulated foveated path tracing) mou xodopilet 6pta ota
omola ta artifacts mou mopdyovton elvon un avtnmtd and tov yeRotn. O yetproelc
TOU TEUYUAUTOTOWUNUAY GTOUG YPHOTES ATOPEQOUV DLUPORETIXG OPLAL EXXEVTPOTNTOC
yioe TNV amédooT Ye Bdon Ty 6paot), UToYeouuiCovTag TNV ENIBEUOT) TV TELUUATIXGDY
uedodohoyldv otny evatoincio Twv yenotwy oTic onTixég ahhayéc. To arotehéoyata
UTOOELXVOOLY TWHAVES UELWOELS TNG UTOAOYLOTIXNAG TOAUTAOXOTNTAS TOUAdYloTOV 2X-3X

otov alyoprlud path-tracing ue Bdon v aviponivn 6pao).

YNy ouvéyela, Tpotelvoupe €va cUoTNUA amodoong Yeapwwy Foveated Inverted
Pyramid Rendering, to onolo dapoponotel Ty motoTnTa Tng ToUpayOUEVNS EXOVAS UE
Bdomn mol eoTdlel o yprotng oty 006V, XenNoUIOTOWVTS Uil SOUY| AVECTROUUEVNC
TuEo{BAC TOAAUTATC Xhipoxas, a€lOTOLOVUE ATOBOCELS (renderings) YOUNAAG avdAvong
YLt Vo BEATUOCOVUE GTOBLXE TIG ATOC TUOELS TWVY OXTIVMYV, UELWVOVTIS DPAUUITIXG TOV
GLUVOALXS PV BNUATEY TOU TEAYHATOTOLOUY Ol UXTIVEC X0t ETUTPETOVTAS TNV OTOTE-
AeopaTIxt| am6d00T) COVIETWY OXNVOY GTNY EXOVIXY| TeoyaTixotnTe. H uédoddc poc
€yEL TNV duvatoTNTA Yot TNV Yeron anti-aliasing éw¢ 16 delyuoto avd pixel diotnewmv-
TG UPNAG pudud maporywyhS EXOVOC EVERYOTOLOVTAS To anti-aliasing oe cuyxelueveg
TEPLOYES TNG EWOVOG, EVG Blatneel avenaio¥nTeg UeTABAoELC TOLOTNTUS EXOVIG 0XoUN

X0l OTNY TEPLPERELAXT| OPUTT).

Téhog, avanticooupe Wi Ve Yeryopr dladxacta Yot THY LY VNALTNOT GQOLE®Y Yid
SDF's mou petver onuovTind Tov GUVORXOG aptluod BNUdT®Y TV oXTVWY YENOHOTOW)Y-
ToG EOVES eCAPETIXG YoUNATC avdAluong Tou TapdyovTon Ye Bdon TNV LyvnAdTtnon
oQaleny, eve ehaytotomolel Ta artifacts. Xpnowonowdvtag éva povo buffer youn-
Mg avdivong xon xhaxovoviag T SDFs péoa oe autéd to buffer, n uédodde pog
Ol Qah{CEl TNV 0pAUTOTATA ULXPOY YOQUXTNPIC TIXWY EVE) ETUTEENEL TOV TEQUATIOUO
e Sadixaciog aviyveuong opop®y 6Tay AUTEC TEQVAVE XOVTE amd TIC YWVIEC TwV
emaveldy.  Auth 1 Tpoogyylon amo@épel Wi onuavTiny BeAtinon oty anédoor),
ETUTUYYAVOVTAC ETTOYUVOELC Tou EEMEPVOUY TO 3X O GUYXQIOT UE TIC TOQUOOCLAXES

uedod0uC.

LUAOYIE, AUTEC OL GUVELGPORES TEOWVOUY TOV TOEN TNG ATOBOOTNG YRUPIXWY OF
TRUYUOTIXO YPOVO, TOREYOVTAS TOAUTIIES YVWOELS Yo TN BEATIOTOTOINOT TV TEYVIXOY
amOB0oTG EVEM PEATIOVOLY TNV EUTELRiol TOU YPHOTN O BLUOPUOTIXES EPUOUOYES OTILC

ToL Towy VIBLOL X0l Ol TTROGOUOLWCELS.
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Chapter 1
Introduction

The challenges in real-time rendering arise from the limitations of existing ren-
dering techniques, particularly in the context of foveated rendering [/] and sphere
tracing [5] of Signed Distance Fields (SDFs). Current methods often fall short in
efficiently predicting user gaze and managing computational resources effectively,
primarily because they rely heavily on low-level image features such as luminance
and contrast [0] without adequately considering the high-level contextual factors that
influence visual attention like edges. This oversight results in a failure to optimize
rendering in non-attended scene regions, consequently diminishing the potential for

enhanced performance in applications such as gaming and simulations.

This dissertation addresses these issues by presenting three innovative approaches
aimed at refining rendering methodologies. The first approach introduces a percep-
tual sandbox that emulates foveated path tracing techniques to establish thresholds
for imperceptible quality reductions based on eccentricity angles. The second es-
tablishes an Inverted Pyramid Rendering pipeline for sphere tracing to dynamically
adjust rendering quality according to user gaze, effectively balancing performance
and visual fidelity. Lastly, the third approach employs SDF scaling and early ray
termination techniques to significantly reduce computational steps while preserving
detail. Through these contributions, we aim to enhance user experience in interac-

tive environments by developing advanced, context-aware rendering solutions.

This chapter provides detailed motivation in addition to a description of our novel

contributions. We also describe the structure of this thesis.
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Chapter 1. Introduction 1.1. Problem Statement

1.1 Problem Statement

Despite the advancements in rendering technology, current methods that utilize
foveated rendering [1, 7] or sphere tracing techniques [3, 9, 10] still struggle with
significant limitations. Traditional foveated rendering methods aim to optimize per-
formance by delivering higher quality in regions of interest while lowering the quality
of peripheral areas. However, the effectiveness of these methods is undermined by
several prevalent issues. In particular, visual artifacts such as aliasing [1], blurri-
ness [11], and distortion may arise in regions where the level of detail is decreased.
These artifacts can severely detract from the immersive experience users expect,
particularly in interactive environments where precision and realism are paramount.
Moreover, existing foveated rendering techniques often require complex calibration

processes that can complicate implementation in dynamic scenarios [12].

The core challenge with foveated rendering lies in rendering the areas of the
screen that correspond to the periphery of our vision at the lowest possible qual-
ity while avoiding a break in user immersion due to this reduced rendering quality.
Most existing foveation models rely on linear approximations [13] of visual acuity
to describe the decline in visual acuity as we move from the fovea to peripheral vi-
sion. Additionally, while some foveated methods utilize higher-level salience factors,
such as luminance [0], to develop their models, they often fail to account for scene
geometries where peripheral vision remains sensitive [14], resulting in suboptimal

rendering and subsequent inaccuracies in quality.

On the other hand, sphere tracing—a technique often employed for rendering
complex geometries defined by SDFs—faces its own significant challenges related
to computational efficiency. While sphere tracing offers a systematic method for
rendering implicit surfaces, it inherently demands high computational resources,
especially when approaching sharp boundaries in complex scenes [5, 15]. The com-
putational cost skyrockets as the rays must adaptively reduce their step sizes for
accurate convergence near edges, resulting in extended processing times that can
exceed the requirements for real-time rendering applications. Unlike popular ren-
dering paradigms such as ray tracing, which benefits from specialized hardware ac-
celeration, sphere tracing remains under-optimized within most GPU architectures,

leading to persistent inefficiencies during rendering operations [10].

The existing sphere tracing techniques often introduce a trade-off between ren-
dering quality and performance, with many methods implementing dynamic step
size adjustments [3, 10] or approximate bounds for surfaces [9] approaches to allevi-
ate the computational burden. However, these methods frequently rely on heuristics

that may not be well suited to all rendering scenarios, resulting in inconsistent per-
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formance and an inability to handle dynamic scene changes effectively. Additionally,
the reliance on predetermined scene parameters can limit the flexibility necessary for
interactive applications where real-time decisions about rendering depth and quality

must be made.

There is an increasing demand for rendering systems that can operate within the
constraints of real-time performance [17] while still delivering visually compelling
images capable of engaging users in immersive experiences. Many current rendering
techniques either compromise quality in peripheral areas in a way that is visually
jarring or require extensive manual configuration that detracts from their usability
in dynamic applications. As user expectations for graphic fidelity and interactivity
rise, the necessity for novel approaches that efficiently utilize the perceptual char-
acteristics of human vision alongside advanced computational techniques becomes

increasingly critical.

In this context, the challenges of implementing effective foveated rendering tech-
niques and optimizing sphere tracing performance present a significant barrier to
achieving high-quality, immersive, and interactive graphics. This dissertation aims
to address these critical challenges through innovative solutions that integrate per-
ceptually informed strategies with advanced rendering methodologies, providing sig-
nificant advancements in rendering capabilities while meeting the demands of mod-

ern applications.

1.2 Contributions

This thesis presents novel contributions to the field of foveated rendering, specif-
ically through the development of advanced techniques that leverage human visual
perception to enhance rendering efficiency and quality. The specific contributions

of this research include:

e Foveated Path Tracing Framework: We introduce an emulated foveated
path tracer that adjusts rendering parameters based on eccentricity, deter-
mining thresholds for imperceptible foveated path tracing. By employing gaze
tracking, we can selectively blend pre-rendered content, while maintaining vi-

sual fidelity in the critical foveal zone.

e Inverted Pyramid Rendering System: We develop a multi-resolution
sphere tracing pipeline that utilizes an inverted pyramid framework to op-
timize ray tracing efficiency. This method intelligently masks edges based on
depth information and eye tracking, ensuring that salient details remain per-

ceptually accurate without incurring unnecessary computational costs for the
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Chapter 1. Introduction 1.3. Thesis Structure

non-salient regions of the scene.

e Efficient SDF Scaling and Early Ray Termination: We introduces a
rapid rendering pipeline for sphere tracing SDFs that incorporates a scaling
technique to enhance surface visibility. By terminating ray tracing prematurely
when nearing high-cost edges, we achieve substantial reductions in computa-
tional steps and rendering artifacts, providing a performance improvement

over existing state-of-the-art methods.

Through these contributions, this thesis aims to advance the field of real-time
rendering, addressing critical challenges and enhancing the feasibility of rendering

complex scenes with high visual fidelity.

1.3 Thesis Structure

This thesis is organized into seven chapters, each focusing on a different aspect

of the research conducted. The structure is as follows:

e Chapter 1: Introduction
This chapter introduces the research topic, outlines the motivation behind the
study, and presents the objectives, research questions, and significance of the

work.

e Chapter 2: Related Work
In this chapter, we review the relevant literature that informs our study. We
begin with an overview of the human eye and its functionality. Further sec-
tions delve into concepts such as Signed Distance Functions (SDF), various
ray-casting techniques (including ray tracing and sphere tracing), and the
fundamentals of foveated rendering. This chapter establishes the context for

our work and identifies gaps that our research aims to address.

e Chapter 3: Overview of Unity Game Engine
This chapter provides an overview of the Unity Game Engine, which is uti-
lized for implementing the rendering techniques explored in this study. Topics
include scripting with C#, the integration of eye and head tracking systems,

and the use of compute shaders for advanced rendering tasks.

e Chapter 4: Emulated Path Tracing
Here, we present the development of an emulated foveated path tracer. This
chapter details the implementation process, discusses the perceptual study
conducted to evaluate the effectiveness of the approach, and presents the re-

sults and discussions related to visual fidelity and computational complexity.
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e Chapter 5: An Inverted Pyramid Acceleration Structure Guiding Foveated
Sphere Tracing for Implicit Surfaces in VR
This chapter introduces a novel inverted pyramid rendering system designed to
optimize sphere tracing for signed distance functions. We describe the imple-
mentation details and present a perceptual study to evaluate the performance
and visual quality of our approach, along with the results and discussions on

its implications for VR environments.

e Chapter 6: Skipping Spheres: SDF Scaling & Early Ray Termination for Fast
Sphere Tracing
In this chapter, we explore rapid rendering techniques for sphere tracing by
implementing SDF scaling and early ray termination strategies. We detail
our evaluation methodology, present visual fidelity assessments, performance
evaluations, and an ablation study, highlighting the strengths and advances of

our proposed techniques.

e Chapter 7: Conclusion, Limitations, and Future Work
The final chapter summarizes the key findings of the research, discusses its
limitations, and proposes directions for future work that can build on the

contributions made in this thesis.

By structuring the thesis in this manner, we aim to guide the reader through
the complexities of foveated rendering techniques and their application in real-time
rendering systems, providing a comprehensive understanding of both the theoretical

and practical aspects of the research.
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Chapter 2

Related Work

In this section, we include an overview of eye physiology, ray-casting algorithms
and analyze past research in foveated rendering for rasterization, ray-tracing video

streaming and optimizations for sphere-tracing.

2.1 Human Eye

The visual system is a crucial human factor in designing VR hardware and soft-
ware. The eye, one of the body’s most complex organs, adapts to changing lighting
conditions and focuses light rays from various distances. Light is converted into

impulses and transmitted to the brain, where an image is perceived.

2.1.1 Anatomy of the Eye

Understanding eye tracking requires knowledge of the eye’s anatomy, components,
and operation. The eye has three layers, enclosing three transparent structures [15].
The outermost layer, the fibrous tunic, consists of the cornea and sclera. The middle
layer, the vascular tunic or uvea, includes the choroid, ciliary body, and iris. The
innermost layer is the retina, receiving circulation from the choroid and retinal

vessels, visible through an ophthalmoscope.

Within these layers are the aqueous humor, the vitreous body, and the flexible
lens. The aqueous humor is a clear fluid contained in the anterior chamber between
the cornea and iris, and the posterior chamber between the iris and lens. The lens
is suspended by the suspensory ligament (zonule), made of fine transparent fibers.
The vitreous body, a clear jelly larger than the aqueous humor, is present behind

the lens and bordered by the sclera, zonule, and lens, connected via the pupil.

The cornea is the transparent, outer "window” and primary focusing element of
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the eye. Its outer layer, the epithelium, protects the eye and consists of transparent
cells capable of quick regeneration. The inner layers of the cornea, also transparent,
allow light to pass through. The pupil, the dark opening in the center of the colored
iris, controls light entry. The iris functions like a camera’s iris, adjusting the amount
of light entering through the pupil. The lens, located immediately behind the iris,
finely focuses light rays on the retina. In people under 40, the lens is soft and pliable,
allowing fine focusing at various distances. For those over 40, the lens becomes less
pliable, making near focus difficult, a condition known as presbyopia. The retina,
lining the back of the eye, contains photoreceptor cells. These cells react to light
and send impulses to the brain via the optic nerve, where the brain processes the

signals into an image.

2.1.2 Foveal and Peripheral Vision

The photosensitive retina contains two types of photoreceptors: approximately
6 million cones, which enable color and high-resolution vision, and about 20 times
as many rods, which support monochromatic peripheral vision. The fovea, located
in the center of the retina’s posterior portion, measures 1.5 mm in diameter and

corresponds to 5.2° of the visual field, consisting entirely of cones.

Foveal vision is defined as the central 1.5-2° of the visual field [19]. Eccentricity
refers to the angular distance from the center of the visual field, and cone density
decreases with increasing eccentricities. Surrounding the fovea are the parafovea
and the perifovea. The parafovea has an outer diameter of 2.5 mm, covering around
5.2° to 9° of the visual field, while the perifovea extends from 9° to 17°. Vision
outside the fovea is called peripheral or indirect vision [20]. The highest density of
rods is approximately 15-20° around the fovea. The fovea, the central part of the

retina, is responsible for the clearest vision and sharpest color and detail.

Visual acuity, the clarity of vision, depends not only on optical factors but also
on neural factors such as the ability to form a sharp retinal image, the health of
the retinal function, and the brain’s interpretation of visual stimuli. Visual acuity
drops significantly outside the small foveal region that generates a high-resolution
image. Acuity decreases rapidly with increasing eccentricity, following an inverse-
linear decline, similar to a hyperbola [19]. At an eccentricity of 6°, visual acuity is

already reduced by 75.

Furthermore, specific neurons sensitive to edges reside in the visual cortex [14].
Visual contrast sensitivity drives visual edge detection and provides insight into
multi-channel spatial frequency selection of the visual system. We propose a foveated

model that exploits the degraded visual acuity of the HVS in the periphery, while
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retaining the high-cost but perceptually significant edge information, when rendering
SDFs.

2.1.3 Vision Types

There are two types of vision, binocular and monocular vision [21]. Binocular is
the vision in which both eyes are used together and on the other hand, monocular

vision, is the vision in which each eye is used separately.
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Figure 2.1: Binocular vs. Monocular Vision [95]

Stereopsis is used to refer to the perception of depth and 3-dimensional structure
obtained on the basis of visual information deriving from two eyes by individuals with
normally developed binocular vision [22]. Binocular vision results in two slightly
different images projected to the retinas of the eyes because of the different lateral
positions the eyes are located on the head. These positional differences are referred
as binocular disparities. These disparities are processed by the brain to yield depth
perception. While binocular disparities are naturally present when viewing a real 3-
dimensional scene with two eyes, they can also be simulated by artificially presenting

two different images separately to each eye using the method of stereoscopy.

On the other hand using the eyes separately, monocular vision, the FOV is in-
creased while depth perception is limited. Monocular vision implies that only one
eye is receiving optical information, the other one is closed. The perception of depth
and 3-dimensional structure is, however, possible with information visible from one
eye alone, such as differences in object size and motion parallax (differences in the
object over time with observer movement), though the impression of depth in these
cases is often not as vivid as the obtained from binocular disparities. Therefore, the
term stereopsis can refer specifically to the unique impression of depth associated

with binocular vision; what is colloquially referred to as “seeing in 3D”.
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Figure 2.2: Perception of a plane object in monocular vision

In this thesis, the two displays of our Head mount display (HMD) must render the
same image but with minor differences in order to create the stereopsis phenomenon
and provide the user with the illusion that there is depth in our 3D environment. To
create the stereopsis phenomenon, we placed two virtual cameras, one for each eye,
in the virtual environment with a short distance between them based on the average
IPD. Also, our Foveated sphere tracing system creates two inverse pyramid structure
one for each eye to create the stereopsis phenomenon which enable to speed up the

rendering process.

2.1.4 Eye Movement and Control

As eye movement, both voluntary and involuntary, refers to the movements of the
eyes that help in acquiring, fixating, and tracking visual stimuli [23]. The human
eye has numerous parts that must be controlled. Below, there will be a simple
reference of the most major types of eye movements, and only the most commonly
used in this thesis will be described. The main types of eye movements are saccades,
pursuit, smooth, blinking, and compensatory. The main measurements used in eye-
tracking research are fixations and saccades. In this thesis, we are interested in the
eye fixations observed on the head-mounted display to render images for each eye
based on the fixation point. We also investigate whether saccadic movements alert

the user to the drop in quality produced by our foveated rendering system.

A saccade is a rapid eye movement, a jump, which is usually conjugate and
under voluntary control but ballistic; once they are initiated, the path of motion
and destination cannot be changed . It takes about 100 to 300 milliseconds to
initiate a saccade, from the time a stimulus is presented until the eye starts moving,
and another 30 to 120 milliseconds to complete the saccade. The purpose of these
movements is to bring images of particular areas of the visual world onto the fovea.

Saccades are therefore a major instrument of selective visual attention . It is often
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convenient to consider that a saccadic eye movement always occurs in a straight line

and that we do not ‘see’ during these movements.

Fixation is the moment, averaging 218 milliseconds, when the eyes are relatively
stationary between saccades, taking in or encoding information. Fixation duration
provides an index of the speed with which information is processed. Increasing
fixation duration is associated with tasks requiring more detailed visual analysis.
The frequency of fixations often serves as a measure of sampling quantity. They can
reveal the amount of processing being applied to objects; therefore, studying them

can tell us about the complexity or salience of an object in an interface.

In this thesis, we present a foveated sphere tracing rendering technique that
utilizes the eye tracker of the HTC Vive to monitor the user’s gaze on the head-
mounted display. We render images according to the user’s fixation point, providing
the highest possible quality at that point and in the surrounding area. As we move
away from the fixation point, the rendering quality decreases. Our perceptual study
demonstrates that our system can produce images with lower quality in areas away
from the fixation point without the user perceiving a noticeable drop in quality, even

during saccadic eye movements.

2.1.5 Perception in an Immersive Virtual Environment

Perception of our immediate environment is not based on what we actually see
or what is there. It is based upon little actual sensory information and is for the
most part illusory. Theoretically everything we ‘see’ around us exist as a model in

our minds. We rely upon our perceptive system so much that it enables us to be
fooled.

When immersed in a Virtual Environment (VE) our compelling senses are pre-
sented with an alternative view of our local environment whilst the real world is
shut out [24]. Our perceptual system is trained over many years to recognize our
everyday reality, thus has no experience to distinguish it from the VR. An immersive
virtual environment (IVE) simply provides cues that are a sufficient match for our
inner conceptual models of what it is to be in an environment. For instance, stage
magicians rely upon this fact by providing basic cues that purposely misinform our
perceptual system and leave us wondering how we have apparently jumped from one
world-state to another. Just as when we see an illusion and are able to accept the
perhaps ‘odd’ perspective that is implied, when we view an IVE we can accept the

virtual world perspective implied over the real world.

In this thesis, we aim to render a 3D environment with parameters that align
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with the human eye’s visual model, maintaining high immersion while maximizing
performance by lowering quality in regions that correspond to peripheral vision. By
combining path tracing for realistic rendering with foveated rendering, we optimize
the process by reducing image resolution in areas where the eye cannot discern
fine details. Additionally, we propose foveated methods for sphere tracing, where
quality of rendering is dynamically adjusted based on user gaze fixation within the
HMD, further enhancing efficiency in less perceptually critical regions and overall

improving rendering performance.

2.2 Singed Distance Functions

Figure 2.3: Visualization of a Circle Signed Distance Function (SDF) 2D [I] where
the blue region represents the interior space, the orange region signifies the exterior
space, and the black boundary illustrates the surface of the circle.

In computer graphics, scene representation serves as the foundational framework
for defining and organizing the elements that constitute a virtual environment. It
encompasses the spatial, geometric, and semantic structures required to model ob-
jects, lighting, textures, and interactions within a digital scene. Effective scene
representation is critical for rendering realistic images, enabling efficient computa-
tional processing, and supporting advanced techniques such as ray tracing, global
illumination, and real-time simulations. This subsection explores the key method-
ologies and data structures employed in scene representation, highlighting their roles
in bridging the gap between abstract mathematical models and visually compelling

graphical outputs. By understanding these principles, we can better appreciate the
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underlying mechanisms that drive the creation of immersive and interactive virtual

worlds.

Signed Distance Functions (SDFs) are mathematical representations primarily
used in computer graphics to describe geometric shapes. They determine the dis-
tance from a point in space to the closest point on the surface of the shape, with the
sign indicating whether the point is inside or outside the shape. Mathematically, for
a point p in space and a shape with surface defined by S(x) = 0, where x is a point
on the surface, the signed distance function is given by d(p) = sign(S(p))[|S(p)||,
where || - || denotes the Euclidean norm [25]. Functions of this type enable shape
manipulation and rendering, resulting in efficient algorithms for tasks such as ray
tracing, sphere tracing, and collision detection in computer graphics [26, 27]. SDFs
are also used to manually or procedurally generate content [28] due to their effi-
cient memory utilization. Examples include procedural displacement mapping tools
[29], artistic rendering [1], or fully connected neural networks learning from multiple

images [30, 31, 32] to estimate surfaces in those images.

Among the various techniques for surface representation, SDFs offer a powerful
and versatile approach for defining analytic implicit surfaces. SDF's represent a sur-
face implicitly by defining a continuous scalar field that specifies the shortest distance
from any point in space to the surface, with the sign indicating whether the point
lies inside (negative) or outside (positive) the volume. This representation provides
several advantages. First, SDF's enable precise and smooth surface definitions, mak-
ing them particularly well-suited for modeling complex geometries with high fidelity.
Second, they facilitate efficient geometric operations, such as Boolean combinations,
blending, and deformations, due to their mathematical properties. Third, SDF's are
inherently resolution-independent, allowing for scalable representations that avoid
the artifacts often associated with discrete mesh-based models. Additionally, SDFs
are computationally efficient for ray marching and collision detection, making them
highly suitable for real-time applications. By leveraging these strengths, SDF-based
scene representations have become a cornerstone in modern computer graphics, en-

abling advanced techniques in rendering, animation, and physical simulation.

In addition to SDF's, other techniques for surface representation include polygo-
nal meshes, parametric surfaces, and voxel-based representations. Polygonal meshes,
composed of vertices, edges, and faces, are widely used due to their simplicity and
compatibility with rendering pipelines. However, they often struggle to represent
smooth surfaces accurately without excessive polygon counts, leading to increased
memory and computational costs. Parametric surfaces, such as NURBS (Non-
Uniform Rational B-Splines), provide smooth and precise representations but can

be computationally intensive to evaluate and manipulate. Voxel-based representa-
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tions discretize space into a grid of volumetric elements, which are useful for certain
applications like medical imaging or fluid simulations but can suffer from resolution

limitations and memory inefficiencies when representing fine details.

Given these trade-offs, SDF's stand out as a compelling choice for scene represen-
tation due to their unique combination of precision, flexibility, and computational ef-
ficiency. Their ability to define smooth, resolution-independent surfaces makes them
ideal for applications requiring high-quality geometry, such as procedural modeling,
real-time rendering, and physical simulations. Furthermore, SDFs support efficient
geometric operations and are well-suited for modern techniques like ray marching,
making them a natural fit for both offline and real-time graphics pipelines. By
choosing SDF's, we leverage their mathematical elegance and practical advantages
to create robust and scalable representations that bridge the gap between abstract

modeling and visually compelling virtual environments.

2.2.1 3D Shapes - Signed Distance Function

Figure 2.4: Visualization of singed distance function primitives [1].

Signed Distance Functions (SDFs) as mention above are mathematical descrip-
tions that provide the shortest distance from a point to a surface. Here, we describe
various 3D shapes using SDFs, as seen in figure 2.4. Each shape has its unique
SDF, which can be used in rendering and ray-marching algorithms to create com-
plex scenes. Below is the mathematical representation of signed distance functions

of various primitives shapes.

The function Plane(p,n, h) calculates the signed distance from a point p to the
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surface of a plane defined by its normal vector n and distance from the origin A in

3D space. The main parts of the equation are:

Primitive Plane (]5, ﬁ, h) = ]5 ‘n+h

1. p-n: This part calculates the dot product of the point p and the normal vector

n:
n, which show if the ray at point p is parallel or perpendicular to the plane.

2. p-n—+ h: This part adds the distance h to the dot product result and control
the height of the plane. It represents the signed distance from the point p to
the plane.

The equation Sphere(p, s) calculates the signed distance from a point p to the surface
of a sphere with radius s centered at the origin in 3D space by calculating the
euclidean distance between the center of the world and the current position of the

ray and then subtract from the calculate distance the radius of the sphere.

Primitive Sphere(ﬁv S) - ||2§||2 -

The function Box(§) calculates the signed distance from a point p to the surface of

a box defined by its half extents b in 3D space.The main parts of the equation are:

Primitive pox(G) = ||max(g, 0)||2 + min(max(q,, max(g,,q.)),0)

1. (@) is a vector that generally comprises the distances in the x, y, and z dimen-
sions. This means we are subtracting the half extent of the box along each

axis from the absolute position of the point.

2. ||max(q,0)||]2: This part takes the maximum of each component of (¢) with
zero, effectively ignoring any negative distances (those indicating that the
point is inside the box). It then computes the Euclidean norm (or length) of

this resultant vector.

3. min(max(g,, max(gy,q.)),0): This takes the maximum value among (g,), (gy),
and (¢.) and then compares it to zero. The minimum function ensures that
if the maximum value is positive (the point is outside the box), this will con-
tribute a non-positive value (zero or negative) to the overall distance. There-

fore, if the point extends beyond the box surface, it adds a negative value
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indicating how far it goes outside the box.

The function RoundBox(p, I;, r) calculates the signed distance from a point p to the
surface of a rounded box defined by its half extents b and the radius r of the rounded

corners in 3D space. It is similar to the Box function but with rounded corners.

(j(ﬁa ZA),T) = |ﬁnew| - [;_’_r;

Primitive roundBox (¢, 7) = ||max (g, 0)||2 + min(max(q,, max(gy,q.)),0.0) — r

The function BoxFrame(-) calculates the signed distance from a point p to the surface
of a box frame defined by its half extents b and the frame thickness e in 3D space.

It is similar to the Box function but with a frame around the box.

q(p,b,r) = p+e|l —¢

After we calculate the three different boxes, as shown below, to build the BoxFrame

shape.

De
di(q4,p,b,7) = |[maz( |q,| ,0) + min(max(p,, max(gy, g.)), 0.0)||2;

q: |

e
da(q,p,b,7) = |[max(|p, | ,0) + min(max(g.,, max(py, ¢.)), 0.0)||2;

q:

0z
ds(q,p,b,r) = |[max(|p, | ,0) + min(max(g., max(g,, p.)), 0.0)||2;

Pz

The BoxFrame signed distance function then is calculated by combining three

boxes using the union operator to create the BoxFrame shape.

31



Chapter 2. Related Work 2.2. Singed Distance Functions

Primitive poxprame(d1, da, d3) = min(dy, da, d3);

In this thesis, we present a brief introduction to 3D shapes represented by signed
distance functions (SDFs); for a more comprehensive exploration of shapes, please
refer to [1]. SDFs offer precise distance calculations for a variety of 3D shapes,
making them indispensable tools in computer graphics for crafting detailed and
accurate 3D models and scenes. By combining these functions, we can efficiently
model complex shapes and objects, allowing us to evaluate the performance of our

methods under various conditions.

2.2.2 Operations

(a) Union (b) Subtraction (¢) Scaling of (b)

Figure 2.5: Useful operations for handling / combining SDFs ([1])

To create a 3D scene, each object is represented by a single or more SDF's or by
combining SDF's using operators. For example, equation 2.2.1 describes a sphere. By
combining primitives defined by a Signed Distance Function (SDF) (primitive(p)),
such as mention on section 2.2.1, using the union or subtraction operators (Figure

2.5), we can create more complex shapes.

The union operation takes the calculated distance of two SDFs and chooses the
minimum distance as seen in the following equation, to combine two objects into

one (Figure 2.5a):

Union(p, - --) = min(primitives;(p, - - - ), primitivess(p,- -+ ))

where p is the current ray position in the world. Similarly, the subtraction
operation takes the two distances but instead inverts the sign of the distance (i.e.,

object) we want to remove from the other SDF as seen in the following equation:
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Subtraction(p, - - - ) = max(primitivesy(p, - - - ), —primitivess(p, -+ ))

Using the subtraction operation, we can remove parts of the implicit surface (Fig-
ure 2.5b). Another common operation when creating a 3D environment is surface
scaling to adjust the size of objects. To scale an SDF, we can compress the space
where the surface exists. Distance estimation is then performed in the scaled space
and finally we multiply the result with the scale value to rescale the space as seen

in equation 2.2.2:

Scale(p) = primitives(p/s) X s

where s is the scaling factor applied in the signed distance functions (Figure 2.5¢).

Figure 2.6: Shapes produced using revolve or extrude operation ([1]).

The list above is not exhaustive; a simple SDF can easily describe many other
shapes. One effective method is to take any 2D SDF and either revolve or extrude
it, as seen in figure 2.6. This method is straightforward and has the advantage that
if the 2D SDF we start with is exact, the resulting 3D volume will also be exact.
This is beneficial for a couple of reasons: first, creating a shape through 3D boolean
operations of basic forms does not produce an exact SDF, whereas revolving or
extruding a 2D shape does. Secondly, 3D boolean operations generate suboptimal

code since they do not reuse common expressions across primitives. Thus, using
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revolution or extrusion of 2D shapes produces the correct SDF and is also faster to

compute.

Revolution is expressed as follow:
q(p,0) = /3 +pZ—0

qx
ﬁrevolution (Cj) = |4y
Dy

ReVOIUtion(ﬁrevolutiona 0) = primitive(prevolution)

Extrusion is expressed as follow:

d = primitive,p(§)

d
v(d,p,h) =
ot e ) [|pz|—h]

[(w) = [[ max(w, 0)][2
Extrusion(w, ) = min(max(w,, wy), 0.0) 41

It’s also possible to create new types of 3D primitives from existing 3D primitives.

Here are some examples:
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Figure 2.7: Shapes produced using Elongating operation ([1])

Elongating is a useful technique to construct new shapes. It essentially splits a
primitive into parts, moves them apart, and connects them, as seen in figure 2.7.
This operation preserves distances perfectly, without introducing any artifacts in

the SDF'. Some basic primitives, like the Capsule primitive, use this technique.

p.x — max(min(p.z, —h), h)
q(p,h) = |p.z — max(min(p.z,—h), h)
p.z — max(min(p.z, —h), h)

Elongate(q) = primitive(q)
The second function ensures exact interior distances even for 2D and 3D elonga-
tions.

Rounding a shape involves subtracting a distance, as seen in figure 2.8, effectively
changing the isosurface. This technique can be applied to various shapes such as
cones or hexagons. If preserving the overall volume is necessary, the source primitive

can be shrunk by the same amount being rounded.

Round(p,r) = primitives(p) — r

To carve interiors or give thickness to primitives without performing expensive

boolean operations or distorting the distance field, you can use ”onioning”. This
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Figure 2.8: Primitive shapes where rounding has been applied ([1]).

Figure 2.9: Carve interiors to shapes using the ”onioning” operation ([1]).

method can create concentric layers in your SDF, as seen in figure 2.9.

[Pz |
q(p) = | |py|
|pZ‘

opOnion(q, thickness) = primitives(q) — thickness
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Blending primitives is a powerful tool that allows for constructing complex and
organic shapes without the geometric seams produced by normal boolean opera-
tions. The basic smooth operations replace the ‘min()‘ and ‘max()‘ functions used
in ‘opUnion‘, ‘opSubtraction‘, and ‘oplIntersection‘ with smooth versions. The pa-
rameter k defines the size of the smooth transition between the two primitives (d;
is the first SDF and ds is second SDF).

The smooth Union operator is calculated as followed:

(dy + dy)

h(dy,dy, k) = max(min(0.5 — 0.5 X ’

,1),0)

SmUn(dl,dg,k’,h) = d2 X h + (1 —h) X dl —kx hx (10—h)
The smooth Subtraction operator is calculated as followed:

(dy + dy)

h(dy,ds, k) = max(min(0.5 — 0.5 X k

,1),0)

SmSub(dy, ds, k,h) = dy x h+ (1 +d1) +k x h x (1.0 — h)

The smooth Intersection operator is calculated as followed:

(dy — d)

h(dy,ds, k) = max(min(0.5 — 0.5 X ’

,1),0)

Sm[n(dl,dg,k,h):dgXh+(1—h)xd1+kxhx(10—h)

Placing primitives in different locations and orientations in space is fundamental
in designing SDFs. While rotations, uniform scaling, and translations are exact
operations, non-uniform scaling distorts the Euclidean space and can only be bound.

Therefore, it is not included here.

Since rotations and translations do not compress or dilate space, all we need to do
is transform the point being sampled with the inverse of the transformation matrix

used to place an object in the scene (position and orientation of object):

opTx = primitive(Tran formation’ x p);

Creating multiple copies of the same object can be done easily at no memory or
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performance cost by making the SDF function itself symmetric or periodic, resulting

in automatic instancing in constant time.

Symmetry is useful because many things around us are symmetric. By using the
absolute value of the domain coordinates before evaluation, one can model only part

of the desired shape and duplicate it automatically.

‘px|
4(P) = | py

SymX (q,) = primitive(q,)

|Pa|
Qo= (]3) = | Dy
|p2‘

SymX Z(q.,) = primitive(q,.,)
Domain repetition allows creating unlimited copies of a primitives with a single

singed distance function evaluation:

Repetition(p) = primitive(p — s X (E +0.5))
s

2.2.3 Deformations and Distortions

Deformations and distortions modify the distance function ( d ) of a shape defined

by a Signed Distance Function (SDF) (primitive(p)).

Given a displacement function (displacement(p)), the new distance can be ex-

pressed as:

Displaced(p) = dy + ds

Where:

(dy = primitive(p)) is the original SDF and (d; = displacement(p)) is the dis-
placement applied to each point ( p ).

The twist operation can be represented as transforming the coordinates of a
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point using rotation defined by angle ( k ) around the y-axis. The transformation

is expressed as:

c(p) = cos(k - py)

M1 X Pe+ M1 X P,
4(p,m) = | Moy X py + Mmoo X p.

Dy
opTwist(q) = primitive(q)

In this thesis, our scenes use these operations to create complex worlds by repeat-
ing specific SDF's or combining two or multiple primitive SDF's to one. By mastering
these operations, you can build a wide variety of complex and organic shapes in an
efficient and mathematically sound manner something that would being time con-
suming using a triangle mesh representation for the virtual environment and would

require millions of triangle which will increase the rendering time.

2.3 Ray-Tracing

Direct imaging algorithms, such as rasterization, work by projecting a 3D model
onto a 2D screen and filling the image register with colors. These algorithms syn-
thesize images by mapping data from the 3D environment into 2D space, utilizing

the z-buffer algorithm to manage hidden surface removal directly on the screen.

In contrast, ray tracing is a versatile and comprehensive method that generates
images by tracing rays from the camera’s viewpoint through each pixel, interacting
with the 3D scene as they do so. When a ray intersects an object’s surface, it
may absorb, reflect, refract, or diffuse light based on the material properties of that
surface. Hidden surface removal occurs in 3D space, as the rays encounter the closest

surfaces to the camera while traversing the scene.

The concept of tracing the path of light and calculating its interactions with
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various materials dates back long before computer graphics, rooted in the studies of
electromagnetic wave transmission, optical geometry, and the laws of reflection and
refraction. These foundational principles laid the groundwork for the development

of ray tracing algorithms in the late 1970s [33].

While direct imaging techniques often calculate colors and shading in isolation,
without considering interactions with other objects in the scene, they also require
separate calculations for shadows, reflections, and refractions. These effects are in-
tegrated into local lighting models during scene scanning. In contrast, ray tracing
elegantly combines these calculations into a unified recursive algorithm known as re-
cursive ray tracing. Though ray tracing can produce perfect reflections, it does not
inherently yield photorealistic images. To achieve global illumination, path tracing
uses stochastic sampling to randomly sample light paths throughout the scene, ef-
fectively capturing interactions between light and surfaces. This method introduces
variability in the rays’ paths, allowing path tracing to simulate complex lighting
effects such as soft shadows and indirect lighting; however, it can also introduce

noise, necessitating a high number of samples to produce smooth, realistic images.

Moreover, ray tracing algorithms simulate light interactions with the environ-
ment based on material properties. Whether employing polygonal surfaces or signed
distance functions (SDF) for representation, the differences lie primarily in the in-
tersection tracing methods, which enable a variety of rendering techniques. This
flexibility ensures accurate light transfer and realistic visualization across diverse

surface types.

2.3.1 Recursion Ray-Tracing Algorithm

The idea for casting rays from the camera to the scene for the construction of
an image with the correct depth without the use of the Z-buffer algorithm was
first introduced by Appel [31], Goldstein and Nagel [35]. A complete method for
the recursive ray-tracing, where rays are reflected and refracted in the scene was
proposed later by Whitted [33]. This method combine the previous algorithm, where
they send primitives rays form the camera to the scene until they find an intersection
with a surface. When they find an intersection they shade the intersection points

base on local model of light with they recursive born of new rays from these points.

The Ray tracing algorithm is simple: For each pixel a ray is generated (primitive
ray) with starting point the camera where pass through the center of the pixel. The
ray is looking for intersection with the scene geometry in order to find the closest
intersection of ray with scene based on the starting point, as seen in Figure 2.10.

When a valid intersection point has been detected, a local lighting model is applied
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L C
Figure 2.10: Recursion Ray-Tracing Algorithm in a scene. Green ray is the first ray
shoot form point O. Red, blue and dashed lines are rays generated after intersect

with a surface. Red rays are reflect from geometry b and ¢ . Blue Rays are refracted
form geometry b. Dashed Rays are rays cast toward the light source L1 and L2.

on to be shaded base on the light sources that are visual contact with the intersection
point. If an intersection is not detected, the ray takes the color of the background. If
the material of the surface where the ray stops is transparent, a second transparent
ray is generated from the intersection point. If the surface is reflective, a second
ray is generated towards the direction of perfect reflection. Both the secondary rays
are treated as the primitive ray meaning from the point of intersection we look for
new intersection with the scene geometry. In case of hitting a surface, shading is
calculated again with a local illumination model and new rays are generated based

on the material of the surface.

Each time where a ray meet a surface, the local color for the intersection points
is calculated. This color is the sum of local color for the lighting model and the
contributions of color returning from the reflected and refracted rays which start
from this intersection point. Therefore, each time where the algorithm return from
a recursive step is carrying the cumulative color where have been calculated from
this recursive step. This color is added to the local lighting color of the above level
depending on the value of the refraction and reflection factors and is forward to the
upper level. After all recursives calls are returned, the final color is what the camera

perceives in the direction of primitive ray, which is assigned to the corresponding
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pixel.

The depth of recursion, meaning how many new rays will be generated, depends
on three factors. Initially, if the ray hit a surface where is not transparent or reflective
then no new rays are generated. Second, if the contribution of rays has a significant
decrease there is no point to continue to accumulate light for the specific path after
there will be a not meaningful contribution in the final color of the pixel where
the path starts. Finally, to avoid an uncontrollable state of generated rays in very
reflective or transparencies environments, is usually determined a specific max depth

of recursive.

In this thesis, we propose improvements to streamline the sphere-tracing process
for implicit surfaces by approximating the travel distance of rays during the tracing
process for both non-foveated and foveated renderings. To evaluate our method, we
utilize recursive ray tracing, focusing specifically on shadow tracing to enhance real-
ism. By selecting shadows for evaluation, we can leverage signed distance functions
to easily control the shadow tracing and achieve soft, visually appealing shadows,

validating that our approach can efficiently trace both primary and secondary rays.

2.3.2 Path-Tracing

Figure 2.11: The Sponza palace scene, 16th century, reconstruction, with embedded
transparent Stanford dragons enabling experimentation with many complex effects
such as diffuse inter-reflection, shadows, transparency and more.

Path-tracing (PT) [36] is a rendering technique producing photo-realistic images

by simulating light transport. By simulating the full global illumination of a scene,
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including indirect lighting, color bleeding, and soft shadows, path tracing produces
highly realistic images. It extends ray tracing by using Monte Carlo integration to
approximate the rendering equation, tracing the full path of light as it interacts with
surfaces multiple times. PT has a high computational cost as a large number of rays
shot form each pixel have to be tracked along their path through a virtual scene to

calculate the light reaching a virtual camera.

Path tracing works by casting rays from the camera into the scene, simulating
how light interacts with surfaces. When a ray intersects a surface, the algorithm
randomly chooses a new direction for the ray to follow, mimicking light scattering.
This process continues until a user-defined maximum number of bounces is reached.
For effects like reflections and refractions, higher bounce limits are necessary for
more accurate results. However, each time a new path is traced for a pixel sample,
a slightly different image is generated. To reduce noise and achieve a clearer image,
many samples are averaged together since each ray starts from a slightly different
point inside the pixel. The Bidirectional Reflectance Distribution Function (BRDF)
further introduces randomness in how rays reflect from surfaces, which adds to the

complexity of simulating light interactions.

While path tracing excels at producing photorealistic images by modeling global
illumination and complex light effects like color bleeding compared to recursive ray
tracing, it is also computationally demanding. A single sample per pixel can pro-
duce a noisy result, as the random scattering of light paths causes variations in the
image. To overcome this, more samples must be taken and averaged, which reduces
the noise and leads to a more refined image. This requirement for multiple samples
increases the computational cost, making path tracing less suitable for real-time
applications. Although some advancements have enabled its use in real-time graph-
ics, path tracing remains primarily an offline rendering method due to the heavy
processing needed to reduce noise and reach convergence. However, hardware ad-
vancements like NVIDIA’s RTX GPUs have enabled the use of path tracing with
just one sample per pixel, resulting in noisy output. Additionally, the current state-
of-the-art focuses on improving denoisers using Al or image filtering algorithms to
effectively remove noise, or employing Al to render at lower resolutions and upscale

the images for enhanced detail.

In this thesis, we present an emulated foveated path-tracing system designed to
investigate the perceptibility of our approach with increased samples per pixel and
the integration of a denoiser. Our method enhances rendering quality by provid-
ing high fidelity in the regions where the gaze is focused, while effectively reducing
quality in the peripheral areas, all without users noticing a decline in visual per-

formance in virtual reality environments. This technique can be applied to both
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polygonal and implicit surfaces, enabling efficient rendering that optimizes resource

usage while preserving an immersive experience.

Monte Carlo

(a) 8 spp (b) 1024 spp

Figure 2.12: (a) Image with noise by averaging 8 samples per pixel. (b) Image with
noise reduced by averaging 1024 samples per pixel([2]).

Monte Carlo is a mathematical method used to solve problems that involve ran-
domness or uncertainty by relying on random sampling to approximate results. In
the context of computer graphics, particularly path tracing, Monte Carlo meth-
ods are employed to estimate the behavior of light as it bounces around a scene.
Instead of tracing every possible light path, which would be computationally in-
feasible, Monte Carlo randomly samples a subset of paths and then averages their

contributions to approximate the final color of each pixel.

Mathematically, Monte Carlo integration can be expressed as:

1 N
NZ:: (2.1)

Where:

e [ represents the estimated integral (in this case, the approximated lighting

contribution for a pixel).
e N is the number of samples taken.

e f(z;) is the function being evaluated (the light interaction at a given point
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In this formula, N random samples are generated from camera origin towards the
direction the camera is looking, and the function f(x;), which represents the behav-
ior of the ray when intersecting with the surface based on surface properties along
these paths, is computed for each sample. The results are then averaged to produce
an estimate of the total ray contribution. The accuracy of this approximation im-
proves as the number of samples, NV, increases, but taking fewer samples results in
noisier outputs, as seen in figure 2.12. This balance between computational cost and
image quality is at the core of path tracing, where Monte Carlo methods enable the
simulation of complex lighting effects, such as global illumination and soft shadows,

with high realism.

In this thesis, we employ Monte Carlo methods to produce pre-rendered images
using path tracing for our emulated foveated framework. This approach enables us
to determine the perceptibility thresholds of our foveated model by using a sufficient
number of samples per pixel while leveraging a denoiser to eliminate any remaining
noise. Additionally, because we utilize offline rendering, we can generate these

buffers without concerns about performance penalties.

Denoisers

In path-tracing algorithms, rendering each pixel involves calculating numerous
light rays to simulate global illumination, reflections, refractions, and other complex
light interactions. However, to generate high-quality images with path-tracing, a
vast number of rays must be traced per pixel, which increases the computational
cost and time. When fewer samples per pixel (SPP) are used to reduce computation
time, the result is a noisy image due to insufficient light samples. This is where

denoisers play a critical role.

The primary purpose of a denoiser is to reduce the noise in the output image
while preserving important details, such as edges, textures, and lighting nuances,
without needing to increase the sample count. By applying denoising techniques, it
becomes possible to generate visually pleasing images at much lower sample counts,
significantly improving rendering efficiency and performance. Denoisers are espe-
cially crucial in real-time applications and in scenarios where rendering time is a

critical factor, such as in video games or real-time simulations.

Denoisers typically work by analyzing the noisy rendered image and using statis-
tical or machine learning models to predict and reconstruct the final image. Many
modern denoisers leverage information from auxiliary buffers, such as normal maps,
depth maps, and albedo maps, which provide geometric and material information

of the scene. This additional data helps the denoiser differentiate between true de-
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(b) Denoise image

Figure 2.13: (a) Sponza palace image rendered with 1SPP. (b) Image with noise
removed using the Optix Denoiser.

tails and noise, enabling it to selectively smooth out noisy regions while preserving

sharpness in the areas that contain important visual details.

One of the key advantages of using denoisers is the significant improvement in
rendering performance. By allowing for lower sample counts without compromising
visual quality, denoisers enable faster rendering times. This is particularly beneficial

in real-time applications like video games and simulations, where maintaining high
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frame rates is essential. Denoisers also make path-tracing more resource-efficient
by reducing the computational load on hardware, particularly GPUs, allowing for
better utilization of system resources. This balance between quality and performance

makes denoisers a crucial component in modern rendering pipelines.

However, denoisers are not without their drawbacks. In some cases, they can
cause a loss of fine detail, particularly when applied too aggressively. This can lead
to images appearing overly smooth or lacking subtle textures and lighting variations
that contribute to realism. Additionally, denoisers can sometimes introduce visual
artifacts, such as ghosting or smearing, especially in scenes with complex lighting
or high-frequency details. Moreover, many denoisers depend on auxiliary data like
depth maps or normal information, and inaccuracies in this data can result in subop-
timal denoising outcomes. These challenges mean that denoisers must be carefully

tuned to balance noise reduction with the preservation of important visual details.
Common denoising techniques include:

e Spatial Filtering: This technique applies filtering operations over the pixel
neighborhoods to smooth out noise while maintaining important features like

edges.

e Temporal Filtering: Used in animations or real-time applications, temporal
filtering takes into account information from previous frames to stabilize noise

across time and prevent flickering artifacts.

e Machine Learning-Based Denoisers: These denoisers are trained on large datasets
of noisy and clean images, learning how to distinguish between noise and valid

details, and can deliver highly accurate results.

To eliminate such noise, many denoisers [37, 38, 39] have been proposed. Par-
ticularly effective in reducing noise, is Nvidia’s Spatiotemporal Variance-Guided
Filtering (SVGF) [37]. SVGF reprojects previous frames to increase the number of
samples in the filter input. This both improves temporal stability and is an indicator
of the per pixel variance. The size of the filter is determined based on the per-pixel
variance. SVGF’s main limitation is that it only works on the primary rays and as
a result, noise from e.g., reflections remains, inducing temporal blur in the denoised

frame.

An extension of the SVGF, attempting to eliminate temporal blur, is the Adaptive-
Spatiotemporal Variance-Guided Filtering (A-SVGF) [38]. Temporal blur appears
when, for example, a light source or light from a reflection, that has ceased to exist,
appears still in subsequent frames, usually as a trail of light. To eliminate temporal

blur the A-SVGF filter adapts the per-pixel temporal accumulation factor based on
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an estimation and reconstruction of the sparse temporal gradients.

A deep learning-based approach for denoising PT by Nvidia is based on recurrent
autoencoders (RA) to improve temporal stability [39]. The RA considers informa-
tion from the normal & depth channels of neighboring pixels to both increase the
performance and the image quality of the output (Figure 2.13). Another approach to
speed-up path tracing is to render at a much lower resolution and then use Nvidia’s
deep learning super-sampling technique (DLSS) [10]. DLSS uses machine learning

to upscale a low resolution frame to a higher resolution one.

In this thesis, we employ a denoiser during the pre-rendering of images for our
emulated foveated path tracing. This approach allows us to determine the percep-
tibility thresholds of our foveated model when the samples per pixel are set to 16

sample per pixel and denoiser enable to eliminate the remaining noise.

2.3.3 Sphere-Tracing

Sphere tracing was originally proposed to render implicit surfaces [5] described
by signed distance functions (SDFs). SDFs can outline 3D objects or procedural
3D worlds, fractals [28] as well as generate complex visual effects [11]. SDFs, in
traditional rasterization, improve displacement mapping [29] as well as rendering
small-scale details with complex topology in a fragment shader with a few GPU
instructions and little memory. Implicit neural representation uses learned SDF's
or occupancy fields to represent scene geometry by training a neural network [30,

, 32, 42]. The networks learn from sparse images or point clouds to reconstruct
objects, finding the SDF that matches the target object. Manually designing 3D
objects and scenes is also possible, by combining simple SDF's for basic primitives
(circles, boxes, cones, etc.) using union, difference & intersection operators to create
intricate 3D scenes [1]. Distortion or noise can be additionally applied as well as

combining primitives. Although complex, dedicated tools can automatically do this
[43].

Contrary to ray tracing which finds the closest triangle that intersects with a
ray, in sphere tracing rays traverse the world propagated based on their geometric
distance from the closest implicit surface, as described by a signed distance function
(SDF): R® = R representing the distance from the boundary of an implicit surface
f71(0). The SDF is a scalar field mapping each point in 3D space to a scalar value,
representing the distance of that point to the implicit surface. The points on the
implicit surface have zero distance, while the points inside or outside the surface

has a negative or positive distance respectively:
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Algorithm 1 Hart’s Sphere Tracing algorithm [15]

1: Input: f: R? = R, €, tmaz, Smas
2: Output: t > 0 surface properties
3: for iteration = 1,2, .., Sypae do

4: D=1+ Tq*1

5. h=f(p)

6: if hao <e|t >ty then
7: break

8: end if

9: t+=h.x

10: end for

Surface border

Sphere tracing steps

Figure 2.14: The rays traverse the world by propagating based on their geometric
distance from the closest implicit surface, as described by a signed distance function

(SDF).

—dist(x, f~1(0)), ray inside of f~1(0)

SDF(x) =
+dist(x, f~1(0)), ray outside of f~1(0)

The number of steps required for a ray to intersect with an implicit surface varies
depending on scene complexity. The step size is adjusted based on the distance
returned by the SDF.

Ray casting algorithms simulate how light interacts with the environment by
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taking into account material properties. Depending on the surface representation,
whether using a polygonal surface or a signed distance function (SDF) approach, the
method for tracing intersections between the ray and the surface varies. This dis-
tinction allows for flexibility in rendering techniques, ensuring accurate light transfer
and realistic visualization across different surface types. To create realistic effects
such as reflections and shadows for implicit surfaces, we can implement a recur-
sive ray-tracing algorithm. For achieving full global illumination, the path-tracing

approach is highly effective.

Previous research attempted to reduce the step count [10, 44, 8] by over-relaxing
the step size by a fixed amount and thus reducing the total step count of the ray
based on the error at full resolution during the rendering pass, leading to increased
performance. In this thesis, we improved Sphere tracing utilizing an approximated
distance calculated from an inverted pyramid resolution multi-pass rendering ap-
proach increasing performance without introducing artefacts and further improved
it by utilizing operators to provide a relaxed but accurate approximated distance

using only a lower resolution buffer.

Sphere Tracing for Soft Shadows

Soft shadows are an essential component in achieving realistic lighting effects in
computer graphics. One effective method for calculating soft shadows is through
the use of sphere tracing, a technique that approximates the distance to the nearest
surfaces in a scene to determine light attenuation. The following algorithm [17]

offers a robust approach for rendering soft shadows efficiently.

Algorithm 2 Sphere tracing soft shadows [17]

1: Input: f: R®* = R, 70, 74, €, tmaz> Smaz, k
2: Output: Shadow attenuation

3: res = 1.0

4: for iteration = 1,2, .., 5,4, do
5: pD=To+Tq*t

6:  h=f(p)

7: if res < e then

8: return 0.0

9: end if

10: res = min(res, k x h/t)

11: t+=hux
12: if t > t,,,, then

13: break
14: end if
15: end for

16: return res
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The sphere tracing algorithm for soft shadows operates using several key input
parameters. The first is the distance function ( f), which maps points in 3D space
to a scalar value representing the signed distance to the nearest surface. A negative
value from this function indicates that the point lies inside a surface, whereas a
positive value denotes an exterior point. The ray origin ( r, ) defines the starting
point of the ray, typically positioned at the light source, while the ray direction ( r4

) is a vector that specifies the direction in which the ray is cast.

In addition, there is a threshold ( € ) that determines when to terminate the ray
tracing early if further calculations would not significantly affect the shadow result.
The algorithm also incorporates a maximum trace distance ( .. ) to prevent the
ray from extending indefinitely, thereby ensuring computational efficiency. Another
important parameter is the maximum number of iterations ( Syqe ), which restricts
the iterations in the ray tracing process to maintain control over the computational
resources spent. Finally, a scaling factor ( k ) is utilized to scale the shadow atten-

uation based on the distance to the nearest object.

The output of the algorithm is the computed shadow attenuation, which signifies

the degree to which the light is obscured due to occlusions.

The algorithm begins with the initialization of the shadow attenuation result (
res ) to 1.0, indicating full illumination. It then enters a loop that can iterate up to
( Spmaz ). Within each iteration, the algorithm calculates the current position ( p )
along the ray using the equation ( p = r,+r4-t ). The distance function is evaluated

at this current point to determine the distance to the nearest surface, denoted by (
h=f(p) ).

To enhance computational efficiency, the algorithm checks if the result ( res ) is
less than or equal to ( €). If this condition is met, the algorithm terminates early
and returns a shadow value of 0.0, indicating full shadowing. If early termination
does not occur, the algorithm updates the shadow attenuation value by calculating
(res = min(res, k-h/t)). This calculation reflects the minimum shadow contribution

based on the distance to the nearest surface.

Subsequently, the ray’s distance ( t ) is incremented by ( h.x ), effectively moving
it forward in space according to the nearest surface distance. The algorithm also
checks if ( t ) exceeds ( tnqee ); if S0, it breaks out of the iteration loop. Finally, after
completing the iterations or terminating early, the final shadow attenuation value (

res ) is returned.

In conclusion, this algorithm effectively captures the nuances of soft shadows by

tracing rays in a scene, evaluating distances to surfaces, and providing a flexible
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(a) k=8 (b) k = 32 (c) k = 128

Figure 2.15: Soft shadows “hardness” can be controlled using different k value.

mechanism to account for occlusions. By incorporating soft shadows into render-
ing systems, we enhance the visual fidelity and realism of synthetic images, thus

contributing to advancements in computer graphics.

In this thesis, our Signed Distance Function (SDF) scaling and early termination
strategy for improving sphere tracing can be adapted to shadow tracing. This ap-
proach reduces rendering time by approximating the traveled distance of a ray based
on low-resolution buffers, thus optimizing the efficiency of the shadow computation

process.

Sphere Tracing Acceleration Techniques

As scene complexity increases (more SDF's describing the scene), the sphere trac-
ing step size generally decreases, as there are more surfaces closer to the ray’s end-
point increasing the step size, but also, generally, more SDF distance evaluations
are also required. As a result, a ray will need to be traced for significantly more
steps until it converges to a surface, increasing computations overall and resulting
in a drop in performance. To achieve real-time rendering, several strategies aimed

at accelerating sphere tracing have been presented:

The first family of strategies aims at reducing the required number of steps.
Keinert et al. [3] controlled step advancement by multiplying the step size using a
scene-specific fixed multiplier ranging between 1 and 2, which enhances tracing speed
but the multiplier has to be manually selected. This scene-specific configuration
limitation prompted subsequent research by Ban et al. [1(], to propose a dynamic
step adjustment based on a function including the rate of change of the previous
step size and the current step. Balint et al. [L0] further refined [16] by constructing
linear distance approximations of rays to SDF's; the method is particularly effective
for planar surfaces. Cone tracing by Ban et al. [17] and super sample anti-aliasing
by Chubarau et al. [3] have further improved rendering quality and efficiency. A
method utilising local Lipschitz bounds [18], has demonstrated promising results
in reducing computational overhead by avoiding calculating distances that don’t

intersect with a ray. All aforementioned approaches work well for older GPUs, that
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had large batch sizes, meaning that pixels that need to perform more steps would
force pixels that needed less steps to stall. For modern GPUs, these methods provide

limited performance improvements while still generating artifacts.

The second family of strategies leverages acceleration structures to accelerate ray
traversal towards scene points that contain surfaces. Soderlund et al. [19] and Balint
et al. [9] propose the use of a grid density field where each voxel of the grid has a
pre-calculated signed distance to the nearest SDF at its eight corners. They then
compute the distance between a ray and the surface defined by trilinear interpolation
of signed distances at corners of a voxel. The major drawback of these approaches is
that the rendering quality and increased memory usage of the produced volumetric

grid relies on a step size for the grid that depends on the scene’s structure and

complexity.
In this thesis, we employs low resolution render targets [50] to approximate ray
distances in the 3D environment. Our first approach [51], combine several buffers

in a pyramidal render target hierarchy and filtering to spawn rays closer to surfaces
resulting in fewer steps overall. This method offers a balance between computational
resources (less memory than grids) and similar rendering quality while being faster
than the other methods. However, some artifacts still remain and requires a complex
hierarchy of render targets (high memory cost) and filtering (high computational
cost). Our second approach [52] avoid the pyramidal render target by applying a
two pass pipeline. In the first pass, the sphere tracing is applied at a low resolution by
adjusting the SDFs size and reducing the accuracy of the sphere tracing to generate
a single low-resolution buffer in order to spawn rays closer to surfaces in the second

pass resulting in fewer steps overall by avoiding the need for filters.

2.4 Foveated rendering

Foveated rendering is a technique in computer graphics that optimizes the ren-
dering process by taking advantage of the human eye’s varying sensitivity to detail
across its field of view !. The human visual system perceives high detail in the cen-
tral vision (the fovea) and lower detail in the peripheral vision. Foveated rendering
leverages this by rendering the highest level of detail only in the foveal region, while
progressively decreasing the level of detail and resolution in the peripheral regions.
This selective allocation of computational resources significantly reduces the overall
processing power required, allowing for more efficient rendering. The technique is

particularly beneficial in applications like virtual reality and gaming, where high

!Mania, K., McNamara, A., & Polychronakis, A. (2021). Gaze-aware displays and interaction.
In ACM SIGGRAPH 2021 Courses.
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Figure 2.16: Visualisation of the foveal (inner circle), middle and outer peripheral
zones. The placement of the boundaries of the zones (two green circles) are param-
eters of our experiment. Foveation exaggerated here, for visualisation.

frame rates and real-time performance are crucial. By integrating real-time gaze
tracking, foveated rendering can dynamically adjust the focus area based on where
the user is looking, ensuring that the perceived image quality remains high without

unnecessary computational overhead.

2.4.1 Foveated Streaming

An early foveated compression mode proposed by [53] was a foveated video
streaming multi-resolution pyramid video code/decoder. Each pyramid level is mo-
tion compensated, multi-resolution pyramid coded, and thresholded / quantized
based upon human contrast sensitivity as a function of spatial frequency and retinal
eccentricity. The final lossless coding includes zero-tree coding. [51] instead propose
a foveal visual quality metric, the signal-to-noise ratio, to find the best compression
and rate control parameters for a given target bit rate. [55] to test foveated com-
pressing algorithms, they create a framework to reconstruct video of various video
coding formats (H.263, MPEG-4). [56] propose more foveation filtering (local band-
width reduction), motion estimation, motion compensation, video rate control, and
video post-processing for foveated compression. These studies on Foveated video
streaming quality assessment consider only static foveation mechanisms. [57] pro-
pose a model that integrates visual attention into the foveation mechanism. They
build a wavelet-based distortion visibility measure to develop an attention-driven
foveated video quality (AFViQ) metric. AFViQ exploits adequately perceptual vi-

sual mechanisms in video quality assessment.
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[58] propose a technique for video streaming service over the internet using an
ordinary webcam by informing the server of the user’s real-time gaze. Based on that,
they develop a multi-resolution video coding to pre-code a video in a small number of
copies for a given set of resolutions designed to match the error performance of an eye
tracker built using commodity webcams. [59] similar create a real-time 360° Video
foveated stitching framework. The scene is rendered in different levels of detail. The
algorithm takes videos from multiple cameras as input, combined with measurements
of human visual attention (i.e., the acuity map and the saliency map), which results
in fewer pixels calculated. The growth in gaming streaming requires low latency
due to bandwidth limits, especially in competitive online games where the latency
must be low. [60, 61] proposed a foveated video streaming system for cloud gaming
that adapts video stream quality by adjusting the encoding parameters on the fly
to match the player’s gaze position. The reconstruction happens by selecting the
Video that closely matches this sparse input stream of pixels based on learning from
natural videos and fetching them to the neural network. [62] instead uses neural
networks to create a foveated video streaming (DeepFovea) that recreates the frame

by a small fraction of pixels provided every frame.

The peripheral vision of the human visual system can see a pair of physically
different images as same. These pairs are usually called metamers. [63] exploit these
metamers for foveated rendering for near-eye displays. Using metamers instead of
blurring in the periphery, foveated quality is improved compared to state-of-the-
art foveated methods. Calculating metamers is highly costly. [63] propose a type
of statistics suited for realistic real-time rendering using a GPU to compute these
statistics, and they can compress these statistics and transmit at low bandwidth.
In addition, the decompression can happen in real-time. This method suffers from

fewer artifacts compared to common blurring.

In this thesis, we focus on improving real-time rendering performance by reducing
the rendering time while the previous approach focus on reducing the latency from

streaming render images thought the network.

2.4.2 Foveated Rasterization

Early foveated rendering pipelines achieved performance gains by dynamically
manipulating geometric level-of-detail (LOD) based on eccentricity, often resulting
in aliasing and system lag issues [0, 65]. Based on real-time gaze tracking, LOD has
been reduced in unattended areas while the users performed simple tasks [66, (7].
The most common drawback of these systems was the appearance of visual artifacts
due to the inability to maintain stable frame rates. [08] instead of using an eye

tracker, use saliency models to predict the gaze position. [08] develop these saliency
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models from low-resolution images by extracting features such as luminance and
contrast, or from task maps, [09, 70], or high-level context [71]. Using low-level
saliency models without any other information usually fails to predict the gaze
direction because of the context [72]. Details on early work on gaze-contingent
displays can be found in [73, 74, 17]. These techniques did not manipulate spatial
resolution based on eccentricity, ignoring the potential speed up for scenes with high

per-pixel shading cost.

Later work attempted to reduce also the resolution in the periphery to achieve
better performance. [75] create three layers (inner, middle, and outer) where res-
olution, LOD, and refresh rate drop when moving to the middle and outer layers.
This method increases the performance, but artifacts appear in the periphery due
to the low point-sampling density and the system latency from the half refresh rate.
[11] to solve this issue use a post-process Gaussian blur with a progressively in-
creasing filter-width based on eccentricity. They discovered that a large radius of
blur induces a sense of tunnel vision. To solve the problem, they enhance the con-
stant in the periphery, which allows them to increase the amount of blurring in the
periphery before any noticeable tunnel vision appears. [7] has created a foveated
render pipeline of two passes. The first pass transforms the Cartesian coordinates
of the render frame to kernel log-polar coordinates. This transformation leads to a
lower resolution buffer. In the second pass, they invert the log-polar transform and
perform anti-aliasing to map the reduced resolution to the target resolution. By
applying this method, the sample stays more coherent in the gaze direction without
having to perform multiplying render passes like [75]. Their method improves per-
formance, but the major drawback is aliasing issues appearing in the periphery. [70]
propose a new foveated method for the dominant eye. [70] render the scene with
higher eccentricity compared to the non-dominant, based on the observation that
the human visual system prioritizes scene perception of one -dominant- eye over the

other.

Previous work has shown that temporally stable approaches, both blurred and
aliased, were less noticeable than temporally volatile approaches when down-sampling
an image [77]. The boundaries between zones in the periphery region were found to
have low visibility. The replacement from a low to a high-resolution image was not
detectable after testing, if presented for less that 40 ms. The processing time of our
foveated method does not surpass the time limit of 40 ms, in order for the drop in
quality in the periphery region not to be perceptible after the rendering process. In

our work, the rendering zones, e.g. fovea, periphery and outer, are blended.

Most of the above foveated rendering methods model the sensitivity as a function

of eccentricity by ignoring the content of the 3D environment. [(] explored the im-
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portance of luminance. They propose a luminance-contrast-aware foveated rendering
technique. They develop a predictor capable of finding the foveated parameters us-
ing a low-resolution frame and calculate the luminance based on that. [78] used
pixels from previous frames by spatiotemporally re-projecting. The artifacts and
disocclusions due to the re-projection are reevaluated based on a new proposed con-
fidence value. The confidence value is calculated based on the eccentricity, contrast,
and holes-size that appears in the image. So areas with low confidence values are
redrawn, which lowers the primitive processing and shading costs. [79] propose a
perceptual technique based on the observation that the human eye can detect high
frequencies for specific eccentricities when these are absent due to the production of
low frequencies images by the foveated rendering. Their technique does not require
reproducing these frequencies; instead can replace them with noise generated in a

less expensive post-processing step.

2.4.3 Foveated Ray-Casting Rendering Techniques

Ray-tracing pipelines, unlike rasterization pipelines, allow for samples for specific
parts of the screen [80], [13], [I2] without rendering multiple passes to produce
layers of lower quality and to interpolate the produce layers as presented to [75].
[30] propose a gaze-contingent rendering based on ray tracing where near object
silhouettes and high contrast areas increase the samples per pixel. Similarly, [$1]
creates a system that results in visual artifacts appearing in the periphery and not
yet evaluated by users. [32] propose a foveated ray tracing that uses a sampling mask
to generate a non-uniformly distributed set of pixels. They use the triangulation
method with barycentric interpolation to reconstruct the regular Cartesian image.
Also, to avoid the appearance of artifacts, temporal anti-aliasing is applied. [13, 12]
achieve significant cost reductions by generating rays based on a linear model that
does not match the pattern of the foveal receptor density. For the pixels that do not
generate rays, they use a support image and re-projected frames to reconstruct the
frame. Temporal artifacts appear due to re-projected frames, and some errors appear
due to the supported image. [33] extends [13] his foveated pipeline by integrating it
with a gaze-contingent depth-of-field (DoF) filter. The DoF is used to conceal the

rendering artifacts produced from their foveated method.

A theoretical study has shown that foveated path-tracing rendering in VR is
potentially feasible as total ray counts could be reduced down to 94% [31]. To
demonstrate that the potential ray reduction could be significant, the authors, based
on a human visual acuity approximation function, estimate how many rays need to
be generated. The study does not describe how the non-calculated (empty) pixels

will be re-constructed but only focuses on the potential performance gains from this
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reduction, without evaluating their results in a user study. In our work, we first
develop an emulator to measure detectability thresholds for foveated path tracing,
then provide a method to reconstruct missing pixels due to down-sampled images,

and, finally, we calculate potential performance gains in desktop displays.

[85] create a foveated method for the path-tracing algorithm. They generate
rays for path-tracing [36] based on polar coordinates similar to [7] and a probabil-
ity model similar to the foveal receptor density. Also, the probability model was
used to reduce the generated rays as eccentricity increased. Also, they apply the
denoiser filter to polar coordinates and achieve the same quality results as if they
were denoising in the target resolution in Cartesian coordinates. Then, they follow
the same process to remap to Cartesian coordinates like [7]. This process increases
path-tracing performance due to the lower resolution when rendering in polar space.
We [50] instead create an emulated foveated path-tracing to study the visual per-
ception of foveated path-tracing when the path-tracing settings are high (more than
one sample per pixel, a high number of bounces). In addition, our method shows

that the potential performance gains are to be above 2x - 3x.

Foveated rendering has been applied in the volume rendering algorithm also.
[36] propose a model that adapts samples based on Linde-Buzo-Gray sampling and
natural neighbor interpolation. Due to peripheral vision being sensitive to contrast
changes and movement, they apply a temporal filter to attenuate undersampling
artifacts. Their method focuses on the fovea without considering the peripheral
vision properties except for the visual acuity. While Volume rending is similiar to
sphere-tracing the step-size is prefixed and the intersections are caclulated based on
density of topology compare to sphere tracing where are calculated when a ray reach

too close to the surface.

In this thesis, we developed two foveated models one for path-tracing and one
for sphere tracing. For path tracing, we generate an extra ray for a set of pixels for
the periphery and outer zones. Then, we reconstruct the frame using spatial data
of the rendering frame and apply a post-processing effect to create an imperceptible
frame based on the user’s gaze. Our method does not suffer from temporal artifacts.
The aliasing issues in the middle periphery and outer periphery are eliminated em-
ploying a blur effect. For sphere tracing our foveated model despite using edge
detection similarly to previous studies (e.g., [37, (]), has some crucial differences:
(i) previous approaches focus either on rasterization or ray tracing meshes, whereas
our methodology focuses on implicit surfaces described by SDFs; (ii) rasterization
and ray tracing can benefit from specific hardware acceleration capabilities of GPUs
whereas implicit rendering in its current form, cannot; (iii) we focus specifically on

reducing the step count during sphere tracing by positioning the ray closer to the
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implicit surface thus reducing the number of steps required to accurately render
the surface using an innovative inverted pyramid multi-resolution technique; (iv) we
do not rely on the use of reprojected frames [13], which can introduce errors. We
focus on accelerating SDF rendering using foveation, enabling their rendering in VR

headsets, that is otherwise severely constrained due to performance limitations.
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Chapter 3
Overview of Unity Game Engine

The Unity engine stands as a cornerstone in contemporary game development
and interactive media creation, offering a robust suite of tools and functionalities
that empower developers to bring their creative visions to life with unprecedented
flexibility and efficiency. Founded on principles of accessibility and versatility, Unity
caters to a diverse spectrum of users, from seasoned professionals to aspiring enthu-
siasts, by providing a user-friendly interface coupled with powerful capabilities for

2D, 3D, Virtual, and augmented reality (AR) content creation.

At its core, Unity streamlines the game development pipeline through its intuitive
interface and comprehensive feature set. Developers harness the engine’s capabili-
ties to construct immersive worlds, intricate gameplay mechanics, and captivating
visual effects, all within a unified environment that encourages rapid iteration and
experimentation. The engine’s asset pipeline facilitates seamless integration of mul-
timedia elements, including 3D models, textures, animations, audio files, and more,

empowering creators to realize their artistic visions with precision and fidelity.

Moreover, Unity’s cross-platform compatibility ensures widespread accessibility
across various devices and platforms, ranging from desktop computers and consoles
to mobile devices and virtual reality (VR) headsets. This versatility extends to its
deployment capabilities, allowing developers to publish their creations across multi-
ple platforms with minimal additional effort, thereby maximizing reach and potential
audience engagement. With its extensive ecosystem of plugins, asset store resources,
and community-driven support, Unity fosters a collaborative and dynamic environ-
ment where developers can leverage shared knowledge and resources to overcome
challenges and achieve their goals. As such, Unity stands as a pillar of innovation
and creativity in the realm of interactive media, empowering creators worldwide to

realize their imaginative visions and shape the future of digital entertainment.
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In addition to its widespread adoption in game development and interactive me-
dia production, Unity serves as a valuable tool in the realm of research, facilitating
the exploration and analysis of various phenomena across diverse fields and disci-
plines. Researchers harness Unity’s versatile framework and extensive feature set
to design and implement interactive simulations, experimental environments, data
visualization tools, and more, enabling them to conduct studies and investigations

with unprecedented depth and precision.

Unity’s adaptability and customizability make it well-suited for a wide range
of research applications, including psychology, neuroscience, education, healthcare,
architecture, engineering, and beyond. Through the creation of immersive virtual
environments, researchers can simulate real-world scenarios, manipulate variables,
and observe participant responses in controlled settings, providing invaluable in-
sights into human behavior, cognition, and decision-making processes. Moreover,
Unity’s support for data integration and analysis enables researchers to collect, store,
and analyze vast amounts of experimental data with ease, facilitating quantitative

analysis and statistical inference.

Furthermore, Unity’s cross-disciplinary appeal and accessibility democratize re-
search by lowering barriers to entry and fostering collaboration among researchers
from disparate fields. Its intuitive interface, extensive documentation, and vibrant
community ecosystem empower researchers with varying levels of technical expertise
to leverage the engine’s capabilities for their research endeavors. Whether conduct-
ing experiments, prototyping solutions, or visualizing complex data sets, Unity offers
researchers a powerful and versatile platform for advancing knowledge, driving in-

novation, and addressing pressing challenges across diverse domains.

3.1 Scripting using C#

Scripting in Unity is a fundamental aspect of game development, enabling de-
velopers to create interactive and dynamic content by writing custom behaviors
in C#. Unity’s scripting API provides extensive access to the engine’s capabili-
ties, allowing control over game objects, physics, animation, user input, and more.
Scripts are typically attached to game objects as components, and they interact
with other components and objects in the scene. Developers write scripts in an
integrated development environment (IDE) such as Visual Studio, leveraging the
power of C# to create robust and maintainable code. Unity’s MonoBehaviour class
serves as the base class from which all scripts derive, providing essential methods
like ‘Start(), ‘Update()‘, and ‘OnTriggerEnter()‘ for managing object lifecycles and

handling events. Through scripting, developers can implement game logic, control
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character behaviors, respond to player actions, and manage game states, making it
a versatile and powerful tool for bringing interactive experiences to life. The combi-
nation of Unity’s user-friendly interface and the flexibility of C# scripting empowers

developers to create complex and engaging games efficiently.

3.2 Eye-tracker and Head-tracker Integration in
Unity Engine

In the context of a thesis, detailing the calibration procedure for the Tobii Eye
Tracker 4C is crucial to ensuring the accuracy and reliability of gaze tracking data.
The calibration process begins by initiating the software interface of the Tobii
Eye Tracker within the Unity environment or the designated application platform.
Through the software, users are guided through a series of steps to perform cal-
ibration. These steps typically involve the presentation of visual stimuli, such as

calibration points or targets, displayed on the screen.

During calibration, participants are instructed to fixate their gaze on each pre-
sented point sequentially. As participants focus on each calibration point, the Tobii
Eye Tracker captures and analyzes their gaze data, mapping the relationship between
the displayed points and the user’s eye movements. It’s imperative to emphasize to
participants the importance of maintaining a stable head position throughout the

calibration process to obtain accurate calibration results.

Upon completion of the calibration procedure, the Tobii Eye Tracker adjusts its
internal parameters and algorithms based on the collected data. This calibration
data is then utilized to enhance the accuracy and precision of gaze tracking during
subsequent interactions with the application. By meticulously documenting and
implementing the calibration process within the thesis framework, researchers can
ensure the validity and reliability of gaze tracking data, thereby contributing to the

overall robustness of the study’s findings and conclusions.

3.2.1 Eye Tracking Data

In the foundational integration of eye tracking data acquisition within the Unity
environment, our methodology extends to utilizing this gaze data in real-time ren-
dering processes. Specifically, the eye tracking data captured from the Tobii Eye
Tracker 4C is sent to a compute shader, enabling adaptive rendering techniques

based on user attention within the virtual environment.

As participants interact with the scene, the gaze coordinates, fixation points, and
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other relevant metrics are continuously processed and transmitted to the compute
shader. This integration allows the rendering pipeline to adjust the visual fidelity
of different screen areas depending on where users are focusing their attention. For
instance, regions of the screen that receive prolonged gaze can be rendered with
higher detail, while areas that are not actively attended to may be rendered with
lower fidelity, optimizing computational resources without sacrificing the overall user

experience.

By employing this technique, our application not only enhances visual perfor-
mance but also creates a more immersive and responsive interaction for participants.
The real-time adaptability of the rendering process ensures that resources are al-
located efficiently, providing clear visual cues and maintaining engagement in the
virtual environment. This synergy between eye tracking and compute shaders exem-
plifies the potential for leveraging user attention to augment and refine interactive

experiences in Unity.

3.3 Compute Shaders

Compute shaders in Unity provide a powerful tool for performing complex cal-
culations and parallel processing tasks directly on the GPU, significantly enhancing
performance for certain operations. Unlike traditional shaders, which are primarily
used for rendering graphics, compute shaders are designed to handle general-purpose
computation. This allows developers to leverage the massive parallel processing
power of modern GPUs for tasks such as physics simulations, image processing,
and large-scale data manipulation. By offloading these tasks to the GPU, compute
shaders can dramatically reduce the CPU workload and improve overall application

performance.

In Unity, compute shaders are written in HLSL (High-Level Shading Language)
and integrated into your project through a ‘.compute’ file. They are executed
through a ‘ComputeShader‘ object, which provides methods to set parameters and
dispatch the shader for execution. The flexibility of compute shaders in Unity al-
lows for creative and efficient solutions to problems that require high computational
power. For example, compute shaders can be used to implement advanced graphics
techniques such as real-time global illumination, fluid dynamics, or complex particle
systems. The ability to handle large-scale computations on the GPU opens up new

possibilities for creating more realistic and interactive virtual environments in Unity.
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3.3.1 Dispatch Compute Shader

Dispatching a compute shader in Unity involves instructing the GPU to execute
the shader code across a specified number of threads organized into thread groups.
This process begins by defining the compute shader in HLSL, specifying the number

of threads per group using the ‘numthreads® attribute.

Here’s an example HLSL compute shader for a basic raymarcher:

// Raymarcher.compute
#pragma kernel CSMain

// Number of threads in each group
[numthreads(8, 8, 1)]
void CSMain (uint3 id : SV_DispatchThreadID)

{
// Get pixel coordinates
float2 uv = (id.xy / float2(1024, 1024));
// Normalize UV coordinates
// Implement raymarching logic here...
+

In the Unity C# script, the compute shader is prepared by loading the shader file,
setting any required parameters, and configuring buffers or textures. The ‘Dispatch'
method is then called with parameters corresponding to the number of thread groups
to execute, calculated based on the total workload and the size of the thread groups.
For example, if a texture of size 1024x1024 needs processing with 8x8 threads per
group, the dispatch call would be ‘computeShader.Dispatch(kernelHandle, 128, 128,
1), This instructs the GPU to run the shader code over 128x128 thread groups,

effectively covering the entire texture.

// RaymarcherController.cs
using UnityEngine;

public class RaymarcherController : MonoBehaviour {
public ComputeShader raymarcherShader;
private RenderTexture renderTexture;

void Start() {
// Create a RenderTexture to store results
renderTexture = new RenderTexture(1024, 1024, 0);
renderTexture.enableRandomWrite = true;
renderTexture.Create();
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// Set texture to the compute shader
int kernelHandle = raymarcherShader.FindKernel("CSMain");
raymarcherShader.SetTexture (kernelHandle, "Result", renderTexture);

// Dispatch the shader
raymarcherShader.Dispatch(kernelHandle, 128, 128, 1);

void OnRenderObject() {
// Display the final output or use it in further processing
Graphics.Blit(renderTexture, null as RenderTexture);

// Example visualization

void OnDestroy() {
renderTexture.Release();

by

The dispatch process enables parallel computation, leveraging the GPU’s ability
to perform many calculations simultaneously, which is crucial for tasks requiring
high performance, such as image processing, physics simulations, complex mathe-
matical operations and rendering algorithms. Proper synchronization and resource
management ensures that data dependencies are handled correctly and performance

is optimized.

3.3.2 Passing Data in Compute Shader

Passing data to and from the GPU when using compute shaders is a crucial
step that allows for efficient computation and rendering. This section discusses the
various types of data that can be passed, the mechanisms used for data transfer,

and provides example code that illustrates these concepts effectively.

Data Structures and Types

In Unity, data can be passed to compute shaders using several mechanisms, in-

cluding:

e Compute Buffers: Used to store structured data, such as arrays or custom

structs.

e Textures: Leveraging textures for 2D or 3D data, especially useful for image

processing.
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e Primitive Types: Simple data types like integers, floats, and vectors can also

be passed directly.

The following example demonstrates how to create a compute buffer that holds
structured data, set data values from the CPU, and then access this data within the

compute shader. We begin by defining a simple struct to hold our data in C#:

// DataStructure.cs

[System.Serializable]

public struct VertexData {
public Vector3 position;
public Vector3 normal;
public Vector4 color;

The C# script encompasses the setup of the compute shader, creation of the

compute buffer, and passing of the structured vertex data.

// ComputeBufferExample.cs
using UnityEngine;

public class ComputeBufferExample : MonoBehaviour {
public ComputeShader computeShader;
private ComputeBuffer vertexBuffer;
private int bufferSize = 100; // Number of data elements
private VertexDatal[] vertexDataArray;

void Start() {

// Initialize vertex data array

vertexDataArray = new VertexData[bufferSize];

for (int i = 0; i < bufferSize; i++) {

vertexDataArray[i] = new VertexData {

position = new Vector3(Random.Range(-1.0f, 1.0f), Random.Range(-1.
normal = new Vector3(0.0f, 0.0f, 1.0f),
color = new Vector4(Random.value, Random.value, Random.value, 1.0

};

// Creation of ComputeBuffer
vertexBuffer = new ComputeBuffer(bufferSize, System.Runtime.InteropService
vertexBuffer.SetData(vertexDataArray) ;

// Setting the buffer in Compute Shader
int kernelHandle = computeShader.FindKernel("CSMain");

computeShader.SetBuffer (kernelHandle, "vertices", vertexBuffer);

// Dispatch the compute shader
computeShader.Dispatch(kernelHandle, bufferSize / 10, 1, 1);
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void OnDestroy() {
// Release the compute buffer
if (vertexBuffer != null) {
vertexBuffer.Release();

Next, we define the compute shader that processes this data. In the shader,
we will read the vertex data from the buffer and perform a simple operation (for

example, transforming positions).

// ComputeBufferShader.compute
#pragma kernel CSMain

// Define the structured buffer
StructuredBuffer<VertexData> vertices;
RWStructuredBuffer<VertexData> outputVertices;

[numthreads (10, 1, 1)]
void CSMain (uint3 id : SV_DispatchThreadID) {
VertexData data = vertices([id.x]; // Read from input buffer

// Simple operation: Transform the position
data.position += float3(0.1, 0.0, 0.0); // Move positions to the right

outputVertices[id.x] = data; // Write result to the output buffer

Accessing Textures

In addition to buffers, textures offer a powerful way to represent and manipulate
image data. Below is a simplified example illustrating how to set up a RenderTexture

to be used in the compute shader for image processing.

// TextureExample.cs
using UnityEngine;

public class TextureExample : MonoBehaviour {
public ComputeShader computeShader;
private RenderTexture renderTexture;

void Start() {

// Create a RenderTexture for processing
renderTexture = new RenderTexture(1024, 768, 0);
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renderTexture.enableRandomWrite = true;
// Allow the compute shader to write to this texture
renderTexture.Create();

// Find the kernel in the compute shader
int kernelHandle = computeShader.FindKernel("CSMain");

// Set the RenderTexture as an output target for the compute shader
computeShader.SetTexture (kernelHandle, "Result", renderTexture);

// Optionally set any other parameters needed for the compute shader
// computeShader.SetFloat ("SomeParameter", value);

// Dispatch the compute shader (e.g., 128 groups of 8x8 threads)
computeShader.Dispatch(kernelHandle, 128, 96, 1);

void OnRenderObject() {
// Blit the contents of the RenderTexture to the camera’s screen
Graphics.Blit(renderTexture, null as RenderTexture);

void OnDestroy() {
// Release the RenderTexture when done
if (renderTexture !'= null) {
renderTexture.Release();

Compute Shader Code Using Textures

Now we can define a compute shader that will manipulate the texture data. In
this example, we’ll modify the colors of the texture based on some simple procedural

functions.

// TextureShader.compute
#pragma kernel CSMain

// The output texture to be written
RWTexture2D<float4> Result;

// Main compute kernel
[numthreads(8, 8, 1)]
void CSMain (uint3 id : SV_DispatchThreadID) {
float2 uv = id.xy / float2(1024, 768); // Normalized coordinates

// Create a color gradient based on UV position
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float4 color = float4(uv.x, uv.y, 0.5, 1.0); // Simple gradient color
Result[id.xy] = color; // Write to the output texture

This section has demonstrated various methods for passing data between the CPU
and GPU when using compute shaders in Unity. By leveraging compute buffers, tex-
tures, and primitive data types, developers can efficiently manage and manipulate
data during GPU computations, enabling complex rendering workflows and inter-

active graphics applications.

3.4 Sphere tracing with Compute Shaders

Sphere tracing is a powerful rendering technique used in computer graphics to
visualize complex scenes defined by signed distance fields (SDFs). This technique
allows for the rendering of intricate geometric shapes and scenes through the iterative
evaluation of distances, providing high levels of detail and flexibility compared to
traditional rasterization methods. In this section, we present the implementation of
a raymarcher using compute shaders in Unity, highlighting the underlying principles,

architectural decisions, and performance considerations.

3.4.1 Implementation

Sphere tracing differs from traditional ray tracing by successively evaluating the
signed distance to the nearest surface along a ray’s path. The core of the raymarching
algorithm involves a loop that iteratively updates the position along the ray based
on the computed distance until a surface is reached or a maximum ray distance
is exceeded. This approach is particularly suited for rendering complex implicit

surfaces defined by mathematical functions.

To implement the Sphere tracing, a compute shader was developed in HLSL
(High-Level Shader Language). The shader defines a kernel that processes multiple
threads in parallel, utilizing the capabilities of modern GPUs for high-efficiency
computation. The following code snippet outlines the structure of the compute

shader, Raymarcher.compute:

// Raymarcher.compute
#pragma kernel CSMain

// Texture for writing output
RWTexture2D<float4> Result;

// Signed distance function for a sphere
float SphereSDF(float3 p, float radius) {
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return length(p) - radius;

// Raymarching function
float RayMarch(float3 ro, float3 rd) {
float d = 0.0; // Accumulated distance
for (int i = 0; i < 100; i++) { // Maximum iterations
float3 p = ro + rd * d; // Calculate current position
float dist = SphereSDF(p, 1.0); // Evaluate SDF
if (dist < 0.001) { // Surface hit threshold
return 1.0; // Hit
}
d += dist; // Accumulate distance
if (d > 50.0) break; // Exceed maximum distance

}
return 0.0; // No hit

[numthreads (8, 8, 1)]

void CSMain(uint3 id : SV_DispatchThreadID) {
// Normalized device coordinates
float2 uv = (id.xy / float2(1024, 768)) * 2.0 - 1.0;
uv.x *= 1024.0 / 768.0; // Aspect ratio correction

// Define ray origin and direction
float3 ro = float3(0.0, 0.0, -3.0); // Camera position
float3 rd = normalize(float3(uv, 1.0)); // Ray direction

// Execute raymarching
float hit = RayMarch(ro, rd);

// Assign color based on hit result
Result[id.xy] = hit > 0.0 ? float4(1.0, 0.0, 0.0, 1.0) : float4(0.0, 0.0, 0.0,

3.4.2 C+# Script Integration

Integrating the compute shader within the Unity environment involves setting
up a corresponding C# script to manage its execution and render results. The
following C+# code snippet demonstrates how to set up the compute shader and

utilize a RenderTexture for output:

// RaymarcherController.cs
using UnityEngine;

public class RaymarcherController : MonoBehaviour {
public ComputeShader raymarcherShader; // Assign the compute shader in the ins
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private RenderTexture renderTexture;

void Start() {
// Initialize Render Texture
renderTexture = new RenderTexture(1024, 768, 0);
renderTexture.enableRandomWrite = true;
renderTexture.Create();

// Find the compute shader kernel
int kernelHandle = raymarcherShader.FindKernel("CSMain");

// Set the Render Texture as an output target
raymarcherShader.SetTexture (kernelHandle, "Result", renderTexture);

// Dispatch the compute shader (16 groups of 16x16 threads)
raymarcherShader.Dispatch(kernelHandle, 128, 96, 1);
// Dispatch the compute shader (16 groups of 16x16 threads)
raymarcherShader.Dispatch(kernelHandle, 128, 96, 1);
}

void OnRenderObject() {
// Visualize the output by blitting the Render Texture to the screen
Graphics.Blit(renderTexture, null as RenderTexture);

void OnDestroy() {
// Release the Render Texture to prevent memory leaks
renderTexture.Release();

Explanation of the Integration Process:

e Initialization: In the Start() method, a RenderTexture is instantiated, which
will store the output of the compute shader. The texture is set to enable

random write access, necessary for the compute shader to modify its contents.

e Kernel Handle Retrieval: The kernel handle corresponding to the raymarching
function CSMain is obtained using FindKernel(). This identifier is utilized for
dispatching the shader.

e Setting the Texture: The SetTexture method links the RenderTexture to the

compute shader, allowing pixel data to be output during shader execution.

e Dispatching the Shader: The Dispatch() method is called with defined thread
group sizes. In this case, 128 groups of 8x8 threads are utilized, effectively

processing the output resolution of 1024x768 pixels.
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e Rendering: The OnRenderObject() method is invoked during Unity’s render-
ing cycle, where the results from the compute shader are blit to the screen
by using Graphics.Blit(). This operation renders the final image based on the

data stored in renderTexture.

e Cleanup: In the OnDestroy() method, the RenderTexture resources are re-

leased to prevent memory leaks when the associated GameObject is destroyed.

3.4.3 Performance Consideration

Efficient utilization of compute shaders in a raymarcher significantly enhances
rendering performance by leveraging the parallel processing capabilities of modern
GPUs. The use of iterative distance evaluation requires careful balancing of the
maximum number of iterations and the distance threshold to optimize for both
performance and visual fidelity. The potential for further enhancements includes the
integration of more complex SDFs, the implementation of acceleration structures,

and the adaptation for real-time user interactions.

3.5 Chapter Summary

This chapter provides a comprehensive overview of the Unity engine, highlight-
ing its significant role in contemporary game development and interactive media
creation. It emphasizes Unity’s robust tools and features that enable developers to
create 2D, 3D, virtual, and augmented reality content with flexibility and efficiency.
The user-friendly interface allows both professionals and beginners to navigate the

game development pipeline seamlessly, integrating multimedia elements easily.

The chapter further explores compute shaders as a powerful tool for parallel
processing on the GPU. It outlines the creation and dispatching of compute shaders
for tasks like physics simulations and image processing, ultimately discussing the
performance benefits and flexibility they provide for rendering techniques, including

sphere tracing.

Finally, it illustrates the implementation of sphere tracing within compute shaders,
explaining the algorithm’s iterative nature and how it efficiently evaluates signed dis-
tance fields to render complex scenes. The chapter concludes with considerations for

performance optimization and future enhancements in raymarching applications.
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Chapter 4

Emulated Path tracing

4.1 Overview

In this chapter, we introduce our approach to emulating foveated path tracing,
a method designed to optimize computational resources by reducing the number
of rays fired based on fixation points and visual acuity . We begin by discussing
the concept of foveated rendering and how variations in ray processing can affect
the quality and efficiency of path tracing systems. Building on existing research,
we present our perceptual sandbox and articulate the methodology for reducing ray
counts while maintaining visual fidelity. We delineate the model we developed to
predict visual acuity based on eccentricity and discuss the dynamic zoning of output
resolutions. Our methodology is validated through a series of experiments aimed
at establishing the thresholds of foveation zones wherein visual quality remains ac-
ceptable. Finally, we analyze the computational gains that can be achieved through

this method compared to traditional rendering techniques.

4.2 Implementation

In an ideal foveated path tracing system, the sum total of rays can be significantly
reduced, based on the distance from the fixated point. Special care has to be taken
to eliminate popping artifacts due to e.g., reduced ray bounces. Such a system does

not currently exist.

In our work, inspired by [I1], we develop a perceptual sandbox, by emulating
a foveated path tracer. In a foveated path tracer, the aim is to reduce the total

number of rays fired, and this, in principle, can be done in three ways: (i) reducing

IPolychronakis, A., Koulieris, G. A., & Mania, K. (2021). Emulating foveated path tracing. In
Proceedings of the 14th ACM SIGGRAPH Conference on Motion, Interaction and Games.
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the total number of samples-per-pixel, (ii) reducing the total number of ray bounces,

and, (iii) reducing the total pixel count of the output buffer.

Reducing the total number of SPP was not a subject of this study, as modern
denoisers perform exceptionally well with 1SPP, and as a result the main limiting
factor for real time path tracing remains the enormous amount of rays required
for high resolution buffers (even at 1SPP) and the secondary rays instantiated at

geometry intersections to track ray bounces.

Figure 4.1: FPT with less secondary ray bounces in the middle and outer peripheral
zones. Strong artifacts can be noticed, for example, the half transparent - half black
dragon.

Ray bounce reduction enables significant performance gains. However, by re-
ducing the bounces, quality drops remarkably especially for phenomena such as
reflection and refraction (Figure 4.1). In a pilot study (see Sec. 4.3.2) we found that
reducing the number of bounces for secondary rays is not a viable option for foveated
path tracing as such ray elimination generates popping artifacts when, for exam-
ple, transparent objects change colour as they pass through zones corresponding to

different eccentricities.

In this study we investigated the perceptual repercussions and the potential to
reduce computational complexity, by reducing the total rays fired by zoning the
output buffer to different resolutions, similar to [75]. We develop a model for ray
generation in PT based on the acuity of the HVS. Lanczos resampling [38, 89] is

then applied to smoothly interpolate between different zones.

Due to current hardware limitations prohibiting real time path-tracing, we pre-
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render the three buffers at different resolutions and emulate foveated rendering as a
post-process based on eye tracking. We then perform three experiments to estimate
conservative thresholds of eccentricity where the image zoning is detectable. Finally
we perform an analysis of the expected performance gains for when such a system

exists and can run in real time.

4.2.1 Emulating Foveated Path Tracing

The fovea has the highest acuity at determining visual detail. In the periphery
and away from the fovea, the acuity of the HVS falls rapidly. We devise a probability
model based on eccentricity (w), from the fixated x,y location. Our model is based
on the work of Mandelbaum et. al. [90] that measured the visual acuity for different
values of eccentricity of the human eye. We fit to Mandelbaum’s data an exponential

function closely matching the measured dataset with an accuracy of over 95%:

V(w) = 0.90964¢z0551 + 0.00792 (4.1)

Based on equation 4.1 we then construct a probabilistic method:

P(w) 1 yw <= W, (4.2)
W) = .
0.90964ezs66r + 0.00792 ,w > w,

where w, is the eccentricity value set to represent the size of the fovea of the human

eye in degrees.

We visualise in Figure 4.2, this visual probability function. The function show-
cases how the lessening visual acuity of the human eye, results in spawning a signif-

icantly smaller number of rays as we move away from the fovea to the periphery.

When w is less or equal than w, the probability is equal to one. Otherwise, a
probability is estimated for w, as seen in Figure 4.2. This model can be used to
decide whether or not to spawn a new ray at a certain pixel based on the visual
angle that pixel spans from the central fovea (w is the eccentricity angle of each
pixel from central fovea). To calculate w for all pixels we determine the Euclidean
distance (eq. 4.3) between the pixel being fixated (p) and all other pixels (¢). Having
calculated the Euclidean distance, we can then determine visual angle (eq. 4.4) to

find the w.

d(p,q) = /(g2 — px)> + (q.y — p.y)> (4.3)
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Visual probability model
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Figure 4.2: Our visual probability model, demonstrated for a foveal angle of 5
degrees. The function showcases how the lessening visual acuity of the human eye,
would require a significantly smaller number of traced rays as we move from the
fovea to the periphery.

d
V =2arct — 4.4
arctan <2Dm) (4.4)

where D,, is the distance from the display.

Due to hardware limitations prohibiting real-time path-tracing we cannot use
our model in real-time. Similarly to [75] & [11], we discretise visual acuity in three
distinct zones (Figure 2.16). Inner (foveal), middle (peripheral) and outer (extra-
peripheral), with progressively lower resolution. Three zones were deemed to be
enough both during our pilot experiments and according to previous work [75, 11].
Having more than three zones approximates the human visual system more closely,
but increases the rendering overhead. Based on our discretisation, in the inner
region, we path trace at full resolution. In the middle zone we trace a single ray for
every 4 pixels. In the outer region we PT a single ray for every 16 pixels. To classify

the pixels into regions we use our probability model (eq. 4.2).

To generate the frame buffers for the three zones we start by pre-rendering full-
frame high resolution path-traced images (inner) and then down-sampling them to a
quarter (middle) and one-sixteenth of the resolution (outer) using nearest neighbor
interpolation to drop extra pixels. We then use Lanczos re-sampling to upscale the
middle and outer images back to full-frame buffers enabling easy blending between

them. We found that Lanczos filtering produces high quality outputs for its com-
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plexity. Lanczos re-sampling is also very fast in modern GPUs using a compute
shader.

At runtime, centered around the pixel that the eyes are fixating as detected
by an eye tracker, we dynamically blend pixels from all three buffers based on
our probability model (eq. 4.2) that describes the acuity fall-off in the HVS. The
central/inner region samples from the high resolution frame buffer, the middle from
the medium resolution buffer and the outer from the low resolution buffer. To
determine the boundaries of the zones we sample from the visual probability model,
rather than, for example, doubling the foveal region size to obtain the middle zone
size as in [75]. We linearly interpolate a short overlapping boundary to avoid sharp

transitions between zones.

4.3 Perceptual Study

We conduct a series of experiments to evaluate the potential of foveated PT
(FPT). In all experiments the highest visual quality setting (reference) is a full-
resolution frame buffer where every pixel has been estimated using path tracing
with 128 samples and 32 bounces. Because FPT produces a lower quality image
compared to full-blown PT we are interested in determining conservative visual
angle thresholds for the three foveation zones, where the drop in visual quality is
undetectable. The thresholds we estimate for zoned FPT could then be employed in

an actual FPT, once such a PT can actually run in real time.

Hypothesis. We hypothesize that there will be a single, average threshold, where

the reduced ray-count buffers will be indistinguishable from non-foveated rendering.

Scene. For all experiments we use the Sponza scene [J1], as seen in Figure 2.11, an
iconic archaeological monument. To study the effect of FPT on complex reflection
and refraction, we embedded in the virtual environment three Stanford dragons [92]

which are made of glass of different colours.

Basing our approach on [75], we conducted three experiments: a pair test, a
ramp test, and a slider test. Each subject participated in all three tests. In all
experiments, the dependent variable is the size of the foveal region bordering with
the middle region. The border of the middle zone with the outer zone is set based on
our probability model. We use eye tracking to dynamically re-construct simulated
images of the FPT according to gaze as explained in section 4.2.1. This enabled
us to accurately measure conservative thresholds without relying on instructing our
subjects to fixate on specific areas of the display; they were rather allowed to look

anywhere on the screen.
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Figure 4.3: The experimental setup and a participant, set at a fixed distance from
the monitor.

4.3.1 Experiments: Hardware Setup

We use the 277 DELL S2719H monitor, with a resolution of 1920 x 1080 and
a refresh rate of 60 Hz. We employed the Tobii eye tracker 4c to track user gaze.
The eye tracker has a sampling rate of 90Hz, however, our latency bottleneck was
the limited refresh rate of the monitor (>16.6ms). The computer running the FPT
emulator was a Lenovo Legion y740 Laptop with a CPU i7-9750H, 16 GB RAM,
and a single Nvidia GPU RTX-2060 with 6GB VRAM.

4.3.2 Pilot experiment: Ray Bounces

During the design phase of our study, we ran pilot experiments serving as a sen-
sitivity analysis for the independent variables of the main experiments. One such
experiment, regarding the effect of ray bounces, eliminated any ray bounce modifica-
tion for our main experiments. We run a pair-test comparing non-foveated rendering
to foveated images with reduced secondary ray bounces in the middle and peripheral
zones. These secondary bounces generate soft shadows, reflections, refraction, diffuse
inter-reflections and more. Reducing the secondary bounces to values low enough to
measurably increase performance, generated strong motion signals in the periphery
as transparency effects appeared or disappeared when objects transitioned between
zones, and shadows & light leaks were flickering among other artifacts (see Fig. 4.1).
We decided to exclude any variation in ray bounces for the main experiments, as

such variation was perceived by all pilot subjects, unanimously.
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4.3.3 Participants

20 subjects participated (8 female, average age 25.45, SD 2.11), only with normal
or corrected-to-nornal vision. Participants were placed at 50cm from the screen as
seen in Figure 4.3. Each participant performed the standard calibration procedure
for the Tobii eye tracker 4c. Following calibration, the experiment sequence was ini-
tiated. The average time it took for each participant to finish the three experiments

and the calibration process, was around 25.2 minutes.

4.3.4 Experiment 1: Pair

During the pair test, participants were presented with pairs of dynamic (moving)
sequences of identical camera trajectories separated by a short (0.5s) black interval.
At random, one member of the pair was the non-foveated path-traced rendering
and the other part used foveated path-traced rendering at foveal eccentricity levels
spanning from 5° to 30°, sampled using 5 discrete steps. Corresponding middle
peripheral eccentricity levels spanned 57.5° to 82.5°. Pairs of all levels were presented
three times with the foveated rendering first and three times with the non-foveated
rendering first, at random. After showing each pair to participants, they were asked
to report whether the first or the second rendering was better, or the two were of
the same quality. The experiment was designed to investigate the foveation angles

where the quality level was deemed similar to non-foveated rendering.

Procedure & Data recording:

For each pair of images, we record the answers provided. To collect the data, we
use a user interface that pops up following the presentation of the image pair. The
user is then asked to report with an on-screen cursor which sequence was better or

if they appeared to be the same.

4.3.5 Experiment 2: Ramp

During the ramp test, each participant was presented with a set of dynamic
sequences of identical camera trajectories. An increasing ramp started with a non-
foveated sequence and then the foveal and peripheral zones ramped down from foveal
eccentricities of 30° down to 5°. A decreasing ramp started with a foveated sequence
at 5° and then the foveal and peripheral zones ramped up from a foveal eccentricity
of 5°, up to 30°, to non-foveated. Participants were then asked whether the quality
had increased, decreased, or remained the same across each sequence step. Each
ramp was sampled using 6 discrete steps. Each sequence was 7 seconds long and

separated by a short interval of black, aiming to find the lowest foveal eccentricity
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perceived to be indistinguishable to the non-foveated reference.

Procedure & Data recording:

While the foveation eccentricity level ramps up/down, we record the subject’s
response in each change of eccentricity level. We use a similar user interface to
the previous experiment to collect user data. The user interface pops up after each
sequence ends, asking the participant if the quality has increased, decreased, or

remained the same.

4.3.6 Experiment 3: Slider

The slider test allows participants to change the foveal and peripheral eccentric-
ity levels. They are first presented with a non-foveated animation as a reference.
Starting at a low level of foveation eccentricity (foveal = 5° and periphery = 57.5°),
they can increase the level, see the non-foveated reference again or decrease the level,

reporting a quality level equivalent to the non-foveated reference.

Procedure & Data recording:

Users first received instructions that they could change the foveation eccentricity
using the keyboard. Having determined the quality level where the foveated sequence
quality is indistinguishable from the non-foveated reference, users could save their

preference, again using the keyboard.

4.4 Results and Discussion

4.4.1 Visual Fidelity

Pair experiment Ramp experiment Slider experiment

Count
Count
Count

Eccentricity Eccentricity Eccentricity

Figure 4.4: The histograms of the raw data for each experiment, as a function of
foveal eccentricity.

Raw data recorded for all subjects and experiments are shown in Figure 4.4. In
the pair experiment, we have identified the lowest average foveation level for each

subject where users reported that FPT looked better or similar to the non-foveated
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Middle Zone (deg)

50 55 60 65 70 75

5 | 4.98x | 4.56x | 4.19x | 3.95x | 3.91x | 3.91x
10 | 46x | 4.23x | 3.91x | 3.7x | 3.67x | 3.67x
15 | 4.07x | 3.78x | 3.52x | 3.35x | 3.32x | 3.32x
20 | 3.49x | 3.28x | 3.08x | 2.95x | 2.93x | 2.93x
25 | 2.95x | 2.79x | 2.65x | 2.55x | 2.53x | 2.53x
30 | 2.47x | 2.36x | 2.25x | 2.18x | 2.17x | 2.17x

Foveal Zone (deg)

Table 4.1: Performance boost expected from ray reduction. Even with conservative
thresholds of 15° foveal and 65° middle, a performance boost of over 3x is expected.

reference. The foveation eccentricity threshold for the pair experiment had a mean of
10.25° (SD 6.38°). In the ramp experiment, we identified the lowest average foveation
level, when the users incorrectly report that the quality has changed based on the
ramp direction or that the quality was the same across the entire ramp. For the ramp
test, the foveation level had a mean of 21° (SD 6.85°). In the slider experiment, we
estimate an average preferred value. For the slider experiment, the foveation level
had a mean of 16.95° (SD 6.9166°).

We observed significantly different foveation thresholds between the three ex-
periments. For the pair test, we obtain the lowest mean threshold (foveal ~ 10°)
where the foveated sequence appears to be of equivalent quality to the non-foveated
sequence. For the slider test, we obtain a medium mean threshold (foveal ~ 15°).
Finally, for the ramp test, we obtain a high mean threshold (foveal ~ 20°). This was
a surprise. Contrary to our hypothesis of a single foveation threshold, we hypothe-
size that the varying thresholds estimated, arose for a few potential reasons. First,
the methodologies of the three experiments (pair, ramp, slider) may have affected
the subjects’ sensitivity to peripheral blur, as the way that comparisons were made
between images were inherently different, i.e., A-B testing vs sequential presentation
vs custom adjustment of eccentricities. In addition, we hypothesize that operating
on a 60 Hz monitor led us estimate very conservative eccentricity thresholds. If our
subjects performed quite rapid saccades, the alterations due to foveated rendering
were visible at times; we hypothesize that subjects selected a much higher angle
threshold than they would have otherwise. Eccentricity thresholds were shown to
be based on the user’s ability to detect sudden visual changes in their periphery

rather than a specific value.

4.4.2 Computational Complexity Gains

Our method enables an extreme reduction of spawned rays for each frame. We

can calculate the reduction of primary rays, and thus performance gains. However,
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the reduction of secondary rays is unpredictable. The amount of such rays spawned
for shadows, reflections, etc., depends also on scene geometry and the current view-
port. We can calculate the reduction of primary rays based on the Gauss circle
problem [93], i.e., determine how many pixels (lattice points) there exist in the max-
imum resolution foveal circle, the reduced resolution middle zone, and the further
reduced resolution outer periphery (Figure 2.16). The two boundaries of the three

zones parametrise the problem (green circles in Figure 2.16).

For our calculations we assume a 27”7 fulllHD monitor at a distance of half a
meter. Without foveation, 1920 * 1080 = 2 073 600 rays are normally required per
frame. In Figure 4.5 we can observe, as expected, that the number of total rays fired
is a function of both the foveal and middle zone boundaries. The maximum value in
this plot corresponds to a foveal region that spans the entire field of view (~ 70°),
i.e., non-foveated rendering. For any other combination of foveal and middle zone
angles we obtain significant ray count reductions and a corresponding performance
boost as shown in Table 4.1. We note that to avoid sharp transitions between the
three rendering zones, the circles must overlap a few pixels. This has a negligible
effect in the total speedup. The same applies for the cost of Lanczos upscaling that

has a negligible cost when running in a compute shader.

In Table 4.1, we note that even with a very large foveal region of 30° and a very
large middle region of 75° (practically the middle zone spans the rest of the screen)
we can still expect at least a 2x speedup. Based on a more conservative threshold
of 15° degrees foveal and 65° middle zone (the rest of the screen would be rendered
using the outer zone quality), the expected speed-up is over 3x. Even for exterior
scenes with daylight, containing pre-rendered skyboxes, where as much as half of
the image would not require multiple inter-reflections, we expect that even though
the potential savings would be less, they will still be significant, due to the pruning

of primary rays for the rest of the scene.

4.4.3 Chapter Summary

This chapter outlines our pioneering efforts to implement a foveated path tracing
(FPT) system aimed at enhancing rendering performance while preserving visual
quality. We explain the theoretical foundation of FPT and how it aims to mini-
mize the number of rays fired in accordance with viewer fixation points, based on
the human visual system’s (HVS) acuity. By emulating this system, we propose a
probabilistic model based on eccentricity, informed by previous research on visual

acuity.

Our experiments reveal that significant visual artifacts arise when ray bounces are
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Figure 4.5: Total rays fired as a function of foveal and middle zone eccentricities.
The peak of the plot corresponds to a foveal eccentricity spanning the entire field of
view, which equates to non-foveated rendering.

reduced, confirming that maintaining adequate interactions is critical for preserv-
ing quality. Subsequently, we conducted three experiments to ascertain the visual
fidelity thresholds at which FPT remains indistinguishable from standard path trac-
ing. The results showed varying thresholds across experimental methodologies, with
an average foveation angle of 10.25° identified in a pair test and a maximum of 21°

in a ramp test.

Our findings suggest that integrating foveated rendering could lead to substantial
computational efficiencies, with expected performance boosts of over three times
when utilizing conservative thresholds for foveal and peripheral zones. This work
not only demonstrates the feasibility of a foveated path tracing system but also
paves the way for future optimization in real-time rendering applications, outlining
the avenues for further development in gaze-aware technologies and real-time path

tracing systems.
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Chapter 5

An Inverted Pyramid Acceleration
Structure Guiding Foveated
Sphere Tracing for Implicit
Surfaces in VR

5.1 Overview

In this chapter, we present an innovative method for accelerating the render-
ing of signed distance fields (SDFs) called Foveated Inverted Pyramid Rendering
(FIPR) !. Our approach addresses the slow rendering times and performance issues
often encountered with traditional sphere tracing, especially in virtual reality (VR)
environments. We introduce the concept of an Inverted Image Pyramid (IPR) to
facilitate reduced resolution passes, which allow us to approximate ray distances

without fully tracing at high resolutions .

By implementing a hierarchical structure of rendering, we progressively refine the
distance information from lower resolutions to the target resolution, significantly re-
ducing the total number of steps required for ray marching. To further enhance the
quality of rendered images, we integrate foveated rendering, which prioritizes higher
detail rendering in areas where the user is fixated, while optimizing peripheral ar-
eas based on visual acuity. The chapter culminates in a discussion of our FIPR
pipeline—a five-pass rendering process—complete with perceptual studies that con-

firm the efficacy and performance improvements of our method compared to ground

'Polychronakis, A., Koulieris, G. A., & Mania, K. (2023). An Inverted Pyramid Acceleration
Structure Guiding Foveated Sphere Tracing for Implicit Surfaces in VR. In Proceedings of the 34th
Eurographics Association Symposium on Rendering.
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Figure 5.1: The top row is the inputs and outputs for each level of our inverse
pyramid rendering (IPR) without applying the minimum filter. The bottom row
shows the inputs and outputs when we apply the minimum filter. The use of the
min filter improves the quality of IPR.

5.2 Implementation

SDF rendering employs tracing rays that progressively approach the closest SDF
from the ray origin until a threshold is met and then a color is assigned to the
rendered pixel (Fig. 2.14). When ray marching SDFs, computation increases pro-
portionally to SDF complexity leading to slow rendering times and, subsequently,
to lower frame rates, which is particularly problematic for VR. Edges in the field-
of-view are particularly salient and at the same time exceptionally costly, as a high
number of steps is required to converge to an edge on screen. In the following
implementation, we propose a novel approach to accelerate sphere tracing by ap-
proximating the distance that a ray will travel in a 3D scene without fully tracing
at the full resolution of the frame buffer, while taking into account salient edges.
We do this by first utilizing an inverted image pyramid (IPR), enabling reduced
resolution passes to successively refine an approximate distance a ray has to travel
and subsequently trace from that approximated position in the target resolution,

reducing the total step count.

The highest resolution level of the pyramid is the target resolution frame buffer
where all shading computation is performed. To find the final implicit surface that
requires shading we progressively reconstruct that final image starting from the low
resolution tip of the pyramid, which renders at high frame rates. At each level
of the pyramid, each ray’s distance that we calculate, corresponds to a group of 4
rays/pixels at the next level. We can thus advance 4 rays closer to a surface, rather

than starting from the camera origin. This allows each ray to begin tracing (at
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Figure 5.2: Left to right, total step count FIPR vs IPR vs ground truth. For IPR &
FIPR tracing steps are significantly reduced due to the inverted pyramid acceleration
structure and foveated rendering respectively. Blue: 1 step, red: 256 steps.

the subsequent level) from the approximate distance rather than from the camera
origin. We repeat this process for subsequent levels of the pyramid, until we reach
the top level of the pyramid. As a result the total step count is significantly reduced
compared to fully sphere tracing at the target resolution (Fig. 5.2).

However, since each lower resolution approximation does not accurately con-
tain/represent what the higher resolution does, artifacts appear, because pixels may
travel beyond the actual surface and might miss a surface that does not appear at a
lower resolution altogether. This can result in low quality rendering, as depicted in
Fig. 5.1. We eliminate those artefacts using a neighbor min filter when propagating
ray distances within the pyramid. This filter ensures that rays close to surfaces
begin tracing before passing the surface, resulting in correct shapes and a higher

quality output, as shown in Fig. 5.1.

Initial testing demonstrated that three levels are sufficient to improve perfor-
mance, i.e., the bottom level is 1/16th of the target resolution, the middle level is
1/4th of the target resolution. Increasing the number of levels to more than 3, did
not increase performance due to an elevated number of rendering calls. IPR demon-
strably improves computational efficiency (see Sec. 5.4.2) for sphere tracing without
compromising the rendering quality which was evaluated in a small pilot study (see

Sec. 5.3.2). In particular, IPR achieves 4.28 x performance improvement.

To achieve the high frame rates required for VR applications, we subsequently
integrate foveated rendering in IPR. Foveated rendering renders at the highest reso-
lution where people fixate and gradually reduces the resolution towards the periphery
of the fixation. Previous foveated rendering approaches for ray /sphere tracing strive
to reduce the number of generated rays with the aim of improving performance. IPR
can accommodate foveated rendering depending on where a pixel is in the visual field

as it can be directly sampled from a different level in the pyramid. We take this one
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step further: We want to ascertain that salient edges (which are also particularly
costly) are rendered properly. Instead of simply decreasing the probability of a pixel
to be fully traced as eccentricity increases, which is typical in most foveated meth-
ods, we increase the probability of pixels in the periphery in areas with prominent
edges, ensuring that salient edges in the periphery are properly reconstructed. For
such edges, we trace based on the higher resolution level of IPR in the foveal region,
where the human eye is most sensitive to detail. We trace rays using the mid-level
of IPR for the rest of the frame buffer and then interpolate to the full resolution at a
lower refresh rate for those pixels. By doing so, we can maintain high image quality
in the foveal region while significantly reducing the computational cost of sphere
tracing in the periphery, ultimately allowing us to balance the trade-off between
image quality and computational efficiency, leading to more efficient, higher fidelity

rendering. We call our full model Foveated Inverted Pyramid Rendering (FIPR).

ssssss

X % T :

[
Foveated Mask Process Mid Level Process High Level Process

Figure 5.3: We accelerate rendering of SDFs by accounting for the foveation angle
and edges in the periphery in a five-pass pipeline. The red frame indicates buffers
at 1/16™ of the screen resolution, blue 1/4™ of the screen resolution, green denotes
full (output) resolution.

5.2.1 Foveated Inverted Pyramid Rendering (FIPR)

FIPR is a five pass pipeline (Fig. 5.3). Our method was implemented in the Unity
3D Engine using compute shaders and applied as a full-screen quad post-processing
effect to the camera. Each pass corresponds to one kernel, implemented using com-
pute shaders. Specifically, the low, mid, and high levels of our inverted pyramid
structure, the edge filter, the foveated mask, and the post-processing Gaussian blur
effects are all implemented as separate compute shader kernels. The minimum filter
is applied to each level (mid / high) of the inverse structure before sphere tracing,

thus it is not a separate kernel. We now describe each pass:

Pass 1: Low-res Depth Image

The first sphere tracing pass starts at the base of the inverted pyramid (1/16%"
of the screen resolution), generating a low resolution depth map (Fig. 5.4a) storing

the marched distance from the camera origin to the closest implicit surface. The
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a) Depth map

(¢) Visual acuity

(d) Probability (e) Foveated mask

Figure 5.4: We generate a binary foveated mask used to decide which pizels are re-
marched in the final high quality rendering, as a product of a hyperbolic acuity model
and an edge detection map over a computationally cheap depth map.

distances to surfaces are only accurate for this low resolution, and will act as a
rough approximation for subsequent tracing in higher levels. This low resolution
approximation becomes the input to a probability model which decides which rays
will be spawned (depth image forwarded to pass 2) taking into account the scene’s
rough edge information, but also guides the reconstruction and used for sampling

at the target resolution (forwarded to pass 4).

Pass 2: Salient Edge Detection

In the second pass, we apply Sobel edge detection on the low resolution depth map
to gather scene edge information, which is computationally cheap as it is applied
at 1/16™ of the target resolution (Fig. 5.4b). Texture pixels can take one of two
values, 1 (edge) or 0 (not an edge). We then upscale that edge texture to the target

rendering resolution and forward it to pass 3.

Pass 3: The Foveation Mask

In the third pass, we create the foveation mask. Eye tracking data from the
VR headset provide the fixation point. We generate a hyperbolic eccentricity-based
probability map (Eq. 5.1) corresponding to the fall-off of visual acuity from the
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p(w) = 0.90964¢ 20651 + 0.00792 (5.1)

5.1: p(w) is the probability of the pixel, and w is the eccentricity angle of the pixel.

fixation point to the periphery; measured visual acuity for various human eye ec-
centricities from [90] as fitted by [50]. This hyperbolic fall-off probability map has
three distinct zones: fovea, periphery, and outer periphery as in [13]. In the fovea,
probability is set to 1; in the periphery there is a hyperbolic fall-off; in the outer
periphery, pixel probability is set to 0.

We subsequently multiply this map with the calculated buffer containing edges
from the second pass (Fig. 5.4e). Multiplying the probability map with the edge
detected depth map ensures that even in the periphery, salient edges will be traced
at full resolution, consistent with the human visual system’s high sensitivity to pe-
ripheral edges. The resulting texture indicates the final probability assigned for each
pixel to be sphere traced in the high level of our IPR, as seen in Fig. 5.4d.

We then construct a binary foveated mask indicating pixels of high importance to
be queued for sphere tracing at the highest level only if ¢, < p(x,y) with ¢, € [0,1]
being a uniformly distributed random number. This converts the probability into
a Boolean True or False value indicating whether a pixel needs to be traced at full
resolution, as seen in Fig. 5.4e. Non-foveal regions and peripheral regions without
edges are rendered at a lower resolution, significantly accelerating throughput. The

foveated mask is forwarded to both passes 4 and 5.

Pass 4: Rendering & Reconstruction

In the fourth pass, we assemble the complete frame using the high fidelity (foveal/edge
regions) pixels and the (lower refresh rate) sampled peripheral pixels. The depth
texture from pass 1 and the binary foveated mask from pass 3 are inputs for pass
4. We first sphere trace in the mid-level of our acceleration structure where the
resolution is now equal to 1/4™ of the target frame buffer. We first check whether a
pixel is of high importance in the binary mask; if it is, we check its neighbours and
apply a minimum filter to the depth buffer - this is the distance from which the ray
will start tracing. The minimum filter simply replaces the pixel’s depth value with

the minimum value (i.e., distance/depth) of that pixel and its neighbors (3x3 filter).

Rationale: The minimum filter alleviates a possible artefact of IPR. When ren-
dering at lower resolutions, some surfaces might be completely missed, while they
can be visible at the higher target resolution. The minimum filter pushes a ray’s

tracing origin a bit further back towards the camera origin, ensuring that when the
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ray is marched it will not be placed behind a surface and thus miss it altogether.
Using a minimum filter, pixels that had traversed almost the same distance as their
neighboring pixels in the 3D environment will remain close to the surface based on
the approximate distance rather than resetting further back to the camera origin,
regardless of the scene configuration. This eliminates artefacts and improves per-
formance due to each pixel repositioning itself based on information gathered from
neighboring pixels, compared to using a fixed offset as in [10, 41, &]. When the
minimum filter is not applied, this leads to faster convergence to the surface but
a surface could be missed. As the size of the minimum filter increases, quality is

further improved, but performance drops.

Sphere tracing starts from the generated approximate distance recorded in the
depth texture. This reduces the steps that a ray will have to march as compared to
a ray being spawned from the camera origin. At the mid-level of the acceleration
structure, a new depth texture is produced based on the new approximated distance
which is then forwarded to the highest level of the acceleration structure. At the
highest level, rendered at the target resolution, after having calculated the final
distance to the closest surface for each pixel, we apply shading calculations to high
importance pixels. For low importance pixels, we reduce the sampling refresh rate
based on which approximate distance is calculated, to increase overall rendering
performance, since those pixels mostly go unnoticed [75, 91]. The final texture is
a composite of both high-fidelity and low-fidelity pixels, as guided by the foveation

mask. This texture is forwarded to pass 5 for post-processing.

Pass 5: Post-Processing

Most foveated rendering pipelines use post-processing effects to hide, reduce, or
eliminate visual artefacts in the periphery due to the lower fidelity rendering; usually
a Gaussian blur filter [11, 50, 82]. In the fifth (and last) pass, we apply a Gaussian
blur guided by the foveated mask. This process smooths any visible transitions
between the high-fidelity and low-fidelity areas. The foveated mask from pass 3 and
the texture inclusive of shading from pass 4 are inputs to this pass. Based on the
foveated mask, we apply a Gaussian blur to the transition zones between low and
high fidelity pixels. The final image is a composite of both high-fidelity and low-
fidelity pixels, as indicated by the foveation mask. In our study, we investigated if a
Gaussian blur filter is helpful when we apply foveated rendering to hide peripheral

artefacts.
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(a) Greek Temple (b) Column & Lights (c) Primitives

Figure 5.5: Scenes used in the evaluation, by Inigo Quilez [1], with permission.

(a) Foveated IPR (FIPR)  (b) Non-foveated IPR (¢) Ground truth

Figure 5.6: Quality comparison between foveated inverse pyramid rendering (FIPR),
inverse pyramid (IPR), and ground truth rendering. Notice how IPR and ground
truth treat edges identically. FIPR distorts insignificant edges in the periphery (eye
fization at the center of the image).

5.3 Perceptual Study

We conducted two two-alternative forced choice (2AFC) studies. The first (pilot)
study aims to investigate whether the perceived quality of our non-foveated accel-
eration structure (IPR) is similar to ground truth, i.e., it does not introduce any
artefacts. The second study aims to parametrize our foveated method by estab-
lishing parameters for which the drop in quality in the periphery of vision remains

unnoticeable.

We used simplified versions of high-quality scenes by Inigo Quilez (with permis-
sion [1], Fig. 5.5), to maintain acceptable frame rates, i.e., by removing soft shadows
and ambient occlusion. The first scene named ” Primitives”, represents an open en-
vironment that renders primitive shapes on a plane with a checkerboard pattern for
the ground. The second scene named ”Column & Lights”, features a more complex
environment in a closed setting. This scene includes a repeating pattern of columns

and five point-lights that move around the columns. Finally, the third scene named
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A Greek Temple”, represents an open cultural heritage environment including a
procedurally generated cliff terrain and a temple located on a cliff. These scenes
depict complex indoor/outdoor environments without explicit geometry and are de-

scribed using SDF's.

5.3.1 Experiments: Hardware Setup

Figure 5.7: Head mount display - HTC Vive Pro eye.

We used an HT'C Vive Pro Eye Head-mounted Display (HMD) (Figure 5.7), with
a resolution of 1440 x 1600 per eye, i.e., combined resolution 2880 x 1600 and a
refresh rate of 90Hz. The embedded eye tracker on our HMD has a sampling rate
of 120Hz and an accuracy of 0.5°0.5 - 1.1°%in the central field of view. The computer
used had an Intel i9-12900F CPU, 32GB RAM, and a single Nvidia GPU RTX-
3070ti with 8GB RAM. Eye tracking is not integrated into most desktop setups as,
recently, in VR headsets. Therefore, foveated rendering in VR is meaningful also
due to the much higher rendering cost in HMDs compared to desktop displays and
the readily available eye-tracking. Desktop setups can of course employ our method

using an external desktop eye tracker.

5.3.2 First (Pilot) Study: Inverse Pyramid Rendering (IPR)

The first pilot study compared the quality of the Inverse Pyramid Rendering
with ground truth rendering, where all pixels are traced from the camera origin in
a single pass. In this study, we wanted to establish that the acceleration structure
does not introduce any visible artefacts. At the same time, we benchmarked our
structure to demonstrate that it can perform faster than standard sphere tracing.

Pilot testing indicated that the optimal value for the filter size is 3x3. If we increase
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the filter size, the performance drops without any noticeable quality improvement.
If the filter size is small the quality is worse than the ground truth as surfaces might

be missed.

We conducted a 2AFC pair experiment with participants wearing the HTC Vive
Pro Eye HMD and using an Xbox controller to compare the quality for a series of
trials. Each sequence pair consisted of the ground truth rendering and our non-
foveated IPR, in random order. Participants were asked ”Was the quality the same
in both sequences?”. For this pilot study we recruited 5 participants from our
campus, with an average age of 28.5y (SD 1.5y) and a normal or corrected-to-
normal vision. For each scene, there were 6 trials. It took approximately 8 minutes
for each participant to complete the experiment. Users uniformly found the quality
produced by our non-foveated proposed IPR to be the identical to the ground truth.
This established that the IPR structure does not introduce artefacts and we could

proceed with introducing and parametrising foveated rendering in the main study.

Primitives Scene Column & Lights Scene Greek Temple Scene
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Figure 5.8: User study results. The blue bars correspond to the percentage of trials
indicating that foveated inverse pyramid rendering (FIPR) without Gaussian blur is
identical to ground truth, and the orange bar corresponds to the percentage of trials
indicating that foveated inverse pyramid rendering (FIPR) with Gaussian blur is
tdentical to ground truth.

5.3.3 Second (Main) Study: Foveated Inverse Pyramid Ren-
dering (FIPR)

The second study aimed to evaluate whether the drop of quality in the periphery
of vision is noticeable, and determine the optimal parametrisation values (dependent
variables), i.e., the eccentricity angle of the fovea and the presence or not of Gaus-
sian blur, for our foveated inverse pyramid rendering (FIPR), so that the quality
reduction remains imperceptible. Please see the limitations sections as to why ad-
ditional variables (refresh rate, super-sampling) were not included in the study. We
employed the same two-alternative forced choice (2AFC) experimental methodology
as in the pilot study. Fovea eccentricity varied from 2.5 to 15 degrees in steps of 2.5.

Each pair to be compared consisted of the ground truth rendering and the FIPR
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method. The study aimed to determine conservative thresholds for the foveation

parameters of our method (eccentricity, peripheral Gaussian blur).

We evaluated the performance gains when rendering in VR for the three scenes.
We calculated the time to render a frame with our method. We compared it with the
time it takes to render the ground truth (full sphere tracing). The target resolution
expected by the HTC Vive Pro Eye due to pinchusion pre-distortion correction, even
though the specifications report a resolution of 1440 x 1600 (a full resolution of 2880
x 1600) is equal to 2468 x 2740 per eye (full resolution of 4936 x 2740). We could
not perform any direct performance comparison with previous foveated rendering
techniques as they did not involve sphere tracing of SDFs sequences, making the
comparison invalid, since we are not using geometry as in [37, 6, 81, 13]. Previous
work also took advantage of hardware acceleration for mesh rendering (e.g., geome-
try shaders and ray tracing acceleration structures) to increase performance. Read-
ily available hardware acceleration structures are not available for sphere tracing.
Implementing an apples-to-apples comparison was therefore impossible. Instead,
we thoroughly gauged the performance of our technique both in terms of visual fi-
delity and computational performance against ground truth rendering, measuring

substantial performance gains.

Participants A total of 20 participants (6 female) with normal or corrected-to-
normal vision took part in the study, with an average age of 28.5y (SD 2.5y). 72
trials were presented for each scene (totaling 216 trials) and the average time it took
for each participant to complete each scene session was approximately 15 minutes
(45 minutes in total). A 10-minute resting session between sessions was allocated to
reduce fatigue. Before the experiment started, each user performed an eye tracker

calibration.

5.3.4 Objective SSIM and FLIP Metrics

We utilized the SSIM [95] and FLIP [96] metrics to assess the image quality of
our IPR and FIPR methods compared to the ground truth obtained through full
sphere tracing. Fig. 5.9 presents a visual representation of the local SSIM values
and an image with the differences produced by FLIP and table 5.1 shows the global

SSIM value and the mean error of the FLIP for each scene.
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Figure 5.9: Visualization of the local SSIM and FLIP difference/error map for the
primitives scene where the top row shows the results for ground truth vs IPR and
the bottom row for ground truth vs FIPR. Practically no difference for ground truth
vs IPR. Zooming-in can reveal details for ground truth vs FIPR; the maps were not
processed/optimised otherwise to not introduce artificial error pizels.

5.4 Results and Discussion

5.4.1 Visual Fidelity

In Fig. 5.6, we present a visual comparison of our inverse pyramid rendering

(IPR) with and without foveated rendering as compared to the ground truth.

We present the results of the user study in Fig. 5.8. For eccentricity values over
7.5° users could not identify any difference in quality between our FIPR method
and the ground truth. Users tended to prefer the ground truth rendering over our
method when the eccentricity was lower, and that preference towards the ground
truth surprisingly increased when blur was applied in the periphery, i.e., blur made

the manipulation more apparent.

There were slight variations in the results across the three scenes (Fig. 5.5).
Users commented that in the ”Primitives” scenes which featured primitive shapes
described by SDFs, their attention was primarily focused on the sharp shape edges.
Consequently, they were able to identify minor artefacts when low eccentricities were
used and concluded that the drop in quality was significant compared to the ground
truth.

Similarly, in the ”Column & Lights” scene, users reported that when their gaze
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G. Temple | Col. & Lig. | Primit.
GT vs IPR SSIM 0.99579 0.99192 0.99889
GT vs IPR FLIP 0.011108 0.046423 | 0.050560

GT vs FIPR SSIM 0.9777 0.94939 0.9902
GT vs FIPR FLIP || 0.030102 0.077929 | 0.109450

Table 5.1: Evaluating the visual fidelity of IPR and FIPR with respect to ground
truth. The global SSIM value indicates high structural similarity and the mean error
measured by the FLIP metric approaches zero for all scenes in IPR, indicating a very
high similarity to ground truth. In FIPR, global SSIM decreases and FLIP mean
error increases for all scenes, as expected, due to the foveated rendering’s quality
drop in the periphery. These results were obtained with an eccentricity foveal setting

of 7.5°.

was focused on a column, they were able to detect a decrease in quality in the
surrounding columns for low eccentricities. This can be attributed to the fact that

both scenes have geometries with closely positioned edges.

In contrast, in the ”Greek temple” scene almost all users found the quality to be
the same as the ground truth for higher eccentricity values to a percentage above
80% compared to the other scenes. This was possibly due to the scene featuring
fewer, larger shapes producing less noticeable quality transitions. It is evident from
these results that the users found the quality to be the same when the eccentricity is
equal or higher than 7.5°and that blur was not required, as blur potentially signaled
that quality had dropped.

We hypothesize that this might occur due to the increased complexity of the
”Greek Temple” compared to simpler scenes such as ”Primitives” which drove users
to fixate on a single point of the scene. Users were more sensitive to details such
as the primitive’s shape and observed drops in quality that may have occurred by
focusing on the primitives’ shapes. We hypothesize that with faster rendering and
a more responsive eye tracker in a VR headset, the drop in quality will not be
noticeable due to the faster update of gaze fixation on the screen. Our findings
underscore the need for further research to explore these variations and determine

the optimal approach to use for various scenes.

5.4.2 Performance Evaluation

In Fig. 5.10, we present the measured performance improvements for IPR without
foveated rendering. The speed-up varies from 1.22x to 4.28x as the samples per
pixel increase to enable super-sample anti-aliasing (SSAA). In Fig. 5.11, we present
the render time for each scene for various eccentricity levels, samples per pixel,

and refresh rates for the low importance pixels for IPR when foveated rendering is
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Inverse Pyramid Acceleration Structure Performance
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Figure 5.10: Speed-up of inverse pyramid rendering (IPR) without foveation, with
super-sampling varying from 1 to 16.

applied.

Our results showcase a significant improvement in rendering performance with
a speed-up that varies from 1.22x to 20.04x as the eccentricity level drops from
15°to 2.5°, the samples per pixel increase from 1 to 16 and the refresh rate of the
low significance pixels is reduced to 1/2 or 1/4 of the refresh rate of the pixels in

the fovea when using IPR.

FIPR showed significant improvements in performance for the highly complex
'Greek Temple’ scene, even when the samples per pixel were set to their lowest
value, and the refresh rate for the periphery was lower. This was because of the
higher complexity of the scene compared to the other two scenes, and our foveated
inverse pyramid rendering achieved a speedup ranging from 1.23x to 12.65x. In
the "Column & Lights’ scene, because of the repetitive nature of the geometry and
high saliency of edges, our method achieved a speedup ranging from 1.08x to 10.01 x
when the samples per pixel were more than 1 or the refresh rate in the periphery was
different from the fovea. Similarly, in the "Primitives’ scene, our method achieved a
speedup in performance that ranged from 1.37x to 20.04x, except when no super-

sample anti-aliasing was applied, and the refresh rate at the periphery was the same
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Figure 5.11: Rendering time for stereo rendering (two viewports) for each scene,
foveated and non-foveated (ground truth) in milliseconds. From left to right, super-
sampling varies from 1 to 16. From top to bottom, the refresh rate outside the
fovea varies from 1/1 to 1/4 the rate of the fovea. Our method enables interactive
rendering for scenes that would otherwise be impossible to run in VR.

as the fovea (Fig. 5.10).

Based on the lowest acceptable eccentricity value (Eccentricity = 7.5°) where
quality is perceived to be identical to the ground truth, we achieve a speedup ranging
from 1.1x to 10.29x for the ”Column & Lights” scene, 1.1x to 16.03x for the
”Primitives” scene and 1.58x x to 8.83x for the "Greek Temple” scene as the
samples per pixel increased from 1 to 16 and the refresh rate for periphery was

reduced from 1 to 1/4 of the refresh rate of the fovea area.

Our inverse pyramid rendering is demonstrably highly effective in rendering com-
plex scenes that render at very low frame rates or may not even run at all in VR.
Our proposed inverse pyramid rendering demonstrated better performance when the
3D environments comprised of open areas such as mountains or terrains compared
to enclosed areas such as caves or dungeons. This is probably due to the lower fre-
quency content in open spaces containing less sharp edges in the open environments.
Said another way, in open environments, more rays are not passing close to surfaces
compared to enclosed spaces which results in fewer steps and a faster approximation

of surface distance for most rays.

Our inverse pyramid rendering even without foveated rendering can significantly
improve performance both for one sample-per-pixel or multiple samples-per-pixel.
In both cases significantly fewer rays are spawned and marched due to the pyramid
and many rays are terminated much faster due to sampling from different levels of

the pyramid.
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Overall, our inverse pyramid rendering with or without foveation has demon-
strated significant improvements in rendering complex VR scenes, achieving faster
performance and more accurate approximations of surface distance, even in complex

environments.

5.5 Chapter Summary

This chapter discusses the implementation of Foveated Inverted Pyramid Ren-
dering (FIPR) to improve the efficiency of rendering signed distance fields (SDF's).
The proposed method begins with the introduction of an Inverted Image Pyramid
(IPR), which allows for lower resolution approximations to estimate ray distances
more effectively. By utilizing a hierarchical structure, we demonstrate that rays can
begin their tracing from an approximate distance determined at lower resolutions
instead of from the camera origin. This technique drastically decreases the number
of rendering steps required, thus improving the overall frame rate, especially critical

in VR environments.

We emphasize the challenges associated with traditional ray marching, notably
the computational costs tied to tracing rays near salient edges. To tackle potential
artifacts arising from lower resolution approximations, we apply a neighbor minimum
filter, enhancing the accuracy of renderings. The integration of foveated rendering
within the IPR framework allows us to render salient edges in peripheral vision more

accurately, balancing quality and computational load.

Performance evaluations show that FIPR achieves up to 4.28x speed improve-
ment over conventional sphere tracing methods without foveated rendering and up
to 20.04x when foveated rendering is applied. Our perceptual studies confirm that
with eccentricity thresholds set above 7.5°, users found no noticeable difference in
quality between FIPR and traditional rendering, therefore establishing FIPR as a
viable solution for high-fidelity, real-time rendering in VR applications. Overall,
this chapter establishes the groundwork for further optimization of SDF rendering,

encouraging continued research into foveation-aware techniques.
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Chapter 6

Skipping Spheres: SDF Scaling
and Early Ray Termination for

Fast Sphere Tracing

6.1 Overview

In this chapter, we introduce a novel method for enhancing the efficiency of ray
tracing by improving step reduction strategies in the rendering of signed distance
fields (SDFs) !. Our approach builds on existing techniques that lower ray steps and
generate low-resolution renders, but seeks to minimize the artifacts often associated

with such methods. By employing a single low-resolution buffer and implement-

Polychronakis, A., Koulieris, G. A., & Mania, K. (2024). Skipping Spheres: SDF Scaling
& Early Ray Termination for Fast Sphere Tracing. In Proceedings of the 42th Eurographics
Association Conference on Computer Graphics & Visualize Computting.

Pass 1 Pass 2
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Figure 6.1: We accelerate rendering of SDFs by enlarging the footprint of the SDF's
and by reducing accuracy of sphere tracing by increase the minimum accepted dis-
tance between ray and an SDF in a two-pass pipeline. The red frame indicates buffers
at 1/16"™ of the screen resolution and green denotes full (output) resolution.
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ing specific strategies for SDF scaling and ray convergence detection, our system

effectively reduces computation without sacrificing visual quality.

We perform the entire rendering process in two distinct passes (Figure 6.1: a
pre-processing step that optimizes the low-resolution buffer and a main pass that
executes high-resolution sphere tracing. This two-step process minimizes the number
of rays required to properly render small features, thereby ensuring that high-cost
surface edges are accurately captured. The chapter concludes with a comprehensive
evaluation of the method’s performance and visual fidelity, comparing it against

state-of-the-art techniques to demonstrate its effectiveness.

6.2 Implementation

(a) no scaling applied (b) Low scaling (c) High scaling

Figure 6.2: SDF scaling steps (1-128, visualised) for different parameters in the
Sponza atrium (top) and a schematic of the phenomenon (bottom). Left: No scaling
applied in the low resolution buffer and small surfaces are missed. Middle: SDF size
was increased leading to small surfaces been correctly “hit”. Right: Extreme SDF
scaling leads to artifacts.

Our method draws inspiration from prior techniques aimed at reducing ray steps
by adjusting step size and generating lower resolution renders [51]. Yet, the speed
gained from low-resolution buffers can lead to noticeable artifacts, particularly in
small features, necessitating filtering. Our approach minimizes artifacts while signif-
icantly cutting down steps compared to previous methods. This is achieved by using
a single low-resolution buffer and a novel tracing optimisation instead of a filtered
pyramid. This provides a head start origin for bundles of rays when rendering at the

full resolution, by positioning rays closer to the surfaces using the information stored
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in this low resolution buffer, significantly improving performance. First, we perform
SDF scaling in the low-resolution buffer, effectively enlarging the footprint of the
implicit surfaces when rendered in low resolution, ensuring visibility of all SDFs;
Secondly, we identify when a ray converges to high-cost surface edges and can ter-
minate sphere tracing earlier than usual, further reducing step count significantly.

Our method works in two passes described below.

(a) Low e (b) Medium € (c) High €

Figure 6.3: Step visualisation for different € values in the Sponza atrium (top) and
a schematic of the phenomenon (bottom). Step count is reduced from left to right
as the e value is increasing.

6.2.1 Pre-processing: Low Resolution

In the pre-prossessing pass, we render primary and shadow rays in a low resolution
buffer (for a 4K output buffer we reduce the low resolution buffer to a quarter of the
resolution in each axis, i.e., from 3840x2160px to 960x540px) while applying scaling
operations in the implicit surfaces and use a larger epsilon, i.e., terminate the ray
further back from the surface, storing a smaller distance in the low-resolution buffer
(Figure 6.3). We scale SDF's uniformly because we have no prior knowledge of the

volume surface and we increase the volume of the SDFs using the scale operator.

Before scaling the SDF's, we establish whether the camera distance is positive or
negative (meaning it is in front or behind an implicit surface, or inside or outside an
implicit volume if it is a closed shape). If the distance is positive we scale up, i.e.,
inflate the volume surface of the SDF. If the distance is negative, we scale down the
volume surface, i.e., deflate the SDF. This estimation has negligible computational

cost.
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This effectively expands the reach of implicit surfaces during rendering in low
resolution, guaranteeing the visibility of even the smallest SDFs/objects that might
have be missed otherwise. We store the traversed distance in the low-resolution
buffer providing a head start origin for bundles of rays at the full resolution (for our
target resolution each pixel will be reused by groups of 4x4 pixels (16) in the full
resolution) by positioning rays closer to the surfaces using the information stored in
the low-resolution buffer. This significantly enhances performance by reducing the

distance rays need to travel before reaching surfaces.

For objects that have holes (generated using the subtraction operation) instead
of increasing the volume size of the SDF that generates the hole, we decrease it ,
to improve the approximation. This works only when the camera is in front of the

implicit surfaces: if the camera is behind the implicit surfaces, we scale up the SDF.

This approach once again, forces the SDFs to cover more pixels in the lower
resolution to get a better estimation of the distance to be used in the second stage
(Figure 6.2). When a larger surface overlaps with a smaller one, this provides a

relaxed estimation of the distance between the ray and the surface (Figure 6.2c).

Early Ray Termination. The scaled SDFs may overlap with one another
as they now have a different footprint than they originally had. To avoid surface
overlaps with a smaller SDF, we terminate the sphere tracing process when the
distance between a ray and the surface is smaller than a modified, larger epsilon
value than normally used. This ensures that the ray doesn’t bypass the edges of
surfaces and provides a fast distance approximation. The drawback of this approach
is that when we set a higher epsilon, shapes with edges start to become more rounded

eliminating the edges and providing an inaccurate approximation (Figure 6.3c).

6.2.2 Main pass: Full-resolution

In the second pass, we perform sphere tracing at full resolution (4K in our sys-
tem), for both primary and shadow rays [15] to produce the final frame. We sample
the approximated buffer to get the approximated distance, and we set the origin
of each ray in the 3D world by reconstructing its position based on the distance
stored in the low resolution buffer - instead of the camera origin. We then perform
sphere tracing for each pixel. This results in rays performing significantly fewer
steps compared to the ground truth sphere tracing (Figure 6.5). In our method,
we take advantage of the additional computational resources by in turn spawning
more rays to enable anti-aliasing without increasing the overall frame time cost. For
the second, high resolution pass of soft shadow tracing, we use the approximated

distance to trace the shadows and set a shadow hardness k value according to the

103



Chapter 6. Skipping Spheres: SDF Scaling and Early Ray Termination for Fast
Sphere Tracing 6.3. Evaluation

effect we want to achieve (higher k£ value “harder” shadows) (Figure 6.8).

7N

Figure 6.4: The scenes used in the evaluation, by Inigo Quilez [1] and [7].

6.3 Evaluation

We conducted a performance and visual fidelity assessment of our system, our pri-
mary objective being twofold: to demonstrate the superior efficiency of our method
and to validate that our rendering outputs attain comparable (or better) visual
quality to the state-of-the-art and ground truth sphere tracing. We compare our
method for primary rays against the Enhanced Sphere tracing [10], Auto-Relaxed
Sphere Tracing [16], Inverse Pyramid Rendering (IPR) [51] and classic sphere trac-
ing [15] which we consider the ground truth. We compare our method for shadow
rays (soft shadows) against all aforementioned method excluding IPR as it does
not support shadows. To ascertain the significance of key components within our
rendering pipeline, we also execute an ablation study. The study delves into the im-
pact of early termination and uniform scaling of SDFs with or without soft shadows
on rendering performance and quality output. By including/excluding these com-
ponents and analysing their effects, we gain valuable insights into their respective

contributions to the overall rendering process.

We leveraged high quality scenes as depicted in Figure 6.4 (most of them provided
by Inigo Quilez, with permission [1]), all represented through procedural SDF's with-
out explicit geometry. The scenes encompass a diverse range of object complexities

I

and environments. The scene ”Primitives,” serves as an open environment, render-
ing basic shapes against a plane with a checkerboard pattern. The scene ” Column &
Lights” presents a more intricate closed setting. The scene dubbed ” Greek Temple”
showcases a landscape, comprising procedurally generated cliff formations and an

ancient temple structure. The last scene is the highly complex Sponza atrium (used

in [3]).
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Figure 6.5: Left to right, Primary rays total step count Sphere Tracing (SP) vs En-
hanced (EN) Sphere tracing vs Auto-Relazed (AR) Sphere tracing vs Inverse Pyramid
Rendering (IPR) vs Ours.

6.3.1 Visual fidelity

We employed the Structural Similarity Index (SSIM) [95], PSNR [97], and FLIP
metric [96] to evaluate the visual quality achieved by our method in comparison to
ground truth data obtained via full sphere tracing and state-of-the-art algorithms.
Figure 6.6 provides a visual representation illustrating local SSIM values and the
error map produced by FLIP for the aforementioned methods without shadows
compared against ground truth. Table 6.1 summarises the overall SSIM scores,
mean error values resulting from FLIP analysis, and PSNR across different scenes
without shadows being rendered for all methods and with shadows for all but IPR
(not supported). Figure 6.7 provides a visual representation illustrating local SSIM

values and the error map produced by FLIP with shadows.

For all scenes without shadows, our method achieved higher PSNR, and SSIM

& FLIP scores compared to the state of the art, demonstrating that our primary
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FLIP

Figure 6.6: Visualization of the local SSIM and FLIP difference/error map for the
scenes used in evaluation without shadows, compared against ground truth sphere
tracing. SSIM images are normalized for better visualization. The global SSIM
value indicates high structural similarity and the mean error measured by the FLIP
metric approaches zero for all scenes in IPR method and our method, indicating
a very high similarity to ground truth with our method outperforming slightly in
SSIM and FLIP the IPR and significant in PSNR.

ray sphere tracing produce images closer to the ground truth, i.e., with less artifacts
than the state-of-the-art. With shadows enabled our method achieves better results
compared to the state-of-the-art in two of the four scenes. For the other two scenes
our method performs only very slightly worse (Table 6.1) while being significantly
faster. This is not readily reflected in the actual images (Figure 6.7). Given that
we observe a higher error at open environments and only at high-depth values we
hypothesize this is due to how we handle depth accuracy in the accelerated low

resolution buffer.

6.3.2 Performance Evaluation

For the performance evaluation we calculated the time to render a frame and
visualise the spawned rays/second for the aforementioned methods with and without

shadows, for 1 sample/pixel or 4 samples/pixel Multisample Anti-Aliasing (MSAA)
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No Shadows

Scene

Metrics

AR

EN

IPR

OURS

Primitives

PSNR (dB)
SSIM
FLIP

D7.4427
0.99991
0.000071

56.0154
0.9998
0.000069

52.4472
0.99929
0.014882

60.3559
0.99997
0.000038

Columns

PSNR (dB)
SSIM
FLIP

33.6685
0.9678
0.017435

33.308
0.9676
0.015616

38.9716
0.98775
0.010609

34.1242
0.97063
0.013130

Greek
Temple

PSNR (dB)
SSIM
FLIP

28.3801
0.94161
0.024332

29.4527
0.95423
0.020483

27.9799
0.92016
0.041158

30.199
0.9615
0.019113

Sponza

PSNR (dB)
SSIM
FLIP

34.6855
0.90047
0.014963

35.5574
0.99364
0.007559

39.769
0.89431
0.019894

36.434
0.91353
0.012358

Shadows

Scene Metrics

AR

EN

OURS

PSNR (dB)
SSIM
FLIP

Primitives

50.1228
0.99963
0.001202

51.7603
0.99971
0.001656

54.4241
0.99985
0.000604

PSNR (dB)
SSIM
FLIP

Columns

34.0404
0.96814
0.020769

27.8927
0.93306
0.049922

31.4313
0.96041
0.026841

PSNR (dB)
SSIM
FLIP

Greek
Temple

32.7802
0.95652
0.031178

38.0089
0.98274
0.011753

34.9144
0.98003
0.026819

PSNR (dB)
SSIM
FLIP

Sponza

27.1012
0.89368
0.020771

34.8798
0.90788
0.446032

38.572
0.97925
0.011707

Table 6.1: The global SSIM value indicates high structural similarity and the mean
error measured by the FLIP metric approaches zero for all scenes in IPR method
and our method, indicating a very high similarity to ground truth with our method
outperforming slightly in SSIM and FLIP the IPR and significant in PSNR.

compared to the ground truth (full sphere tracing) which we show in Tables 6.9 and
6.10. The target resolution was Ultra HD (3840 x 2160). The computer used had an
Intel 19-12900F CPU, 32GB RAM, and a single Nvidia GPU RTX-3070Ti with 8GB

RAM. We present comparison tables of the achieved performance gains against the

state-of-the-art and visualize the reduction in steps for all methods.

For the Primitives scene, our method consistently outshines others in terms of

frame time (FT) and Million Rays per Second (MR/s), showcasing remarkable

reductions in rendering time (speedup 3x) and notably higher efficiency. With

anti-aliasing turned off, our method reduces rendering times to half in most scenes

compared to the state-of-the-art and with anti-aliasing turned on our method still

achieves significant reductions in rendering time.
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In the same tables (6.9, 6.10), we also provide a comparison of our method against
the state-of-the-art with soft shadows enabled. In the Primitives scene, our method
achieved lower rendering time compared to the ground truth with an improvement in
performance by 2.1x because most shadow rays finished tracing after 1 step (Figure
6.8). In the Columns scene, we achieved an improvement of 1.52x, whereas in the
Greek Temple scene, we achieved an improvement of 1.8x. In the Sponza atrium,
the rendering time increases significantly (shadows take up to 20 ms) compared
to other scenes due to scene complexity (increased computations to evaluate more
SDFs). However, our method can still improve performance by 1.5x. Overall, our
approach achieves better rendering times compared to alternative methods across
the board.

Compared to the state-of-the-art, our method outperforms previous methods as
it skips a significant number of steps (Figure 6.5). For shadow rays, our method
improves overall performance by terminating tracing early on the lower resolution
buffer based on attenuation resulting in fewer steps overall, and also by reducing
the steps in the full resolution rendering by giving an approximate head start to
bundles of rays (to 16 rays in the full resolution for just 1 in the low resolution
buffer) (Figure 6.8).

6.3.3 Ablation Study

To evaluate the effectiveness of our rendering pipeline’s key modules, namely
a) early ray termination and b) scaling of SDFs within the approximated buffer,
we conduct an ablation study. The results obtained from this study, with uniform
scaling set to 1.005 and € set to 0.05 for the generation of the approximated buffer,

are shown in Table 6.2.

6.4 Chapter Summary

In this chapter, we detail our innovative rendering method that effectively reduces
the computational cost associated with ray tracing through careful adjustments to
ray step sizes and the use of low-resolution buffers. Our goal is to enhance the
performance of sphere tracing for signed distance fields (SDFs) while maintaining—if

not improving—visual fidelity.

Our method begins with a pre-processing pass where we render primary and
shadow rays using a low-resolution buffer. By scaling the SDFs—enlarging implicit
surfaces for better visibility—we ensure that small features are detected without the

generation of excessive artifacts. We also set a larger epsilon value during this pass,
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allowing early termination of rays that are likely to converge on high-cost surface
edges. This significantly cuts down the overall number of steps required during

rendering.

In the main pass, we conduct sphere tracing at full resolution, utilizing the dis-
tances approximated in the low-resolution buffer to set ray origins closer to the
surfaces. This strategy results in fewer ray steps and allows for the addition of

multiple rays for enhanced anti-aliasing without significantly increasing frame time.

Our thorough evaluation process demonstrates that our method attains superior
performance metrics against traditional sphere tracing techniques, including En-
hanced Sphere Tracing and Inverse Pyramid Rendering. The results reveal modestly
improved visual fidelity scores and impressively reduced rendering times across vari-
ous complex scenes, confirming the efficacy of our dual-phase approach in achieving

both high efficiency and quality in ray tracing.
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7 LN 1L\

Figure 6.7: Visualization of the local SSIM and FLIP difference/error map for the
scenes used in evaluation with shadows turned on, compared against ground truth
sphere tracing. IPR is excluded from the comparison due to shadows being un-
supported. SSIM images are normalized for better visualization. The global SSIM
value indicates high structural similarity and the mean error measured by the FLIP
metric approaches zero for all scenes in IPR method and our method, indicating
a very high similarity to ground truth with our method outperforming slightly in
SSIM and FLIP the IPR and significant in PSNR.
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41 i:’.;;“,‘

J | gl ~ 4

(a) SP (b) Enhanced (c) Auto-Relaxed (d) Ours
' I -

Figure 6.8: Left to right, Shadows rays total step count Sphere Tracing (SP) vs
Enhanced (EN) Sphere tracing vs Auto-Relazed (AR) Sphere tracing vs Ours. IPR
15 exluded as it does not support shadow rendering.
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m Ours 14.1 14 24 22.3
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Figure 6.9: Frame rendering time for each scene in milliseconds; metrics for 1 and
4 samples per pixel. Evaluating the performance of Sphere Tracing (SP), Enhanced
Sphere Tracing (EN), Auto-Relaxation Sphere Tracing (AR), Inverse Pyramid Ren-
dering (IPR), and our method for primary rays only. Auto-Relaxed utilized a pa-
rameter (b) value of 0.3, Enhanced Sphere Tracing employed an omega value of 0.5,
and IPR utilized a kernel size of 3.
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Rendering Time -Shadows
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Figure 6.10: Frame rendering time for each scene in milliseconds; metrics for 1 and
4 samples per pixel. Evaluating the performance of Sphere Tracing (SP), Enhanced
Sphere Tracing (EN), Auto-Relaxation Sphere Tracing (AR), and our method for
primary and shadow rays. Auto-Relaxed utilized a parameter (b) value of 0.3,
Enhanced Sphere Tracing employed an omega value of 0.5. Excluded IPR from
shadow measurements as shadows are not supported.
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No Shadows
Scene Metrics W/O ET | W/O SC | ET & SC
FT (ms) 7.1 8.4 8.6
Primitives PSNR (dB) || 44.7198 | 44.7449 | 60.3559
SSIM 0.99299 0.99402 | 0.99997
FLIP 0.003921 | 0.003870 | 0.000038
FT (ms) 6.2 6.0 6.6
Colunns | PSNR (dB) | 35.4043 | 37.7992 | 38.9716
SSIM (dB) 0.97911 0.9852 0.98775
FLIP (dB) || 0.015361 | 0.011609 | 0.010609
FT (ms) 7.4 8.0 8.3
Temple PSNR 25.3528 31.9126 | 31.9215
SSIM 0.93149 0.97285 | 0.97286
FLIP 0.039382 | 0.015598 | 0.012358
FT (ms) 6.8 7.7 8.2
Sponza PSNR (dB) || 29.0528 | 35.7455 | 39.9769
SSIM (dB) | 0.97391 | 0.98955 | 0.99364
FLIP (dB) || 0.024387 | 0.010603 | 0.007359
Shadows
Scene Metrics W/O ET | W/O SC | ET & SC
FT (ms) 8.3 10.3 10.5
Primitives PSNR (dB) 27.9018 35.2168 | 54.3279
SSIM 0.97347 | 0.99528 | 0.99985
FLIP 0.031284 | 0.003200 | 0.000604
FT (ms) 0.0 8.8 9.9
Columns PSNR (dB) 24.9847 25.0812 | 31.4313
SSIM (dB) 0.82202 0.82725 | 0.96041
FLIP (dB) || 0.011528 | 0.010869 | 0.026841
FT (ms) 10.6 16.4 16.5
Temple PSNR 27.6492 34.1007 35.168
SSIM 0.93625 0.97896 | 0.97925
FLIP 0.070749 | 0.032912 | 0.019915
FT (ms) 18.6 22.1 22.8
Sponza PSNR (dB) || 27.0548 38.4397 38.172
SSIM (dB) 0.89888 0.95915 | 0.96332
FLIP (dB) || 0.046430 | 0.011139 | 0.010707

Table 6.2: Results of the Ablation study. Early Termination (ET) and Scaling (SC)
enabled or disabled for primary and shadow rays. Both components improve both
the computational efficiency and the image quality across the board, with minor

exceptions.
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Chapter 7

Conclusion, Limitations and
Future Work

In this work, we present a series of innovative rendering methods developed pro-
gressively to address the computational challenges associated with real-time graphics
rendering, particularly for path tracing and sphere tracing techniques. Our research
journey began with a focus on optimizing rendering performance for both desktop
and virtual reality (VR) applications, with the ultimate goal of achieving high-
fidelity visuals while maintaining real-time processing capabilities. Each step in our
research builds upon the insights and advancements of the previous one, culminating
in a comprehensive suite of techniques that significantly enhance rendering efficiency

and quality.

Our research began with the development of a perceptual sandbox designed to
emulate a foveated path tracer. This initial study aimed to determine eccentricity
angle thresholds for imperceptible foveated path tracing based on models of human
visual acuity. Despite hardware limitations preventing real-time path tracing at the
time, we successfully utilized pre-rendered image buffers and post-process foveation
to identify conservative eccentricity thresholds at which image manipulations be-
come detectable. Through a series of perceptual studies—including pair studies,
ramp studies, and slider tests—we established mean eccentricity values of 10.25°,
21°, and 16.95°, respectively. These findings highlighted the significant influence of

testing methodologies and monitor refresh rates on perceptual sensitivity to blur.

A key outcome of this stage was the computational complexity analysis, which
demonstrated the potential for substantial performance improvements in path trac-
ing through foveated rendering. By reducing the number of primary rays required,
we estimated a 2x speed-up for a foveal region of 30° and a middle region of 75°,

with even greater gains (3x speed-up) for a foveal region of 15° and a middle region

115



Chapter 7. Conclusion, Limitations and Future Work

of 65°. This foundational work laid the groundwork for subsequent research into

foveated rendering techniques.

Building on the insights from our foveated path tracing research, we next turned
our attention to sphere tracing, a technique widely used for rendering implicit sur-
faces. We introduced Inverted Pyramid Rendering (IPR), a novel method for ren-
dering implicit surfaces using sphere tracing. To further optimize this approach, we
integrated foveated rendering principles, resulting in the development of Foveated
Inverted Pyramid Rendering for sphere-tracing. This method emphasized the impor-
tance of rendering high-fidelity edges in the periphery while reducing computational

costs in less critical regions.

Through rigorous perceptual evaluations, we estimated the parameters neces-
sary to ensure that the manipulative effects of foveation remained imperceptible to
users. Benchmarking our methods against ground truth data confirmed significant
improvements in sphere tracing performance, enabling the rendering of complex
Signed Distance Field (SDF)-based scenes in VR that were previously unattainable.
This stage of our research demonstrated the practical applicability of foveated ren-
dering in real-time VR environments, marking a significant step forward in rendering

efficiency.

The final stage of our research focused on further accelerating sphere tracing
by introducing a novel technique that combines early ray termination and SDF
scaling on a low-resolution buffer. This approach allowed us to significantly reduce
computational overhead while maintaining high visual quality. We extended this
method to include high-quality accelerated soft shadows, leveraging the same low-

resolution buffer to achieve efficient rendering of complex lighting effects.

Benchmark comparisons with ground truth and state-of-the-art methods demon-
strated a remarkable increase in sphere tracing performance, independent of shadow
presence. This advancement enabled the rapid rendering of intricate SDF-based
scenes without compromising visual fidelity. An ablation study provided deeper in-
sights into the contributions of individual components, confirming the importance
of the key innovations we introduced. This stage represents the culmination of our
progressive research journey, delivering a robust and efficient solution for real-time

rendering of complex scenes.

Our research journey—from foveated path tracing to advanced sphere tracing
techniques—demonstrates a clear progression in addressing the challenges of real-
time rendering. Each stage built upon the insights and advancements of the previous
one, resulting in a comprehensive set of methods that push the boundaries of ren-

dering efficiency and quality. These contributions not only advance the academic
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understanding of rendering techniques but also have significant practical implica-

tions for applications in VR, gaming, and real-time graphics.

Looking ahead, the integration of emerging technologies such as neural rendering
and Gaussian splatting offers exciting opportunities to further enhance our methods.
By combining the strengths of these approaches with our foveated and acceleration
techniques, we can continue to drive innovation in real-time rendering, paving the

way for even more immersive and efficient visual experiences.

7.1 Limitations

Despite our promising findings, there are several essential limitations worth dis-

cussing:

Emulated Foveated Path-tracing: A primary limitation arose from the 60Hz
refresh rate of our monitor, which introduced a minimum end-to-end latency of up
to 16.6ms. Extensive measurements of our pipeline identified the monitor as the pri-
mary bottleneck, with the eye tracker and processing pipeline operating smoothly
at 90Hz and above 200Hz, respectively, without any delays. Although this total
latency of 16.6ms is relatively low, it may have inadvertently biased our measured
eccentricity thresholds towards higher values. Rapid eye movements, such as swift
saccades, might have skewed the detection thresholds, causing participants to report
larger eccentricities. Some subjects also indicated that they noticed image manipu-
lations during instances of multiple blinks, attributable to tracking errors—a chal-
lenge similarly documented in prior research. Additionally, the choice of a full-HD
monitor for experimentation could limit the applicability of our results to higher
resolutions, such as 4K or 5K monitors. While we opted for the most common
resolution currently in use, future work in higher-resolution displays may yield dif-
ferent perceptibility thresholds. However, we anticipate that a proportional or even
more significant performance boost would be achievable on modern high-resolution

monitors.

An Inverted Pyramid Acceleration Structure Guiding Foveated Sphere
Tracing for Implicit Surfaces in VR: Although our proposed depth filtering
method yielded promising results, it does not guarantee the preservation of all fine
details, especially at coarse resolution levels. The comparison of IPR to ground truth
reaffirmed that the missing details from high-frequency content were imperceptible,
as corroborated by our SSIM and FLIP metrics, which indicated only minimal dif-
ferences between the images. Our techniques primarily focused on ray marching for
geometric edges, which are crucial for rendering performance, but did not specifi-

cally address the implications of textural or shading edges, which could detract from
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user experience. Although our method supports accounting for these edges in the
edge map through low-resolution albedo or shaded maps, implementing this would

introduce additional rendering costs without improving performance.

Additionally, the HTC Vive Pro Eye headset introduces a limitation by locking
the frame rate to 45 frames per second (fps) whenever the frame rate drops below 60
FPS. This constraint could impede our method from realizing its full potential in VR
applications, as the foveated rendering could fail to synchronize adequately with the
measured eye fixation rate under lower refresh rate conditions. We also noted that,
during implementation, we excluded the refresh rate variable from our experiments,
due to instances of low fps in VR, particularly when the headset locked down to
45 fps, which created noticeable latency and visual artifacts, especially during rapid

movements.

In our desktop setup, pre-testing indicated that refresh rates could be lowered
to one-fourth of the foveal refresh rate without resulting in perceptible artifacts.
Further evaluation would be necessary to assess whether this drop in refresh rates

in the periphery is detectable and impactful when using a desktop eye tracker.

Skipping Spheres: SDF Scaling & Early Ray Termination for Fast
Sphere Tracing: This method currently relies on uniform SDF scaling not informed
by depth information while performing sphere tracing. This limitation inhibits the
potential to allocate resources more efficiently, particularly in foveated rendering
scenarios. Future improvements could explore the incorporation of selective SDF
scaling within low-resolution buffers, which would avoid scaling in areas that do not
require it, thereby optimizing rendering performance. Moreover, integrating this
method with our previously proposed Inverted Pyramid Acceleration Structure could
foster a more efficient foveated rendering approach, leading to further enhancements

in overall rendering performance.

7.2 Future Work

Looking towards the future, our research opens multiple avenues for continued

exploration and advancement:

Emulated Foveated Path Tracing: One significant direction for future work will
involve implementing our foveated path tracing method into a functional rendering
system, contingent upon hardware capabilities. Real-time evaluations of our tech-
nique when applied to complex high-polygon models, large scanned point clouds
acquired through drone imaging, or complex implicit surfaces can provide signifi-

cant insights. We also plan to investigate the integration of cutting-edge denoising
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techniques combined with Deep Learning Super Sampling (DLSS) in conjunction
with our foveated rendering model. This combination has the potential to sub-
stantially improve both efficiency and effectiveness. Additionally, we could aim to
explore how latency affects the visual angle at which foveation becomes perceptible

in peripheral vision—a critical factor in the continuous evolution of VR technology.

Integration with Neural Rendering: Neural rendering techniques, such as Neural
Radiance Fields (NeRF), could be leveraged to enhance the realism of foveated path
tracing. By training neural networks to predict high-fidelity details in the foveal
region while approximating the periphery with lower computational cost, we could
achieve a more efficient and visually compelling rendering pipeline. Furthermore,
neural rendering could enable the synthesis of missing or occluded details in complex

scenes, reducing the need for exhaustive geometric modeling.

Gaussian Splatting for Efficient Rendering: Gaussian splatting, a technique that
represents surfaces as a collection of Gaussian kernels, could be integrated into our
foveated path tracing framework. By using Gaussian splats to approximate complex
geometry in the peripheral regions, we could significantly reduce computational
overhead while maintaining visual quality. This approach would be particularly
beneficial for rendering large-scale scenes or dynamic environments where real-time

performance is critical.

An Inverted Pyramid Acceleration Structure Guiding Foveated Sphere Tracing
for Implicit Surfaces in VR: For the IPR and FIPR techniques, future work may delve
into the utilization of neural networks to predict the distance and direction of rays
based on low-resolution depth maps. This enhancement could further optimize our
inverted pyramid acceleration structure to support a broader range of visual effects,
such as ambient occlusion, soft shadows, sub-scattering surfaces, and even semi-
transparent materials. While our current structure has been primarily optimized
for VR applications, extending its applicability to desktop settings could be an

invaluable improvement.

Neural Rendering for Enhanced Effects: Neural rendering could be employed to
augment the visual effects supported by the inverted pyramid acceleration structure.
For instance, neural networks could be trained to predict complex lighting interac-
tions, such as global illumination or caustics, in real-time. This would allow for more
realistic rendering without the computational burden of traditional physically-based

methods.

Gaussian Splatting for Dynamic Scene Representation: Gaussian splatting could
be used to dynamically represent complex implicit surfaces within the inverted pyra-

mid structure. By adapting the density and scale of Gaussian kernels based on the
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foveation region, we could achieve a more efficient representation of detailed surfaces

while maintaining high visual fidelity in the foveal area.

Skipping Spheres: SDF Scaling & Early Ray Termination for Fast Sphere Tracing:
In advancing this methodology, we plan to address the uniform scaling limitation
by developing a solution that incorporates depth information during sphere tracing.
Implementing dynamic scaling in regions further from the camera could optimize
performance and resource allocation, particularly for complex scenes with varying
detail needs. Furthermore, the combination of our selective SDF scaling techniques
with the Inverted Pyramid Acceleration Structure could foster an improved foveated
rendering approach, driving performance even deeper into real-time rendering capa-

bilities without sacrificing quality.

Neural Rendering for Adaptive SDF Scaling: Neural networks could be trained to
predict optimal SDF scaling factors based on scene complexity and viewing distance.
This would enable adaptive scaling that dynamically adjusts to the level of detail
required in different regions of the scene, further enhancing the efficiency of sphere

tracing.

Gaussian Splatting for Early Ray Termination: Gaussian splatting could be in-
tegrated into the early ray termination process to approximate distant or low-detail
regions of the scene. By replacing computationally expensive SDF evaluations with
Gaussian approximations in these regions, we could achieve significant performance

gains without noticeable visual degradation.

Through these proposed future works, we anticipate expanding the applicabil-
ity and efficiency of our rendering methods, potentially redefining the approach to
real-time graphics rendering in both virtual reality and traditional computing en-
vironments. The integration of neural rendering and Gaussian splatting techniques
offers exciting possibilities for enhancing the realism, efficiency, and scalability of
our methods. This work not only contributes to the academic understanding of
rendering techniques but also has the potential for significant practical applications

in graphics software and VR technologies.
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