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Abstract

Gaze prediction in Virtual Reality (VR) has attracted significant attention due to its po-
tential to enhance user interaction and optimize VR applications, such as gaze-contingent
rendering. The dynamic and immersive nature of VR environments presents unique
challenges, especially in predicting gaze in task-oriented environments compared to free-
viewing or static ones. This thesis proposes a model for predicting gaze in such envi-
ronments, investigating the role and ability of temporal continuity to enable accurate
predictions.

The proposed model is composed of three key modules. The Image Sequence Module
(ISM) utilizes ConvLSTM layers to capture temporal motion features from sequences
of frames, while the Gaze Sequence Module (GSM) employs LSTM layers to extract
temporal patterns from gaze data. These outputs are combined in the Fusion Module,
which integrates information from both ISM and GSM to predict a single gaze point.
The OpenNEEDS dataset, offering diverse VR scenarios and gaze recordings, was used
for training. Preprocessing steps included frame and gaze point normalization, conversion
of 3D gaze vectors to 2D visual angles, outlier removal, and sequence creation to prepare
the data for the model.

The model was evaluated with metrics such as angular error and recall rate, with
the model significantly outperforming baseline methods. However, the runtime perfor-
mance remains a limitation, indicating the need for optimization for real-time applica-
tions. Our work contributes a robust, adaptable, consistent model for gaze prediction in
task-oriented VR environments and demonstrates the potential of leveraging temporal

continuity for accurate gaze prediction.



Acknowledgements

I would like to initially thank my supervisor, Professor Katerina Mania, for her guidance
and support throughout the development of this thesis.

Next, a shoutout to the members of the Surreal team for their assistance, especially
during the early stages of this project.

I am deeply thankful to my partner Michalis and my friends Anna, Giorgos, and Chris,
who have helped me in more ways than I can count over the years.

To my childhood friends Antonia, Dimitra, and Spyros, thank you for always being there
for me.

Lastly, I am truly grateful to my family for their infinite support and belief in me.



Contents

1 Introduction 1
1.1 Motivation . . . . . . . . L 1
1.2 Brief Description . . . . . . . . .. 2
1.3 Contributions . . . . . . . .. 5
1.4 Structure of the Thesis . . . . . . . . ... .. ... ... ... ... 5

2 Research Overview
2.1 Virtual Reality . . ... . . ... .. 7

2.1.1 Brief Historyof VR . . . . . .. .. oo 7
2.1.2 Head Mounted Displays . . .. .. ... ... ... .. ...... 10
2.1.3 Immersion . . . . . . ... 12
2.1.4 Foveated Rendering . . . . . . . .. . ... L. 12
2.2 Human Eye . . . . . . .. 14
2.2.1 Anatomy of the Eye . . . ... .. ... ... ... ... ..... 14
222 Vision . . ... 15
2.2.3 Eye Movement and Control . . . .. ... .. ... ... ..... 16
2.3  Gaze Behaviour Analysis . . . . . . .. ..o o 18
2.3.1 Attention Mechanisms . . . . . . ... ... ... 19
2.3.2 Gaze Patterns and Spatial Biases . . . . . . .. ... .. ... .. 19
2.3.3 Temporal Characteristics of Visual Attention . . . . . . . . . . .. 21
234 Eye Tracking . . . . .. .. ... 22
2.4 Gaze Prediction . . . . . . . ... 24
24.1 Early Steps . . . . . . 25
2.4.2  Predicting Saliency Maps. . . . . . . .. .. ... 25
2.4.3 Gaze Prediction in Virtual Reality . . . ... ... ... ... .. 28

Konstantina Mammou v December 2024



CONTENTS

2.4.4 Limitations—Requirements . . . . . . . .. ... ... ... 31

3 Theoretical and Technological Background 33
3.1 Deep Learning . . . . . . . . .. L 33
3.1.1 Neural Network Basic Structure . . . . . . .. .. ... ... ... 33
3.1.2 Loss Functions . . . . . ... ... o o 35
3.1.3 Optimizers . . . . . . . . . 37
3.1.4  Convolutional Neural Networks (CNN) . . . ... ... ... ... 37
3.1.5 Long Short-Term Memory (LSTM) Networks . . . ... .. ... 40
3.1.6  Convolutional LSTM (ConvLSTM) Networks . . . ... ... .. 43

3.2 2D Visual Angle . . . . . . ... 45
3.3 Min-Max Normalization . . . . .. .. ... ... ... ... ....... 45
3.4 File Formats . . . . . . . .. o 46
3.4.1 Apache Parquet . . . . . . .. ..o 46
3.4.2 Hierarchical Data Format (HDF) . .. ... ... ... ... ... 46

3.5 Software Tools . . . . . . . . . . . 46
3.5.1 Google Colab . . . . .. ... 46
3.5.2 Tensorflow-Keras . . . . . .. ... ... ... ... 47
3.5.3 OpenCV . . . . . e 47

4 Implementation 49
4.1 Dataset . . . . . . 49
4.2 Preprocessing . . . . . . ... 52
4.2.1 Load Dataset . . . . . . . . . .. ... 52
4.2.2 Preprocess Gaze Vectors . . . . . . . . ... ... 53
4.2.3 Preprocess Frames . . . . . . . . ... ... .. 55
4.2.4  Create Sequences . . . . . . . . . . ..o 57
4.2.5 Training, Validation, Testing Dataset Generators . . . . . . . .. 61

4.3 Model Architecture . . . . . . ... 64
4.3.1 System Overview . . . . . . . .. .. ... 64
4.3.2  Image Sequence Module (ISM) . . . . . ... ... .. ... ... 66
4.3.3 Gaze Sequence Module (GSM) . . . . . ... ... ... ... .. 66
4.3.4 Fusion Module (FM) . . . .. ... ... ... L 67

4.4 Training . . . . . ..o 67

Konstantina Mammou vi December 2024



CONTENTS

4.4.1 Environment Setup . . . . . . .. ... 67

4.4.2 Training Configuration and Optimization Settings . . . . . . . . . 68

4.4.3 Callback Mechanisms . . . . . . . .. ... .. ... ... ..... 68

5 Evaluation 69
5.1 Baselines and Evaluation Metrics . . . . . . . . .. ... ... ...... 69
5.1.1 Baselines. . . . . . . . .. 69

5.1.2 Evaluation Metrics . . . . . . . . .. ... 69

5.2  Model Evaluation Implementation . . . . . . .. ... ... ... ..... 70
5.3 Model Evaluation Results . . . . . . ... .. ... ... .. ....... 74
5.3.1 Performance Evaluation . . . .. ... ... ... ... ...... 74

5.3.2 Recall Rate . . . . . . . . . . ... 78

5.3.3 Predictions vs. Groundtruth Data . . . . . . ... ... ... ... 79

5.3.4 Runtime Performance. . . . . . . . . .. ... ... ... .. .. 80

5.3.5 Visualisation . . . . . . . ... ... 80

6 Conclusions and Future Work 83
6.1 Conclusions . . . . . . . . ... 83
6.2 Future Work . . . . . . . . ... 84
References 94

Konstantina Mammou vil December 2024



CONTENTS

Konstantina Mammou viil December 2024



List of Figures

1.1 Examples of our results. The purple () cross denotes the ground truth
gaze position, with the purple circle illustrating the foveal region with
radius 15°. The yellow () cross represents the prediction of our model,
the red (+) cross shows the center baseline and the blue () the mean
baseline. We can see that the model performs better compared to the

baselines. . . . . . .., 4

2.1 Sensorama Prototype [1] . . . . . ... ... ...
2.2 A Drawing from Telesphere Mask Patent [2] . . . . ... ... ... ...
2.3 Sword Of Damocles [2] . . . . .. ... ..
2.4 A demonstration of the EyePhone system, which uses special goggles, and
a DataGlove, allowing users to see and manipulate objects around in a
computer created environment [3]. . . . . ... o000 L.

25 Oculus Rift CVI [4] . . . . ..o oo

2.6 ValveIndex [B] . . . . ... 10
2.7 Meta Quest 3[6] . . . . . .. 11
28 HTC Vive Pro Eye [7] . . . . .. ... o 11
2.9 Foveated Rendering Example [8] . . . . . .. ... ..o 13
2.10 Eye Structure [9] . . . . . ... 14
2.11 Field of View [10] . . . o o oo oo oo e 17

2.12 DGaze: The distribution of users’ gaze position on an HMD screen. 98.7%

of the gaze data lies in the central region of the screen. The central region

is a square region that is confined to [-35°,35°]x[-35°,35°] in the domain of

gaze position [11]. . . . . . . ... 20
2.13 Another example of the center bias in the OpenNEEDS dataset [12] . . . 20

Konstantina Mammou 1X December 2024



LIST OF FIGURES

2.14

2.15
2.16
2.17

2.18
2.19

2.20

3.1
3.2
3.3
3.4
3.5
3.6
3.7

4.1

4.2

4.3

5.1
5.2
5.3

Eye trajectories measured by Yarbus (1967) by viewers carrying out differ-

ent tasks. (Upper right) No specific task. (Lower left) Estimate the wealth

of the family. (Lower right) Give the ages of the people in the painting [13]. 22

Pupil Labs Core Eye Tracker [14]. . . . . . .. ... ... .. ... ...
Representation of the VGG-19 architecture [15]. . . . . .. .. ... ...
SALICON model results [16]. The model can effectively detect salient
regions with different semantic content, and different sizes. . . . . . . . .
SAM-ResNet results [17]. . . . . . . ... o
Saliency prediction for omni-directional stereo panoramas [18]. Using ex-
isting saliency predictors along with the equator bias, good results are
achieved. . . . . . . ..

DGaze architecture. . . . . . . . . .

ANN example [19] . . . . . .
Diagram of an artificial neuron [20] . . . . . . ... ... 0oL
Activation Functions . . . . . . .. ..o
CNN typical architecture [21] . . . . . ... ... Lo
Convolution Visualisation [22] . . . . . .. . . ... ... ... ... ...
LSTM cell structure [23] . . . . . . . .. ...
Inner structure of ConvLSTM [24] . . . . . . . . .. ... .. ...

Examples of recordings from OpenNEEDS, showing indoor and outdoor
scenes and various tasks during gameplay. The green dot represents the
3D gaze vector [12]. . . . . . ..
Dataset analysis, showing the center and mean biases. Approximately 20%
of all fixations lie within 5°eccentricity of the screen center and 50% of all
fixations lie within 10°of the fixation mean respectively [12]. . . . . . ..

Architecture of the proposed model . . . . . . . .. ... ... ... ...

Angular Error comparison between our model and the baselines . . . . .
Cumulative Distribution Function of the prediction errors . . . . . . . . .

Heatmap Comparison of Predictions and Ground Truth Densities

23
26

27
28

29
30

34
34
35
38
39
41
44

50

o1
65

75
78
79

Konstantina Mammou X December 2024



LIST OF FIGURES

5.4 Visualisation of our results. The purple () cross denotes the ground
truth gaze position, with the purple circle illustrating the foveal region
with radius 15°. The yellow () cross represents the prediction of our
model, the red (+) cross shows the center baseline and the blue () the

mean baseline. . . . . . . .., 81

Konstantina Mammou x1 December 2024



LIST OF FIGURES

Konstantina Mammou xii December 2024



Chapter 1

Introduction

In this chapter, the motivation behind our work is presented. A brief description of
the implementation, results, and contributions is provided, along with an outline of the

structure of the entire thesis.

1.1 Motivation

Gaze prediction is a complex subject that has recently seen significant improvements
with the use of deep neural networks. Understanding and predicting where users look
is not only fascinating in terms of studying human behaviour but also has numerous
practical applications. In fields such as human-computer interaction (HCI), advertising,
accessibility, gaze prediction can enhance user interaction and experience. Moreover,
leveraging gaze prediction, image and video compression techniques as well as rendering
algorithms can be significantly optimized, thereby improving performance.

Concurrently, Virtual Reality (VR) has undergone rapid growth over the past decade.
The introduction of affordable head-mounted displays (HMDs) has increased the popu-
larity of VR devices, with more and more people exploring the field and the experiences
it offers. VR’s potential to provide immersive and interactive experiences has attracted
considerable research interest, with applications ranging from gaming and education to
healthcare and art.

In the context of VR, users’ gaze information becomes increasingly important, as

VR presents new areas that can utilize said information, such as VR content design,
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1. INTRODUCTION

eye-movement based interactions, gaze-contingent rendering, etc. Improving the per-
formance of HMDs is essential, as it enables more natural and immersive interactions.
Currently, the most common solution is based on hardware-based eye-trackers. However,
eye-trackers can be expensive and can present new issues that need to be solved, such as
latency. Therefore, gaze estimation in VR has slowly become an active area of study.

Predicting gaze in VR environments presents unique challenges compared to desktop
environments. The dynamic nature of VR content, coupled with the freedom of movement
and the different point of view provided by HMDs, results in distinct gaze behaviour
patterns. Although existing models for static images and desktop environments have
shown promising results, gaze prediction models for VR and dynamic scenes are still of
early stages. There are many limitations due to the complexity of a virtual environment,
especially when there is a task involved. Recently, the concept of temporal continuity of
visual attention has been presented, and researchers are trying to determine how it can
be exploited for more accurate predictions in complex environments.

Our research highlighted key limitations in existing gaze prediction models, including
the need for task-specific focus in VR, generalized adaptability across tasks, simplified
input requirements for integration, and lightweight architectures capable of rapid pre-
dictions. This led us to explore the relationship between task-specific environments and

temporal continuity as the foundation for a more accurate and flexible model.

1.2 Brief Description

In this thesis, we developed a gaze prediction model for task-oriented VR environments
based on deep neural networks. Our focus lies on dynamic environments, where users
actively perform tasks. Based on sequences of past gaze points, as well as past frames,
we investigate the role of temporal continuity in prediction models. We analyze human
gaze behaviour in VR environments, based on public datasets that contain recorded gaze
points from users interacting with virtual environments.

More specifically, the model consists of three modules: the image sequence module
(ISM), which learns the temporal motion features among consecutive frames; the gaze
sequence module (GSM), which captures the temporal patterns of user gaze; and the
fusion module (FM), which combines the outcomes from the first two modules to make

a single gaze prediction.
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1.2 Brief Description

The ISM is designed under the assumption that some knowledge of the scene is cru-
cial for identifying stimuli or salient areas in the frame that naturally draw attention.
ConvLSTM layers allow us to process a sequence of frames and memorize temporal infor-
mation, learning correlations across frames. These layers combine the strong long-term
memory capabilities of LSTM layers with the ability of convolutional layers to capture
image features. This module consists of 5 ConvLSTM2D layers with ReLLU as their ac-
tivation function, 4 MaxPooling layers to reduce dimensionality, and 4 fully connected
(FC) layers to encode the learned information, with sizes of 64, 32, 32, and 16 respec-
tively. A dropout layer (dropout rate = 0.5) is also included to prevent overfitting. The
input to this module is a sequence of 10 continuous frames.

The GSM, on the other hand, captures the temporal patterns of user gaze. This
module is based on LSTM layers, which are well-suited for long-term memory. It consists
of 4 LSTM layers with ReLLU as the activation function, 2 FC layers with sizes of 32 and
16 respectively, and a dropout layer (dropout rate = 0.5). The input to this module is a
sequence of 10 continuous gaze points.

Finally, the FM merges the outputs from the ISM and GSM using a Maximum op-
eration. This fusion process integrates both the temporal frame information and past
gaze point data. Following the merge, a fully connected layer of size 16 and ReLU as
the activation function is employed to further process the combined features, as well as
a dropout layer to prevent overfitting (dropout rate = 0.5). The final output layer con-
sists of a fully connected layer of size 2, with sigmoid as the activation function. This
layer generates the final gaze prediction as a two-dimensional output (z4,y,), with values
normalized between 0 and 1.

The OpenNEEDS dataset, a newly published large-scale, open-source dataset, was
used for this work. It contains data from 44 users who freely explored virtual environ-
ments and performed various tasks. The dataset includes two different types of scenes (in-
door and outdoor) and numerous tasks, such as reading, throwing, object-manipulation,
drawing, aiming, and shooting. For this study, scene information (frames at 8-bit res-
olution in sSRGB color space, down-sampled to a pixel resolution of 128x71) and gaze
information (3D gaze vectors) were used. For each sample, there was additional informa-
tion necessary such as a user ID, a scene ID, and a timestamp.

The dataset was preprocessed to fit the model’s requirements. Frames were normal-

ized to values between 0 and 1, and gaze points were converted from 3D vectors to 2D
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1. INTRODUCTION

visual angles, which were also normalized between 0 and 1. Outliers were removed using
the Interquartile Range Method to improve model robustness and performance. Input
sequences were then created, with each sequence consisting of consecutive frames and
their corresponding gaze points. The label for each sequence corresponds to the gaze
point of the next frame, ensuring that the model learns to predict the future gaze point
based on the current sequence of frames and gaze information, without needing the next
frame. Python generators were implemented to handle the data in manageable batches,
as loading all the images at once would overwhelm the available RAM. Each potential
sequence was verified to ensure that all frames originated from the same user and scene.
Separate generators were implemented for the training, validation, and testing datasets.

For training the model, Mean Absolute Error (MAE) was used as the loss function,
and the Adam optimizer was employed with an initial learning rate of 0.001. The training
process used a batch size of 64 and was conducted over 10 epochs. Two callback mecha-
nisms—Reduce LR On Plateau and Early Stopping—were used to improve the training
process. The model was trained on Google Colab using the NVIDIA L4 Tensor Core
GPU.

Figure 1.1: Examples of our results. The purple (-+) cross denotes the ground truth gaze
position, with the purple circle illustrating the foveal region with radius 15°. The yellow
() cross represents the prediction of our model, the red (+) cross shows the center
baseline and the blue () the mean baseline. We can see that the model performs better

compared to the baselines.

The model was evaluated based on its prediction error (measured in degrees), recall
rate (for assessing potential use in foveated rendering pipelines), and runtime perfor-
mance. Two baselines (center and mean) were defined for comparison. The angular

distance between the predicted gaze position and the ground truth was used to evaluate
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1.3 Contributions

the model’s performance. The results are promising. The model achieved a median error
of approximately 4 degrees with a small interquartile range (IQR), indicating robustness,
accuracy, and consistency. In comparison, the center baseline had a median of 13.15
degrees with a large IQR, and the mean baseline had a median of 11.95 degrees with a
similarly large IQR. Additionally, the model achieved a recall rate of 99.87%, demonstrat-
ing its practical applicability for replacing or assisting an eye tracker. In contrast, the
center and mean baselines had recall rates of 60.8% and 69.46%, respectively. However,
the average runtime performance remains a significant limitation. The model’s complex
architecture, while accurate, is computationally intensive, and optimization is needed to
make the model more lightweight and faster, even if it requires sacrificing some accuracy

for processing speed.

1.3 Contributions

The main contributions of this thesis are:

e A deep exploration, both theoretical and practical, of the concept of temporal

continuity for gaze prediction in VR.

e The development of a model that achieves strong accuracy and consistency with
data from various tasks and users, demonstrating its adaptability and generaliz-

ability.

e The creation of a model that requires simple inputs, making it easy to integrate

into various systems.

1.4 Structure of the Thesis

e Chapter 1: Introduction

This chapter introduces the concepts of gaze prediction and Virtual Reality. It also
provides a summary of our implementation, results, and outlines the structure of

the entire thesis.
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1. INTRODUCTION

e Chapter 2: Research Overview
This chapter presents an overview of the research conducted for this thesis, covering
the key concepts that inspired and guided the work.

e Chapter 3: Theoretical and Technological Background

This chapter provides the necessary background for this thesis, including theoretical
concepts such as neural networks and their operation, as well as the software tools
used in the implementation.

e Chapter 4: Implementation
This chapter provides a detailed explanation of the system implementation. It
covers the process from dataset selection and preprocessing to the design, imple-
mentation, and training of our model.

e Chapter 5: Evaluation
This chapter presents the evaluation of our system, defining the evaluation metrics
and discussing the results in detail.

e Chapter 6: Conclusions & Future Work

The final chapter summarizes the conclusions drawn from the implementation of
this thesis. It also provides potential future avenues for further improvement of the

results.

Konstantina Mammou 6 December 2024



Chapter 2

Research Overview

In this chapter we will elaborate on the necessary research conducted for this thesis.
We will begin by exploring the concept of Virtual Reality, the use of head-mounted
displays, and the technique of foveated rendering. Next, we will examine the anatomy
and function of the human eye, followed by an in-depth analysis of gaze behaviour.
Finally, we will discuss the field of gaze prediction, highlighting state-of-the-art models

and their limitations, which ultimately inspired the development of our approach.

2.1 Virtual Reality

Virtual Reality (VR) is a technology that has been envisioned for decades, evolving from
conceptual ideas to sophisticated systems that offer immersive experiences. This section

provides a brief history of VR, highlighting key developments and milestones.

2.1.1 Brief History of VR
2.1.1.1 Early Concepts and Prototypes

The concept of VR can be traced back to the mid-20th century. Cinematographer Morton
Heilig created the Sensorama [25], the first VR machine (patented in 1962). It was a
large booth that could accommodate up to four people simultaneously. The Sensorama
combined multiple technologies to stimulate all of the senses: it featured full colour 3D
video, audio, vibrations, smell and atmospheric effects, such as wind. Heilig envisioned

Sensorama as the “cinema of the future” and aimed to fully immerse people in their films.
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2. RESEARCH OVERVIEW

sensoraiia
.

Figure 2.1:  Sensorama

Prototype [1]

INVENTOR

TBaeyeang

. ATTORNEY S

Figure 2.2: A Drawing from Telesphere
Mask Patent [2]

2.1.1.2 The Birth of Head-Mounted Displays

Morton Heilig’s next invention was the Telesphere Mask (patented in 1960), the first

example of a head-mounted display (HMD), albeit for the non-interactive film medium

without any motion tracking. The headset provided stereoscopic 3D and wide vision with
stereo sound. In 1968 Ivan Sutherland and his student Bob Sproull created the first VR /

AR head mounted display, the ”Sword of Damocles”, which was connected to a computer

and not a camera [26].

. }L A

Figure 2.3: Sword Of Damocles [2]
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2.1 Virtual Reality

2.1.1.3 Advancements in the 1980s and 1990s

In 1975, Krueger’s VIDEOPLACE, the first interactive VR platform, was presented. It
used computer graphics, projectors, video cameras, video displays and position-sensing
technology to display computer-generated silhouettes of users, mimicking their move-
ments.

In 1985, the first company to sell VR goggles and gloves was founded, VPL Research,
Inc. They introduced several key innovations, including the DataGlove and the EyePhone
HMD [27]. The military used VR extensively, from flight simulation to exposure therapy
for the treatment of PTSD in war veterans. NASA also invested in VR technologies to

train astronauts [28].

Figure 2.4: A demonstration of the EyePhone system, which uses special goggles, and a
DataGlove, allowing users to see and manipulate objects around in a computer created

environment [3].

2.1.1.4 The Rise of Consumer VR

In 2012, Palmer Lucky launched a Kickstarter campaign to fund
the product and development of his prototype headset, the Ocu-
lus Rift. The campaign raised almost 2.5 million dollars and was

a clear dividing line between the commercial failures of consumer

VR in the past and the modern VR revolution. The acquisition of

Oculus VR company by Facebook, along with the releases of VR
Figure 2.5: Oculus

Rift CV1 [4]
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2. RESEARCH OVERVIEW

headsets by several major technology companies such as Google,
Samsung, HTC and Sony, led to radical advancements in com-
puting and display technologies. These developments made VR

more accessible to consumers and developers.

2.1.2 Head Mounted Displays

A head-mounted display (HMD) is a device worn on the head that places a display
screen directly in front of the user’s eyes. These displays immerse the user in a digital
environment by presenting stereoscopic images for each eye, creating a sense of depth
and a 3D visual experience. HMDs vary in design, from lightweight and compact models
for casual use to more sophisticated systems designed for professional applications.

HMDs are primarily used to enable immersive experiences, providing users with the
ability to interact with digital environments in ways that feel physically present. Some key
areas where HMDs are widely employed include gaming, education, training simulations
(medical, military, aviation, F1). They can also be found in industrial application for
real-time guidance or in fields like architecture and design. Finally, a very important
area is healthcare, where HMDs can be used for patient rehabilitation and mental health
treatments, such as exposure therapy for anxiety disorders.

The most popular commercially available HMDs currently are the Valve Index, Meta

Quest 3 and the HTC Vive Pro Eye, each one with its strengths and weaknesses.

Figure 2.6: Valve Index [5]

Known for its high refresh rate and precise tracking, the Valve Index is favoured
by PC VR enthusiasts. It offers top-tier visual fidelity and features like finger-tracking

controllers, making it suitable for advanced gaming and interactive experiences.
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2.1 Virtual Reality

Figure 2.7: Meta Quest 3 [6]

One of the most popular standalone VR headsets, The Meta Quest 3 offers high-
quality graphics, thinner form factor and lenses, as well as additional sensors and colour

passthrough cameras intended for mixed reality (MR) software.

Figure 2.8: HTC Vive Pro Eye [7]

Finally, the HTC Vive Pro Eye headset includes built-in Tobii eye-tracking technology;,
making it a popular choice for gaze-based research. Its real-time eye-tracking capabilities
allow for detailed analysis of where users are looking, how long their gaze stays on certain
objects, and how attention shifts during VR experiences, making it ideal for applications

in research, training, and behavioural studies.
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2. RESEARCH OVERVIEW

2.1.3 Immersion

Immersion in Virtual Reality refers to the degree to which a user feels present in a virtual
environment. This is primarily achieved through sensory engagement and interactivity.
By leveraging visual, auditory and haptic stimuli, VR aims to stimulate all human senses,
engaging the user in a digital environment as if it were the real world. Using hand-held
controllers, eye-trackers etc., the user is able to interact with the virtual world actively,
and in real-time. This enhances realism and helps guide the user’s attention within the
digital space.

Immersion directly influences gaze behaviour, as users naturally focus their attention
on key elements within the virtual environment. The more immersive the experience, the
more instinctively users engage with their surroundings, allowing gaze tracking to reveal

how attention is distributed and how users interact with the virtual space in real-time.

2.1.4 Foveated Rendering

Foveated (or gaze-contingent) Rendering is an advanced graphics technique designed to
optimize rendering performance in virtual reality environments by taking advantage of
the human visual system’s characteristics. The human eye, as we will describe in detail
in Section 2.2, has a high-resolution foveal region at the center of the visual field, where
detail perception is sharpest, and a peripheral region where sensitivity to motion and
light is greater, but detail perception is lower. Foveated Rendering capitalizes on this
by rendering high-quality graphics primarily in the user’s gaze area while reducing the
detail in peripheral vision areas, where less visual acuity is needed [29].

This technique can significantly improve performance by reducing the workload on the
GPU, allowing for higher frame rates and more complex scenes without compromising the
user’s experience. Foveated Rendering is typically achieved using eye-tracking technology,
which detects the user’s gaze direction and adjusts rendering accordingly [30].

Foveated rendering is a promising technology, but it still faces several technical chal-
lenges and limitations. Foveated rendering is still limited by hardware constraints. Any
latency between eye-tracking input and rendering adjustments can lead to ”perceived
lag,” where the high-quality region doesn’t align with the user’s instantaneous gaze point,
reducing the sense of immersion and potentially causing discomfort. Future improvements

in eye-tracking technology, rendering hardware, and perceptual modeling are anticipated
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2.1 Virtual Reality

to address these challenges further, allowing for more seamless integration of foveated

rendering in VR and AR applications [29].

Figure 2.9: Foveated Rendering Example [§]

In this thesis, we aim to develop a gaze prediction model that operates swiftly enough
to potentially serve as an alternative to physical eye trackers in HMDs. This would reduce
the need for dedicated eye-tracking hardware in each HMD), eliminating the latency issues
that sometimes affect these devices. However, a more realistic outcome is that the model
could work alongside the eye tracker, predicting the next likely region of user gaze. This
collaborative approach would allow the model to assist in directing computations more

efficiently, supporting eye-tracking performance with anticipatory gaze localization.
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2.2 Human Eye

In this section, we will discuss the fundamentals of the human eye and its role in gaze
behaviour. Understanding the anatomy and functionality of the eye is crucial for cre-
ating accurate and effective gaze prediction models. The basic anatomy of the eye will
be explored, the way it perceives the world, and the different types of eye movements
that contribute to gaze behaviour. Additionally, we will examine how gaze behaviour
manifests in real-world settings, desktop environments, and virtual reality. This founda-
tional knowledge will provide the context necessary for understanding the challenges and

opportunities in developing gaze prediction models for VR environments.

Coma—:n

Anterior chamber
(filled with
aqueous humor)

Posterior chamber
Suspensory igaments

Ciliary body and muscle

Medial rectus muscle

Figure 2.10: Eye Structure [9]

2.2.1 Anatomy of the Eye

The human eye is a complex organ that enables vision by detecting and processing light.

It consists of several key structures.
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The cornea is the transparent, outer ”window” and primary focusing element of the
eye. The outer layer of the cornea is known as epithelium. Its main job is to protect the
eye. The epithelium is made up of transparent cells that have the ability to regenerate
quickly. The inner layers of the cornea are also made up of transparent tissue, which
allows light to pass.

The pupil is the dark opening in the center of the colored iris that controls how much
light enters the eye. The iris functions like the iris of a camera, opening and closing to
control the amount of light entering through the pupil.

The lens, located behind the pupil, further focuses light onto the retina by changing
shape (a process known as accommodation).

The retina is the membrane lining the back of the eye that contains photoreceptor
cells. These photoreceptor nerve cells react to the presence and intensity of light by
sending an impulse to the brain via the optic nerve. The multitude of nerve impulses
received from the photoreceptor cells in the retina are assimilated into an image in the
brain. The fovea is the most central part of the retina. This area is responsible for the

clearest vision with sharpest colors and details [31, 32].

2.2.2 Vision

Light enters the eye through the cornea and pupil, is focused by the lens, and then strikes
the retina. The photoreceptor cells convert light into electrical signals, which are sent to
the brain via the optic nerve. The brain processes these signals to create visual images,
enabling us to perceive our surroundings.

Vision is not uniform across the visual field; it is sharpest in the center (foveal vision)
and decreases in clarity towards the periphery (peripheral vision). This variation in visual

acuity influences where and how we focus our gaze [33].

2.2.2.1 Types of Vision

The human visual system involves both monocular and binocular vision. Monocular
vision refers to the visual perception of each eye independently, providing a wider field of
view but less depth perception. Monocular cues, such as relative size, texture gradient,
motion parallax, and linear perspective, assist in judging distances and understanding

spatial relationships in the environment [34]. Binocular vision, in contrast, occurs when
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both eyes work together to focus on a single point in space. This type of vision is
essential for depth perception, allowing us to perceive three-dimensional (3D) structures
more accurately. The overlapping visual fields of both eyes create a binocular field of
view, which is smaller than the total monocular field but offers the advantage of depth
perception through stereopsis [35].

Stereopsis is a key aspect of depth perception and results from the slight differences
in the images perceived by each eye, known as binocular disparity. The brain fuses these
two slightly different images into a single three-dimensional perception. This process
enables the accurate judgment of distances and spatial orientation, which is essential for
tasks requiring precise depth perception, such as catching a ball or navigating through
complex environments [36]. Stereopsis is most effective at short to medium distances,

where the disparity between the two images is most pronounced.

2.2.2.2 Field Of View

The field of view (FOV) of the human eye is quite extensive. Considering both eyes
together, the horizontal field of view ranges from approximately 200 to 220 degrees,
while the vertical field spans around 135 degrees. The binocular overlap, where both
eyes’ fields converge, is narrower, covering about 114 to 120 degrees horizontally. This
overlap is critical for effective stereopsis and depth perception. The remaining peripheral
vision outside this overlap is covered by monocular vision, which plays a crucial role in
detecting motion and providing a broad awareness of our environment [37]. Peripheral
vision is highly sensitive to movement and is a critical component of our visual attention
system, helping with tasks like navigation and hazard detection [38].

By understanding these foundational aspects of vision—monocular and binocular
cues, stereopsis, and the field of view—we can better appreciate the complexity of gaze
behaviour and the factors influencing where and how individuals focus their gaze in dif-

ferent environments.

2.2.3 Eye Movement and Control

Eye movements are essential for gathering visual information from the environment. The
human visual system employs several types of eye movements, including fixations, sac-

cades, smooth pursuit, vergence, and vestibulo-ocular movements, to achieve a stable
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Figure 2.11: Field of View [10]

and clear perception of the world. Understanding these movements is vital for interpret-
ing gaze behaviour and predicting where an individual is likely to look next, which is
fundamental for gaze prediction models.

Fixations are the moments when the eyes remain relatively stable and focused on a
single point in the visual field. During a fixation, visual information is actively processed,
allowing the brain to analyze the details of the object or scene being observed. The
duration of fixations can vary significantly, typically ranging from 200 to 600 milliseconds,
but they can be shorter or longer depending on various factors such as the complexity of
the scene, the cognitive load of the task, and individual differences [39, 40]. Rather than
focusing solely on a fixed time frame, fixation is often better defined by the concept of
low gaze velocity—when the eye movement speed drops below a certain threshold, it is
considered a fixation [41].

The variability in fixation duration and its dependency on visual and cognitive de-
mands make it a key component in gaze prediction models. Areas with longer fixations
often indicate higher interest or cognitive processing requirements. Therefore, under-
standing fixation patterns, including their variability, is essential for accurately predicting
areas of interest [42].

Saccades are rapid, ballistic eye movements that occur between fixations, enabling

the eyes to shift their focus from one point to another within the visual field. Saccades
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serve to bring new areas of interest into the foveal region for detailed processing [43].
These movements are characterized by high gaze velocity, which can reach up to 900 de-
grees per second, and their duration can range from 20 to 200 milliseconds [39]. Saccades
vary widely in duration and velocity depending on the distance between fixation points,

the complexity of the visual scene, and the visual search task being performed.

Visual information is suppressed during saccades, a phenomenon known as saccadic
suppression, which helps to prevent the blurring of visual information caused by the
rapid movement of the eyes. Saccadic movements are essential for visual tasks such as
reading, where they help shift focus from one word or line to the next, and for scanning

environments where they quickly direct attention to areas of potential interest [42].

For gaze prediction, understanding the dynamics of saccades, including their initia-
tion, velocity, and endpoints, is crucial, especially in dynamic environments such as Vir-
tual Reality, where visual stimuli are constantly changing. The concept of gaze velocity
is crucial in distinguishing saccades from fixations [44], as saccades involve high-velocity

movements, whereas fixations involve low-velocity or near-static positions of the eyes [40].

In addition to fixations and saccades, other types of eye movements like smooth
pursuit (used to follow moving objects), vergence (adjustments for depth perception),
and vestibo-ocular movements (stabilizing the gaze during head movements) also
play essential roles in vision. However, for gaze prediction, understanding fixations and
saccades is particularly important due to their dominant role in scanning and exploring

dynamic visual scenes.

2.3 Gaze Behaviour Analysis

Understanding gaze behaviour is critical for developing accurate models of visual atten-
tion, especially in dynamic environments like VR. This section explores several funda-
mental concepts, including saliency, bottom-up and top-down mechanisms, the preferred
field of view (FOV), horizontal and vertical independence, different biases, the influence

of a task versus free viewing conditions, and head-to-gaze correlation in VR.
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2.3.1 Attention Mechanisms

Visual attention is usually modelled with two mechanisms: bottom-up and top-down at-
tention. The bottom-up attention is based on salient features of the input image. Salient
features attract attention due to their properties, such as color, brightness, contrast, ori-
entation, and motion [45]. Without the cues or guidance of prior knowledge and in the
absence of a specific task, salient regions, meaning locations with high intensity contrast,
fresh colour, object edged and motion, predominantly dictate gaze patterns [46]. For
example, flashing points of light on a dark night, sudden motion of objects in a static
environment, a bright red object in a predominantly green field will naturally draw at-
tention [47]. This mechanism is driven by sensory input and it typically involuntary and
very fast. For this reason, it is often called stimuli-driven attention.

Top-down attention refers to the set of processes used to bias visual perception based
on task or intention. This mechanism is driven by the mental state of the observer or
cues they have received [47]. When users engage in a specific task, their gaze behaviour
is guided more by intention and less by the sensory attributes of the stimuli. Top-
down processes are particularly important in VR, where immersive environments require

focused and task-oriented gaze patterns [18].

2.3.2 Gaze Patterns and Spatial Biases

Research shows that in many settings, gaze is not randomly distributed but instead
exhibits predictable patterns due to several visual and cognitive factors.

Firstly, studies prove that viewers tend to fixate on the center of their visual field,
both in the natural world, as well as in desktop or VR environments [48, 49]. This
phenomenon is called the center bias, and is thought to arise from several factors.

One of the primary explanations comes for the fact that image features tend to be
biased toward the center of natural images and fixations are correlated with image fea-
tures [48]. Another explanation is related to the tendency of photographers or content
creators to position objects of interest at the center of the image. Also, when people
repeatedly watch images with salient information placed in the center, they naturally
expect to find the most informative content of the image around its center [49]. An-

other important reason that encourages this behaviour is the interestingness of the scene.
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Figure 2.12: DGaze: The distribution of users’ gaze position on an HMD screen. 98.7%
of the gaze data lies in the central region of the screen. The central region is a square

region that is confined to [-35°,35°] x[-35°,35°] in the domain of gaze position [11].

When there are no highly salient regions, humans are inclined to look at the center of

the image [17].
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Figure 2.13: Another example of the center bias in the OpenNEEDS dataset [12] .

In VR environments, this center bias becomes more pronounced due to the nature of
head-mounted displays (HMDs). Users in VR are more inclined to move their heads to
bring information to the center rather than using eye movements alone. This behaviour
is partly due to the immersive experience provided by HMDs, where head movements
are more natural and less fatiguing than extensive eye movements [18]. The same study
presented the equator bias, which refers to the tendency of users to focus their gaze along

the horizontal midline of a visual screen. This is particularly evident in VR environments
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where the equator (horizontal plane) aligns with users’ natural head movements, resulting
in more frequent gaze activity along this axis.

Another observation addressed often is the independence of horizontal and ver-
tical eye movements [11]. Horizontal movements, being more common and less con-
strained, often dominate gaze behaviour. On the other hand, vertical movements can be
more deliberate, as they are less frequent and often task-dependent [18].

Head-to-gaze correlation is an equally important concept in the study of visual
attention, especially in VR environments. There exists a range within which gaze posi-
tions have a strong linear correlation with head rotation angular velocities [50]. While
the eyes can move independently of the head to a certain extent (known as the oculo-
motor range), when a target is more than 15-20 degrees away from the central line of
sight, people tend to move their heads to bring the target closer to the center of their
visual field, rather than rely solely on eye movements [51]. This coordination is crucial
for maintaining comfort and reducing strain, as large eye movements can be tiring and
less efficient.

Finally, gaze behaviour is significantly influenced by the presence of a specific task
and the nature of it. Apart from the already mentioned fact that when users engage
in a specific task, their gaze behaviour is guided more by intention and less by the
sensory attributes of the stimuli, it is important to discuss how the nature of the task
itself influences gaze. For example, in first-person shooter games, gaze tends to be more
focused on the center of the screen than in adventure games [52]. Even while viewing
the same image, the gaze distribution is different according to the task performed by the

user, as seen in Figure 2.14.

2.3.3 Temporal Characteristics of Visual Attention

Reaction time is a critical component of visual attention, referring to the delay between
the presentation of a stimulus and the user’s response to it. Users often exhibit a lag
behind moving objects or stimuli due to the time it takes for the brain to process visual
information and initiate motor responses [53]. Research has proven experimentally that
not only realtime object positions but also past object positions are correlated with gaze

positions and thus they can be both applied to the task of gaze prediction [11].
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Figure 2.14: Eye trajectories measured by Yarbus (1967) by viewers carrying out different
tasks. (Upper right) No specific task. (Lower left) Estimate the wealth of the family.
(Lower right) Give the ages of the people in the painting [13].

Finally, another important concept in the field of gaze behaviour is the temporal
continuity of visual attention. It is defined as the continuity and consistency of users’
on-screen gaze position sequences [54].

In this thesis, the temporal continuity of visual attention is explored deeply. Our
model is based on this concept. Our purpose is to examine whether or not temporal

continuity is enough to make accurate gaze predictions.

2.3.4 Eye Tracking

We explored the anatomy of the eye and the basics of gaze behaviour. Much of what
we understand today about these natural processes comes from the use of eye tracking
technology, which has been instrumental in measuring and analyzing where people direct
their attention.

Eye tracking is an experimental method of recording eye motion and gaze location
across time and task. Most modern eye trackers are video-based. They shine some light
source into the eye, usually an infrared light that is invisible to humans. This light

produces a reflection on the cornea that is identified by the eye tracking software. The
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center of the pupil is also identified by the software. Then a calibration is performed,
where the participant is instructed to look at a series of points at known locations on
the screen. This calibration is tested in a validation stage. If the calibration is good, the
point of gaze (where the participant is looking) can then be estimated with a high degree

of accuracy from the relative positions of the pupil and corneal reflection [55].

124 FPS

Figure 2.15: Pupil Labs Core Eye Tracker [14].

2.3.4.1 Types of Eye Tracking Systems

There are currently several types of eye trackers. First, there are remote eye trackers, such
as the Tobii Pro Fusion [56], which are positioned at a distance from the user, typically
on a monitor or screen, and detect gaze without physical attachment. Next, there are
wearable eye trackers, such as the Pupil Labs Core [14], shown in Figure 2.15, which are
usually glasses or headsets equipped with cameras to track eye movement as the user
interacts with the environment. Finally, there are embedded eye trackers, integrated into
devices like smartphones, tablets and VR/AR headsets. For example, the HTC Vive Pro
Eye headset, shown in Figure 2.8, has an embedded Tobii eye-tracker.

2.3.4.2 Challenges

Although improvements in technology have made eye tracking more affordable and acces-

sible for both users and researchers, there are still challenges that need to be addressed.
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Calibration Sensitivity: Eye trackers often require precise calibration for each
individual user. Calibration processes can be time-consuming and sensitive to factors
such as head position, glasses or contact lenses, and even lighting conditions.

Limited Accessibility: Some individuals with eye-related conditions (e.g., drooping
eyelids, nystagmus) may find traditional eye trackers less effective or even unusable.
Inconsistent performance across a diverse population limits the broader applicability of
these systems.

Hardware Costs: Even though modern eye trackers are becoming more and more
affordable, they are still expensive. The hardware involved—cameras, IR illumination
systems, and processing units—adds significant cost to devices which are already expen-
sive.

Latency issues: Although modern eye trackers are fast, they still introduce some
latency, which can be problematic in real-time applications like virtual reality or gaming.
Even a small delay between the user’s gaze and system response can disrupt immersion
and cause discomfort or motion sickness.

Privacy concerns: Eye trackers collect sensitive data regarding where and how
long a user looks at certain objects or areas. This information can inadvertently expose
private or unconscious thoughts, raising privacy concerns when used in commercial or
surveillance applications.

Given these limitations, recent advances in machine learning and neural networks

offer a promising alternative: gaze prediction models.

2.4 Gaze Prediction

In this section, we will explore the research surrounding gaze prediction, examining its
origins and the foundational works in the field. We will analyze key architectural struc-
tures that have proven essential for the task of gaze prediction and examine the state-
of-the-art models for gaze prediction in virtual reality. Based on this research, several
important factors emerged that must be considered when developing a gaze prediction
model, along with areas that require further attention, which will guide the focus of our

implementation.
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2.4.1 Early Steps

Roughly two decades ago, Laurent Itti and Cristoph Koch presented their model of
bottom-up visual attention [45] based on the cognitive theoretical foundations of human
visual attention. The model subsequently became a seminal work in the field, inspiring a
multitude of researchers from various domains to propose their own models of visual at-
tention. The Itti and Koch model was so influential because it combined several different
aspects to reach one goal: to understand human visual processing by simulating the pro-
cessing stages from scene level input to fixation selection. The model had a strong basis
in cognitive theory and tried to replicate some neuronal mechanisms involved in visual
attention by using many of the best approaches from computational vision available at
the time. The result was a model that was to account for many of the spatial and the
temporal aspects of human shifts of visual attention [57].

In this paper, they model gaze prediction using a saliency map, whch is defined as a
topographic representation that encodes the conspicuity of visual stimuli across a scene,
guiding attention to the most salient locations based on low-level visual features such
as color, intensity, and orientation. This representation of visual attention became a

standard approach, with subsequent models attempting to predict saliency maps.

2.4.2 Predicting Saliency Maps

With the evolution of deep learning, newer models have emerged. Using deep neural
networks, more complex information can be exploited, such as high-level features, leading

to more and more top-down approaches for the task of predicting gaze and fixations.

2.4.2.1 The VGG19 Network

The VGG19 network [58], introduced by Simonyan and Zisserman in 2014, is a deep
convolutional neural network (CNN) that has become a standard architecture for image
classification and feature extraction tasks. It consists of 19 layers, including 16 convo-
lutional layers followed by fully connected layers (further analysis in section 3.1.4). The
primary strength of VGG19 lies in its simplicity: it uses small 3x3 convolution filters,
allowing the network to stack many layers while maintaining manageable computational
complexity. This depth helps the network learn rich hierarchical representations, from

low-level features like edges and textures to high-level semantic concepts.
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In the context of gaze prediction, VGG19 is often used to extract high-level features

from images, which can then be fed into saliency prediction models.
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Figure 2.16: Representation of the VGG-19 architecture [15].

- Softmax

A known model for saliency prediction based on the VGG19 network is DeepGaze
IT [59]. The key innovation of DeepGaze II is its use of deep features extracted from the
VGG19 network, which was originally trained for object recognition tasks. By utilizing a
pre-trained VGG19 model, DeepGaze 11 captures rich visual features from input images
that are crucial for predicting human fixation points, i.e., where people are likely to
focus their attention. This model is particularly robust because it generalizes well across
various image datasets without needing extensive retraining or fine-tuning.

Another state-of-the-art model using the VGG19 network is SALICON [16]. Salicon
incorporates both global and local context by using multi-resolution image input and
feature extraction. The extracted features from different scales are then combined to
create a saliency map, predicting the likelihood of each pixel in the image being a fixation
point. The final prediction is refined using techniques like deconvolution or upsampling
to ensure that the output saliency map has the same spatial dimensions as the input
image.

Salicon’s innovation lies in its ability to predict saliency at a large scale efficiently,
using pre-trained deep networks like VGG for feature extraction and combining multi-
scale image analysis. This allows it to capture both local attention cues and broader
scene context, leading to accurate saliency predictions that closely match human eye

movements.
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Figure 2.17: SALICON model results [16]. The model can effectively detect salient

regions with different semantic content, and different sizes.

2.4.2.2 ResNet50

ResNet50 [60], introduced by He et al. in 2015, represents a major advancement in
CNN architecture through the concept of residual learning. Traditional deep networks,
like VGG19, tend to suffer from degradation problems as layers are added, leading to
difficulties in optimization. ResNet solves this by introducing ”skip connections,” which
allow the network to bypass certain layers, effectively creating shortcuts. This enables
ResNet50, which has 50 layers, to train very deep networks without suffering from the
vanishing gradient problem. This structure has been used in numerous models for gaze
prediction. For example, one well-known is the SAM-ResNet50 model [17].

This model became well-known in the field of visual attention and gaze prediction due
to its innovative combination of a ResNet50 backbone for spatial feature extraction and
an LSTM-based attention mechanism for temporal and iterative saliency prediction. It

outperformed many previous methods in predicting human eye fixations by focusing on
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both the spatial saliency and temporal dynamics of how attention shifts across images.
This integration of spatial and temporal modeling, along with the attention mechanism,
allows the model to predict human eye fixations more accurately than traditional feed-
forward approaches. The model iteratively updates the saliency map, simulating how

humans shift their gaze to different parts of an image.

Fixations Groundtruth

Figure 2.18: SAM-ResNet results [17].

2.4.3 Gaze Prediction in Virtual Reality

Gaze prediction in virtual reality is gradually gaining more attention. Researchers are
increasingly studying the differences between natural environments, desktop viewing con-
ditions, and VR. Several factors must be taken into account, such as varying perspectives,
the relationship between head movement and gaze, more dynamic content, and the in-
creased complexity of tasks involved.

Sitzmann et. al [18] analyzed the way people explore immersive virtual environments
and tested several existing saliency predictors to immersive VR conditions. Their work
highlights several key facts. Using the Pearson Correlation (CC) score, which ranges
from -1 (perfectly inversely correlated) to 1 (perfectly correlated), they compared VR to
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desktop conditions and got a CC score of 0.76, which means that although different, there
is common ground, which means that they could try and use existing saliency predictors
for desktop images for VR gaze prediction. They also mention the existence of the equator
bias. Thus, their model is based on existing and successful saliency predictors [61, 62],
which they use to get a saliency map. They then multiply this map with the longitudinal

equator bias and get a final prediction.

Scene Ground Truth ML-Net [Cornia et al 2016] + EB  SalNet [Pan et al 2016] + EB

Corr 0.63 Corr 0.61

Figure 2.19: Saliency prediction for omni-directional stereo panoramas [18]. Using exist-

ing saliency predictors along with the equator bias, good results are achieved.

Their results were promising, but worse for VR than for desktop environments. Also,
it is worth mentioning that the experiment was conducted in a static VR environment,
with neither dynamic objects nor dynamic usage by the user.

Koulieris et al. [63] focused on a heavily task-oriented game and tried to predict gaze.
Their observation is that player actions are highly correlated with the present state of a
game, encoded by game variables. Based on this, they trained a classifier to learn these
correlations using an eye-tracker which provided the ground-truth object being looked
at. The classifier can be used at runtime to predict object category — and thus gaze —
during game play, based on the current state of game variables. However, they focused
on First Person Shooter (FPS) games.

A big breakthrough in the field is the model DGaze [11], by Hu et al. First of all,
they highlight the fact that gaze prediction is different from prior works in human eye
fixations or visual saliency, which predict a density map of eye fixations. In contrast, real-
time gaze prediction aims to predict a single gaze and the real-time requirements (60Hz
or better) make it distinct from approaches that focus on saliency prediction. Especially

for some VR applications like gaze-contingent rendering and eye movement interactions,
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a user’s real-time gaze position has more practical significance than a density map of eye

fixations.
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Figure 2.20: DGaze architecture.

Moreover, they use dynamic virtual scenes to collect data, train their model, and also
test it. This is very important, as they begin to study more complex VR environments,
with dynamic objects. Their model is based on three modules:

Saliency Encoder Module: Utilizing Sam-ResNet [17], they extract the saliency
maps of the frames every 250 ms, and using a FC layer they encode the saliency features.

Sequence Encoder Module: They encode the sequence of dynamic object prosi-
tions, head velocities and if available, the sequence of past gaze positions, employing a
1D CNN layer, to predict gaze positions.

Gaze Prediction Module: Finally, they incorporate the outputs of the two mod-
ules, using 3 FC layers to make a single gaze point (x,,y,) prediction.

Finally, this work paves the way to a different evaluation approach. They present
some new evaluations metrics, appropriate for real-time gaze prediction: they use the
angular distance as an error metric, calculating the angle between the predicted and
the groundtruth data. They compare their results with two baselines, deriving from gaze

behaviour analysis: the center baseline (i.e. assume the model predicts always the center,
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as this is where users are most likely to look at), and the mean baseline (i.e. the mean
gaze point, calculated from the gaze data they created).

Their results are quite promising, and this work has influenced the field in multiple
ways. However, there are still some limitations. Their model is derived from free-viewing
conditions (no specific task) and performs worse on task-oriented situations. Moreover,
their system requires a complex input, which means that it is not easily adaptable from
application to application.

Hu et al. [54] presented the concept of temporal continuity of visual attention in im-
mersive virtual reality and evaluated it in both free-viewing and task-oriented conditions,
by calculating autocorrelation functions of users’ gaze position sequences. They further
applied the temporal continuity to the task of future gaze prediction, utilizing current
gaze positions to predict gaze positions in the future. Their work revealed that, in both
free-viewing and task-oriented conditions, temporal continuity can only efficiently facili-
tate short-term gaze prediction. However, their work was mainly a proof of concept, and
no complex model based on temporal continuity was created.

Finally, Hu et al. presented FixationNet [64], a novel model for forecasting human
eye fixation in task-oriented virtual environments. They focused on the task of visual
search, which requires subjects to detect a target among many distractors. Their ar-
chitecture was similar to DGaze, and the question they mainly tried to answer is the
time interval in which their model’s prediction is accurate. Once again, it is proved that
prediction works for the short-term future. It is important to note that this work proved
that gaze prediction on task-related situations is possible. However, their model focused

on a very specific task, and cannot be directly applied to other kinds of tasks.

2.4.4 Limitations—Requirements

Our research has revealed several key aspects related to the task of gaze prediction.
First, there is a need to focus on prediction for task-specific environments in virtual
reality. Second, a more generalized model is necessary—one that can adapt and predict
accurately across various task categories.

To ensure compatibility with existing systems, it is important to simplify the input

as much as possible, minimizing the need for extensive scene information (such as game
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variables, objects, saliency, etc.). This will enhance the model’s flexibility, allowing it to
be easily integrated into different systems.

Additionally, for this approach to be practical, the system must be lightweight and
capable of making predictions rapidly, ensuring it can be used in gaze-based interactions
or gaze-contingent rendering pipelines.

Regarding the architecture of the model, we believe that task-specific environments
and the concept of temporal continuity are closely related. Further exploration of this

relationship is needed to develop a more accurate model.
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Chapter 3

Theoretical and Technological

Background

In this chapter, we will present the theoretical and technological background essential for
our implementation. We will start by analyzing the theory of neural networks, including
their components, with a focus on the layers and techniques used in this thesis. Next,
we will discuss key concepts such as the 2D visual angle. Finally, we will provide an

overview of the file formats and software tools utilized in our work.

3.1 Deep Learning

Deep learning is a subset of machine learning that focuses on using neural networks with
multiple layers to model complex patterns in data. These neural networks consist of layers
of interconnected "neurons,” which process inputs and pass information through non-
linear transformations [65]. Unlike traditional machine learning models, deep networks
are able to automatically learn feature representations, making them highly effective in

tasks like image classification, speech recognition, and gaze prediction [66].

3.1.1 Neural Network Basic Structure

Artificial Neural Networks consist of an input layer, multiple hidden layers, and an output
layer [67]. Each layer processes information received from the previous layer and passes it

on to the next. Layers consist of interconnected nodes (neurons) that process input data
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and produce output predictions. For a neural network to be considered deep, it typically

must consist of at least three layers [66].

input layer hidden layer 1 hidden layer 2 output layer

Figure 3.1: ANN example [19]

A neuron is the fundamental building block of a neural network. It is inspired by the
structure and functioning of biological neurons in the human brain. Artificial neurons are
designed to process and transmit information in a neural network, enabling the network

to perform complex tasks such as pattern recognition, decision-making, and learning.

4ﬁ.~"lnput5
A - Weights

_Acﬁvaﬁon
"~ function

Output

Node

Figure 3.2: Diagram of an artificial neuron [20]

e A neuron receives n input signals represented as x1, T, ..., T,.

e For each input signal, there are weights represented as wy, wo, ..., w,.
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e A bias term represented as b is added to the summation of weighted inputs.

e The weighted inputs and the bias term are added together to produce a weighted

sum: z = Y w;r; + b= 11wy + Tows + ... + TLW, + ).

e The weighted sum z is then passed through an activation function f(z), which
introduces non-linearity to the neuron’s output. This is essential for the model to
learn complex patterns. Common activation functions include the sigmoid, ReLU

(Rectified Linear Unit), tanh (hyperbolic tangent), and more.

e The output of the neuron is the result of the activation function.

In this thesis, two activation functions were used: ReLLU and sigmoid.

ReLU
Sigmoid / Logistic

(a) ReLU [68] (b) Sigmoid [68]
Figure 3.3: Activation Functions
The ReLU function returns 0 if it receives any negative input, but for any positive
value x it returns that value back. So it can be written as f(z) = maxz(0,x).
The sigmoid function takes any real value as input and outputs values in the range
of 0 to 1. Mathematically it can be represented as f(x) = [
e~
3.1.2 Loss Functions

The performance of a network is computed by using a loss or a cost function through,

which evaluates how well the network performs in its predictions [66]. The loss measures
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the error between the network’s output with the actual target in the training data.
After the error is calculated, backpropagation occurs, where the error is propagated
backward through the network to adjust the weights [69]. This process, using techniques
like gradient descent, is key to allowing the model to learn.

There is a plethora of loss functions used, depending on the specifics of the model

and its goal.

3.1.2.1 Mean Squared Error (MSE)

The Mean Squared Error (MSE) is one of the most commonly used loss functions in
regression tasks. It calculates the average of the squared differences between the predicted
values and the actual target values [67]. The squaring ensures that large errors are
penalized more heavily than small errors.

The formula for MSE is:

n

1 ~
MSE = — ;(yi — )
Where:
e 1 is the number of data points.
e y; represents the true value.

e y; represents the predicted value.

MSE is sensitive to outliers because the errors are squared, making it useful when we
want to penalize large errors more than smaller ones.
3.1.2.2 Mean Absolute Error (MAE)

The Mean Absolute Error (MAE) calculates the average of the absolute differences be-
tween predicted values and actual values. Unlike MSE, it doesn’t square the errors,

making it less sensitive to outliers [70].
The formula for MAE is:

1 n
MAE = = . — T
n;:l\y vil
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Where:
e 1 is the number of data points.
e y; represents the true value.
e 7; represents the predicted value.

MAE gives an equal weight to all errors, making it more robust to outliers compared to
MSE. In this thesis, we experimented with both, but used MAE as the loss function of

our final model.

3.1.3 Optimizers

Optimizers adjust the model’s weights to minimize the loss function during training.
They play a key role in speeding up the learning process and ensuring convergence. In
this thesis, we used Adam (Adaptive Moment Estimation) [71]. Adam is one of the
most popular optimization algorithms due to its efficiency and ability to adapt learning
rates.

The learning rate is a critical hyperparameter in the training of neural networks,
controlling how much the model adjusts its weights in response to the error at each step
of optimization. It determines the step size the optimizer takes while traversing the error
surface during gradient descent. A small learning rate means that the model will make
minor adjustments to the weights, leading to slow but stable convergence. However, if
the learning rate is too small, training can become inefficient and might get stuck in local
minima. On the other hand, a large learning rate allows the model to update its weights
more significantly, which speeds up training but risks overshooting the optimal solution,

causing instability or divergence.

3.1.4 Convolutional Neural Networks (CNN)

A Convolutional Neural Network (CNN) is a deep learning algorithm specifically designed
for processing and analyzing spatial data, such as images and videos [72].
CNNs are widely used for image classification, object detection, and other vision-

related tasks because they excel at recognizing patterns like edges, textures, and shapes,
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Convolution Neural Network (CNN)
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Figure 3.4: CNN typical architecture [21]

which are critical for visual understanding [73]. Unlike traditional fully connected net-
works, CNNs take advantage of the spatial structure of data, allowing them to handle
large input dimensions more efficiently [74]. By using a series of layers designed to
progressively extract and refine features, CNNs reduce the need for manual feature en-
gineering. This allows the model to autonomously learn low-level patterns (e.g., edges)
in early layers and progressively more complex features (e.g., object shapes) in deeper
layers [75].

CNNs consist of several specialized layers, each performing a distinct operation on

the input data. The most critical layers in a typical CNN architecture include:
e convolutional layers
e pooling layers

e fully-connected (dense) layers.

3.1.4.1 Convolutional Layer

The convolutional layer is the core building block of CNNs, responsible for extracting
features from the input [74]. It applies a set of learnable filters (also called kernels)
to the input image or feature map. Each filter slides over the input data, performing a

mathematical operation called convolution, and produces an output known as the feature
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map. These feature maps capture important local patterns such as edges, corners, or

textures.
P~ ~
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Figure 3.5: Convolution Visualisation [22]

The convolution operation is described mathematically as:

FeatureMap(i, j) = Z Input(i +m,j+n) - Kernel(m,n)

m,n

Where:
e Input is the input image or the previous layer’s output (feature map).
e Kernel (or filter) is a small matrix of weights that is learned during training.
e i,j represent the spatial coordinates of the resulting feature map.

Each filter extracts specific features, and by stacking multiple convolutional layers, CNNs

learn increasingly abstract and complex representations of the data [75].

Key Parameters of the Convolutional Layer:

e Kernel Size: Determines the size of the filters, typically 3 x 3 or 5 X 5 in many

architectures [58].
e Stride: Defines the step size at which the filter moves across the input image.

e Padding: Adds extra pixels around the input, ensuring the output feature map

size matches the input dimensions or is reduced in a controlled way.
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3.1.4.2 Pooling Layer

After the convolutional layer, the feature map is typically passed through a pooling layer.
The pooling layer reduces the spatial dimensions (height and width) of the feature maps,
preserving the most important information while making the network computationally
efficient and reducing overfitting [76]. The most common form of pooling is max pooling,
which selects the maximum value from a set of pixels, while average pooling computes
the average.

A pooling layer summarises the features present in a region of the feature map gener-
ated by a convolution layer. So, further operations are performed on summarised features
instead of precisely positioned features generated by the convolution layer. This makes

the model more robust to variations in the position of the features in the input images.

3.1.4.3 Fully Connected (Dense) Layer

In the final layers of a CNN, the high-level features extracted by the convolutional and
pooling layers are flattened into a 1D vector and passed through one or more fully con-
nected (dense) layers. These layers serve to map the learned features to the final output,

such as class probabilities in image classification [73].

3.1.4.4 CNNs in Gaze Prediction

CNNs are widely used in gaze prediction models due to their ability to learn both low-level
image features and high-level, complex patterns. This makes them effective for extracting
features that influence gaze direction. For instance, as discussed in section 2.4.2.1, models
like VGG16 and VGG19 are often components of more complex architectures for saliency
and gaze prediction.

In this thesis, we do not directly use a CNN but rather a ConvLSTM network, which
builds upon CNN architectures, combining them with LSTM architectures. This will be

analyzed in the following sections.

3.1.5 Long Short-Term Memory (LSTM) Networks

LSTMs are a type of recurrent neural network (RNN) specifically designed to model

temporal sequences and capture long-term dependencies in sequential data. They were
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introduced to address the limitations of traditional RNNs, particularly their difficulty in

learning long-term dependencies due to the vanishing gradient problem [77].
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Figure 3.6: LSTM cell structure [23]

LSTMs are composed of memory cells that maintain information over time, and gates
that control the flow of information in and out of these cells. This architecture allows

LSTMs to selectively retain or forget information over long sequences.

Forget Gate

The information that is no longer useful in the cell state is removed with the forget gate.
Two inputs x; (input at the particular time) and h;_; (previous cell output) are fed to the
gate and multiplied with weight matrices followed by the addition of bias. The resultant
is passed through an activation function which gives a binary output. If for a particular
cell state the output is 0, the piece of information is forgotten and for output 1, the

information is retained for future use. The equation for the forget gate is:
fr = oWy [he—1,24] + by)
where:
e Wy represents the weight matrix associated with the forget gate.

e [h;_1,x¢ denotes the concatenation of the current input and the previous hidden

state.
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e by is the bias with the forget gate.
e o is the sigmoid activation function, which outputs values between 0 and 1.

Input Gate
The addition of useful information to the cell state is done by the input gate. It consists

of two parts:
e the input gate, which decides which values to update.

e the candidate cell state (C;), which contains the new potential values to be
added to the cell state.

The equation for the input gate is:
iy = o(Wi - [hy—1, 2] + by)
and the cell state:
C, = tanh(We - [hy_1, 2] + be)
where:
o W;, We represent the corresponding weight matrices.
e b;, bo represent the corresponding bias terms.

e The tanh (hyperbolic tangent) function outputs values between -1 and 1, allowing

the network to scale new information effectively.

Cell State Update (C})

The current cell state C; is updated by combining the previous cell state C;_; and the
new candidate cell state C;. The update is controlled by both the forget gate and the
input gate:

Cy :ft'thl‘i‘it'ét
where:

e the forget gate f; controls how much of the old cell state C;_; is retained.
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e the input gate 7; and candidate cell state ét determine how much new information
to add.

Output Gate (O,)
The output gate controls what information from the current cell state C; should be output
as the hidden state h;. This hidden state is used in the next time step and for making

predictions. The output gate is calculated as:
Or =0(Wy - [h—1, 2] + by)
where:
o W,, b, are the weights and bias for the output gate.

Finally, the hidden state h; is computed by applying the tanh function to the updated
cell state Cy, and modulating it with the output gate:

ht == Ot . tCLTLh(Ct)

e The hidden state h; is what is passed to the next LSTM unit in the sequence and

is also used as the output of the current time step.

3.1.5.1 LSTMs in Gaze Prediction

In the context of gaze prediction, LSTMs are particularly useful because gaze data is
inherently temporal-—where a person looks at any given moment is influenced by where
they’ve looked in the past. LSTMs can model these temporal dependencies effectively,
capturing both short-term (immediate) and long-term gaze patterns.

In this thesis, we use a LSTM network to predict gaze based on previous sequential

gaze points.

3.1.6 Convolutional LSTM (ConvLSTM) Networks

ConvLLSTM networks are an extension of LSTM networks designed to model spatiotem-
poral data. While standard LSTMs handle sequential data effectively, they are not in-
herently suited to process spatial data (e.g., images or videos). ConvLSTMs, proposed

by Shi et al. [24], introduce convolutional operations into the LSTM framework, making
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them ideal for handling data that has both spatial and temporal dependencies, such as
video frames or sequences of images.

The key innovation in ConvLLSTM is that instead of performing matrix multiplica-
tions at each gate (as in standard LSTMs), ConvLSTM applies convolutional operations,
allowing it to capture spatial features in addition to temporal dependencies. This makes
ConvLLSTM networks particularly powerful for tasks like video analysis, weather fore-
casting, and gaze prediction, where understanding both spatial and temporal dynamics

is essential.

H‘t+lact+1
[
Ht: Ct
|
Htfla thl

Figure 3.7: Inner structure of ConvLSTM [24]

Similar to the standard LSTM, the ConvLLSTM unit consists of gates (forget, input,
and output gates), a cell state, and hidden states. However, the ConvLSTM cell operates
on 3D tensors instead of 1D vectors, where the third dimension typically represents spatial
features (e.g., height, width, and depth of an image). The equations, thus, are almost

identical, with the major difference being the convolution instead of matrix multiplication:
fo = oWy [hy_1, 2] + by)
iy = o(Wix [hy_1, m] + b;)
Cy = tanh(We * [hi_1, 2] + be)
Ci=fr-Cra+1i; - Gy
O; = o(Wy x [hy_1,x¢] + by)
hi = Oy - tanh(Cy)

where %’ denotes the convolution operation.
The convolutional structure in ConvLSTM ensures that the spatial dependencies are
captured at each step, while the LSTM structure preserves temporal information, making

ConvLSTM highly effective for modeling spatiotemporal data.
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3.1.6.1 ConvLSTMs in Gaze Prediction

In the context of gaze prediction, ConvLLSTMs can be particularly useful for modeling
how visual attention shifts over time, in correlation to the visual stimuli.

In this thesis, we use a ConvLSTM network to predict gaze points on a current frame
based on sequences of past frames. The ConvLSTM network allows us to effectively learn
the correlation between sequences of frames and gaze shifts, leading to a more accurate

gaze prediction.

3.2 2D Visual Angle

Gaze information provided as a 3D gaze vector (gazeX, gazeY, gazeZ) can be transformed

to a 2D visual angle (0, ¢), using the following formula:

gazeX gazeY
0 = arctan , ¢ = arctan
gazeZ gazeZ

where:

e 0 is the horizontal angle between the gaze direction and the forward direction (on

the xz-plane).

e ¢ is the vertical angle between the gaze direction and the forward direction (on the

yz-plane).

3.3 Min-Max Normalization

Min-max normalization is one of the most common ways to normalize data. For every
feature, the minimum value of that feature gets transformed into a 0, the maximum value
gets transformed into a 1, and every other value gets transformed into a decimal between

0 and 1, with the following formula:

) value — min
normalized = ——————
max — min

Konstantina Mammou 45 December 2024



3. THEORETICAL AND TECHNOLOGICAL BACKGROUND

3.4 File Formats

In this section, we will mention some file formats that were used in the thesis implemen-

tation.

3.4.1 Apache Parquet

Apache Parquet is an open source, column-oriented data file format designed for effi-
cient data storage and retrieval. It provides high performance compression and encoding
schemes to handle complex data in bulk and is supported in many programming language

and analytics tools [78].

3.4.2 Hierarchical Data Format (HDF)

Hierarchical Data Format version 5 (HDF5) is a data model, library, and file format
for storing and managing large and complex datasets [79]. It is designed to address the
challenges of handling massive volumes of data efficiently and effectively. HDF5 organizes
data into a hierarchical structure, allowing users to organize, manage, and access data in
a flexible and scalable manner.

At its core, HDF5 operates as a container format, capable of storing diverse data
types, including numeric data, images, text, and metadata. It supports multidimensional
arrays, allowing for the representation of complex data structures commonly encountered
in scientific and engineering applications. HDF5 files can store vast amounts of data in
a single file, making it well-suited for applications that require efficient data storage and

retrieval.

3.5 Software Tools

Finally, in thic section, we will present the software tools used in this thesis.

3.5.1 Google Colab

Google Colab, short for Colaboratory, is a cloud-based platform developed by Google

that allows users to write and execute Python code in a Jupyter notebook environment.
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It provides free access to computing resources, including GPUs and TPUs, making it
an excellent tool for machine learning, data analysis, and scientific computing. Colab
integrates seamlessly with Google Drive, allowing for easy storage and retrieval of files.
With built-in support for popular libraries like TensorFlow, PyTorch, and NumPy, Google
Colab is a powerful resource for both beginners and experienced developers looking to

experiment with code and data [80].

3.5.2 Tensorflow-Keras

TensorFlow Keras is an open-source machine learning library that simplifies the process
of building and training deep learning models. It is part of the TensorFlow ecosystem,
offering a high-level API that enables users to design complex neural networks with ease.
Keras provides a user-friendly interface for defining layers, compiling models, and training
them on large datasets, making it accessible to both beginners and experienced practi-
tioners. With support for various neural network architectures, including convolutional
and recurrent networks, TensorFlow Keras allows for rapid prototyping and experimen-
tation [81].

3.5.3 OpenCV

OpenCV (Open Source Computer Vision Library) is a popular open-source library de-
signed for real-time computer vision and image processing tasks. It provides a wide range
of tools and algorithms for handling images and videos, such as reading, writing, and ma-
nipulating image data. In our project, we use OpenCV to efficiently load and normalize
image frames, preparing them for use in deep learning models. Its extensive support for
image formats and simple API make it a valuable tool for image preprocessing in machine

learning pipelines [82].
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Chapter 4

Implementation

Chapter 4 details the implementation of the gaze prediction model. It covers all the
essential steps taken to develop the model, including selecting the appropriate dataset,
preprocessing the data, designing the system’s architecture, and training the model.
This chapter provides a thorough overview of the process involved in building our gaze

prediction system.

4.1 Dataset

Choosing the right dataset is the first and perhaps most important step in building
a robust prediction system. The purpose of this thesis is to create a real-time gaze
prediction model for VR task-oriented environments, based on the concept of temporal

continuity. This means that that the dataset must fulfill certain requirements:

e First and foremost, the dataset must be large-scale. Generally, for a model to
make accurate predictions, a large amount of data is required for it to extract the
right features and learn patterns. The more challenging the problem, the more

training data is needed. Small datasets can be misleading or non-representative.

e Ideally, the dataset should include data from multiple different users to avoid

user bias, as well as from various VR scenes to ensure generalizability.

e For our implementation, where the goal is for the model to predict gaze for a variety

of tasks, the dataset must include data from users performing different tasks.
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e To support the concept of temporal continuity, the dataset must include continu-

ous data.

For all these reasons, the dataset chosen for this thesis is OpenNEEDS [12], pub-
lished in 2021 at ETRA ’21: 2021 Symposium on Eye Tracking Research and Applica-
tions [83]. OpenNEEDS is a large-scale, high frame rate, comprehensive, and open-source
dataset of Non-Eye (head, hand, and scene) and Eye (3D gaze vectors) data captured
for 44 participants as they freely explored two virtual environments with many potential
tasks.

Figure 4.1: Examples of recordings from OpenNEEDS, showing indoor and outdoor
scenes and various tasks during gameplay. The green dot represents the 3D gaze vec-
tor [12].

The OpenNEEDS dataset covers most of our needs:

e [t provides a total of 2,194,865 samples of data.

e It is captured from 44 different participants (age (years) = 31.7 (SD 10.5); 20
females; 40 right-handed; ipd(mm) = 62.95 (SD 3.62)).

e It includes two different types of scene (indoor and outdoor).
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e [t includes numerous different tasks, such as reading, throwing, object-manipulation,

drawing, aiming, and shooting.

e [t includes continuous data samples, as for each participant they recorded up to 5

minutes of their exploration.
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Figure 4.2: Dataset analysis, showing the center and mean biases. Approximately 20%
of all fixations lie within 5°eccentricity of the screen center and 50% of all fixations lie

within 10°of the fixation mean respectively [12].

The dataset includes a variety of data, from head and hand orientation, to position
of interactive objects, to scene frames and gaze data. For this thesis, the following were

used:

e Scene: The on-screen image presented to the user at each frame is stored as a
3-channel (RGB) image at an 8-bit resolution in sSRGB color space, down-sampled

to a pixel resolution of 128 x 71.

e Gaze: Ground truth 3D gaze vectors in meters are provided for each frame. Gaze
X and Y were limited by the FOV (104°), and gaze Z (depth) limits were [0.3,5]

meters.
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For each sample, there was additional information necessary such as a user ID, a scene

ID, and a timestamp.

4.2 Preprocessing

Before training our model, it was necessary to preprocess the dataset to fit the required
format.

In the model described in Section 4.3, sequences of past data samples are used as
input. Each sample consists of two separate sequences: a sequence of past frames and
a sequence of corresponding gaze points. The process of sequence creation must be
carefully controlled to ensure that no overlap occurs between different data collection
sessions. This means that the data used to create a sample must belong to the same
user, the same scene, and form a continuous sequence. The same criteria apply to the
corresponding label for each sample, which is a single gaze point (it must also originate
from the same session).

To improve the model’s performance, the frames are normalized. The gaze points are

also normalized and converted into visual angles.

4.2.1 Load Dataset

The dataset, stored in .parquet format, is first loaded using the Pandas library and
converted into a DataFrame for easy manipulation. The dataset is then cleaned by
removing any rows containing NaN values. Following this, the DatakFrame is filtered to

retain only the columns relevant to our task.

print("Reading dataset............... \n")
df= pd.read_parquet(pathDataset)

print("Cleaning dataset.............. \n")
#Drop rows with Nall & keep only useful data
df .dropna(inplace=True)

#Reset duplicates indices

duplicated_indices = df.index[df.index.duplicated()]
df.reset_index(drop=True, inplace=True)
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#Keep useful columns only
df = df[['subject_id','time', 'scene_index','images_color',

'gaze_x', 'gaze_y', 'gaze_z'l]

4.2.2 Preprocess Gaze Vectors

4.2.2.1 Transform to Visual Angles

As mentioned earlier, gaze information is provided as a 3D gaze vector (gazeX, gazeY,
gazeZ). Each vector is transformed into a 2D visual angle (0, ¢), using the formula from

3.2. To perform this transformation, the following function was implemented.

def tranform_to_visual_angle(gazeX, gazeY, gazeZ):
theta = np.arctan2(gazeX,gazeZ)
phi = np.arctan2(gazeY,gazeZ)
theta = np.rad2deg(theta) #turn to degrees
phi = np.rad2deg(phi)
return theta,phi

The function also converts the resulting angles from radians to degrees for easier inter-

pretation.

4.2.2.2 Remove Outliers

Before normalizing the gaze angles, outliers are removed from the data to improve model
robustness and performance. Outliers are defined as extreme values that lie significantly
outside the typical range of the data. In the context of gaze prediction, outliers might arise
due to noise in the data, measurement errors, or rare events that are not representative
of normal gaze behaviour. The Interquartile Range (IQR) Method is used to detect
and remove these outliers.

First, a function was created to detect outliers. The process begins by calculating
the first and third quartiles (@, and Q3 respectively), where @), is the value below which
25% of the data lies, and (Y3 is the value below which 75% of the data lies. The IQR,

or the difference between Q3 and ()1, is then calculated, representing the range where
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the middle 50% of the data is concentrated. Using this IQR, boundaries for detecting

outliers are defined:

e Lower bound: Any data point below ()1 — 1.5 x IQR is considered an outlier.

e Upper bound: Any data point above Q3+ 1.5 x IQR is also considered an outlier.

This method assumes that most of the data lies within 1.5 times the IQR from the

quartiles and flags anything outside this range as an outlier.

def calculate_outliers_from_column(column) :
#I(R
Q1 = np.percentile(column, 25, method='midpoint')
Q3 = np.percentile(column, 75, method='midpoint')
IQR = Q3 - Q1
#Calculate the upper and lower limits
upper = Q3 + 1.5 * IQR
lower = Q1 - 1.5 * IQR

Thus, outliers are identified as points that fall outside these bounds.

upper_array = np.where(column >= upper) [0]

lower_array = np.where(column <= lower) [0]

outliers = np.hstack((upper_array,lower_array))

Then, another function applies this detection logic to both horizontal (angleX) and

vertical angles (angleY'). After detecting outliers in each direction, the outlier indices are

combined, and duplicated outliers are removed using np.unique().

def remove_outliers(dtframe):
gazex = dtframe['angleX']
gazey = dtframe['angleY']
outliersX = calculate_outliers_from_column(gazex)

outliersY = calculate_outliers_from_column(gazey)

full_outliers = np.hstack((outliersX, outliersY))
full_outliers = np.unique(full_outliers)

print ("Full number of unique outliers:", full_outliers.shape[0])
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Finally, the rows containing these outliers are dropped from the DataFrame:

dtframe.drop(dtframe.index[full_outliers], inplace=True)

return dtframe

4.2.2.3 Gaze Normalization

Once the gaze vectors are transformed into 2D visual angles (6, ¢) and the outliers are
removed, normalization is performed to scale the angles into a standard range [0,1]. This
is important because many machine learning models work better when the input features
are normalized. A simple min-max normalization formula was implemented, following

3.3.

def normalize_visual_angle(column):
min_val = column.min()
max_val = column.max()

return (column - min_val) / (max_val - min_val)

Before normalization is performed, the minimum and maximum values of the gaze
angles are computed. These values are necessary not only for normalization but also for
denormalization later when making predictions, allowing the predicted values to be

scaled back to their original range.

4.2.3 Preprocess Frames

For the frames, a simple function to handle both loading and normalizing the image
data was implemented. This preprocessing is essential to ensure that the images are in a
format suitable for feeding into a neural network.

The OpenCV library is used to read each image from a given file path. This function
reads the image and stores it as a multi-dimensional NumPy array with pixel values in
the range [0, 255]. Each pixel is represented by three values corresponding to the RGB
color channels. Since the original pixel values range from 0 to 255, they are normalized

by dividing by 255, which scales all pixel values to fall within the range [0, 1] and helps
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the model converge faster during training. If an error occurs (such as a file not being

found or an image being corrupted), the function returns None and prints a message.

def load_norm_images(image_path):
try:
img = cv2.imread(image_path)
img = np.asarray(img) / 255.0
return img
except Exception as e:
print (f"Error loading image {image_path}: {e}")

return None

Due to the vast size of the dataset, loading and processing all images simultaneously
is not feasible. Instead, a more efficient approach is adopted by loading and normalizing
images on demand. This strategy will be further elaborated in Section 4.2.4, where the

process of calling the image loading and normalization function as needed is detailed.

In the dataset, the image file names are stored in the DataFrame, while the actual
images are located in a separate zipped folder. After this folder is unzipped, each image
name in the DataFrame needs to be linked to its correct file path so the images can be
easily accessed during preprocessing.

A function is implemented to append the folder path to the image name, creating the
full path by concatenating the folder path with the image file name and ensuring that

the resulting path is correctly formatted for the operating system.

def correct_path(image_name) :
full_path = os.path.join(pathToImageFolder, image_name)
return full_path

The function is then applied to the corresponding column of the dataframe which contains

the image file names.

print("Getting correct image paths......... ")
df ['images_color'] = df['images_color'].apply(correct_path)
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4.2.4 Create Sequences

At this stage, all necessary tools are in place, including preprocessed and normalized gaze
data and image frames, to generate sequential samples for model training.

The goal is to create sequences of data, where each sequence consists of consecutive
frames and their corresponding gaze points. For instance, to create sequences of size 3,

the following components are taken:
e Frames: Iy, I, I,
e Gagze Points: GFPy, GP;,GP;

The label for this sequence will be the gaze point corresponding to the next frame
in the sequence, GP3, but without the frame I5. This setup ensures that the model
learns to predict the future gaze point based on the current sequence of frames and gaze
information, without needing access to the future frame.

This approach allows the model to effectively learn gaze behaviour patterns over time,
predicting where the user will look next based on the past few frames.

Importantly, for each sequence, it must be ensured that the data represents an unin-
terrupted sequence. This requires that the data originates from the same user and the
same scene, with frames in consecutive order. Ensuring continuity is essential for effec-
tive model training, as any interruption (e.g., switching users or scenes) could disrupt
the temporal patterns the model is intended to learn.

With these requirements in place, the process of creating sequential samples will
now be broken down. This process involves loading and normalizing images in batches,
splitting them into sequences, and validating each sequence before saving it in the required

format for model training.

4.2.4.1 Load Images in Batches

The first step involves loading images in manageable batches, rather than processing the
entire dataset at once. This is crucial given the dataset’s size. Loading all the images
at once would lead to excessive memory usage, overwhelming the available RAM. To
manage this, a Python generator to load the images in smaller batches is utilized.

A generator in Python is a special type of iterable that allows us to yield values one at

a time rather than loading everything into memory at once. Instead of returning all the
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images immediately, a generator will load and process each batch, allowing us to iterate

through the dataset without consuming too much memory at once.

def load_images_in_batches(dtframe, batch_size, limit, starting_point):
#calculate total batches
num_batches = int(np.ceil(len(dtframe) / batch_size))
#start from the correct batch
start_batch = int(np.floor(starting_point / batch_size))
processed_count = starting_point
for i in range(start_batch, num_batches):
batch = df.iloc[i * batch_size: (i+1) * batch_size]

indices_list = []

for idx, row in batch.iterrows():
image = load_norm_images(row['images_color'])
#In case of issue loading image, set to NalN and drop entire row
if image is None:
dtframe.iloc[idx,3] = np.nan

dtframe.dropna(inplace = True)

processed_count+=1
indices_list.append(idx)
if processed_count >= limit:
break
yield np.array(indices_list) #output batch!
if processed_count >= limit:

break

The generator processes a specific number of images (defined by batch size). It also
incorporates a starting point and a limit, allowing us to control which portion of the
dataset is loaded, in case we need to manage this process manually. Moreover, the
generator handles any errors in image loading by marking and dropping the problematic
rows. The function yields the indices of successfully loaded images in each batch for

further processing.

4.2.4.2 Split Indices into Sequences

Once the indices of the images have been obtained, they are split into sequences based

on the specified sequence length:
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def split_list(my_list, seq_length):
true_seq = seq_length + 1
#create sublists
sublists = [my_list[i:i + true_seql for i in range(0, len(my_list), true_seq)]
if len(sublists[-1]) < true_seq:
sublists.pop() # remove incomplete sequences

return sublists

This function splits the list of image indices into sublists of length (sequence length + 1).
The additional 1 is because the gaze point of the next frame in needed as the label. If the

last sublist is shorter than the required length, it’s discarded, to ensure full sequences.

4.2.4.3 Create Sequences

For each set of image indices generated, continuity is checked, and input-output pairs
are created. The following loop is responsible for generating sequences by ensuring that
all frames in the sequence belong to the same user and the same scene. It takes a large
batch of images, splits it into lists of potential sequences, and validates each list to confirm

whether it forms a valid sequence. For each iteration, three key components are created:
e X1: the sequence of frames.
e X2: the sequence of gaze points.

e Y: the gaze point corresponding to the next frame, which will be used as the label.

for indices in image_generator: #split batch to potential sequences
split_indices = split_list(indices, sequence_length)
#for each, init lists and necessary counters
for minilist in split_indices:
starting_index = miniList[0]
X1, X2, Yy=10, 00, O
row = df.iloc[starting_index]

success = element_counter = 0

For each potential sequence, every element of the list is compared with the first

element to ensure that all frames originate from the same user and scene. If the sequence
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is valid, the data is stored in the appropriate components. Once the sequence is complete,

it is saved.

#compare next element with original for sequence wvalidation
for element in minilist:
nextRow = df.iloc[element]
if (nextRow['subject_id'] == rowl['subject_id'] and
nextRow['scene_index'] == rowl['scene_index']):
success += 1
#reach here if element is suitable
#check ©f its part of the sequence or the label
if element_counter <= sequence_length - 1:
X1.append(load_norm_images (nextRow['images_color'])) #image data
X2.append(nextRow[['angleXNorm', 'angleYNorm']].values) #gaze data
elise:

Y.append (nextRow[['angleXNorm', 'angleYNorm']].values) #GP label

else:
print("Rejected due to element: ", element)
break
if success == sequence_length + 1: #sequence is ready!

total_sequences += 1
append_to_hdf5(filename, X1, 'X1_dataset', (sequence_length,h,w,c))
append_to_hdf5(filename, X2, 'X2_dataset', (sequence_length,2))
append_to_hdf5(filename, Y, 'YV_dataset', (1,2))

element_counter += 1

print ("\nTotal sequences created:", total_sequences)

4.2.4.4 Store Final Dataset

To store the final dataset, the HDF5 file format was chosen (see Section 3.4.2). HDF5
allows for efficient storage and handling of large datasets, offering flexibility in structuring
data hierarchically. It also enables the creation of datasets that can be dynamically
resized, which is essential when dealing with large data processed in batches.

In the implementation, the HDF5 file is initialized by defining empty datasets with
appropriate dimensions for X1 (frames), X2 (gaze points), and Y (label). The datasets
are created with flexible shapes, allowing them to grow as more sequences are added.

For example:
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with hbpy.File(filename, 'w') as f:
f.create_dataset('X1_dataset', shape=(0, sequence_length, h, w, c),

maxshape=(None, sequence_length, h, w, c), chunks=True)

The first dimension represents the number of samples (sequences), the second repre-
sents the number of frames in each sequence (sequence length), and the third, fourth, and
fifth dimensions represent the height, width, and channels (color depth) of each image.

Each time a new sequence is created, it is appended to the corresponding dataset with
the following function. It checks if the dataset exists; if not, it creates it. If the dataset

exists, it resizes it to accommodate the new data and appends the new sequence:

def append_to_hdf5(file_name, data, dataset_name, shape):
with hbpy.File(file_name, 'a') as f:
if dataset_name not in f:
# Create dataset tf it doesn't exist
f.create_dataset(dataset_name, data=data, maxshape=(None, *shape),
chunks=True)
else:
# Resize and append data to the existing dataset
dataset = f[dataset_name]
dataset.resize(dataset.shape[0] + 1, axis=0)
dataset[-1] = data

To sum up, the final dataset is now stored in HDF5 files, with sequences of frames
and gaze points properly formatted and ready to be used as input for the neural network

model.

4.2.5 Training, Validation, Testing Dataset Generators

In our implementation, data is prepared for training, validation, and testing in a memory-
efficient manner. Since the dataset is too large to be loaded entirely into RAM, Python
generators are again used to load data in smaller batches. This approach aligns with batch
processing in neural network training, where data is incrementally loaded in manageable
chunks, allowing the model to process one batch at a time. By applying this method with

HDF5-stored data, memory overload is avoided, ensuring efficient and scalable training.
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First, the dataset had to be split into training, validation, and testing sets, with a
ratio of 80% for training, 10% for validation, and 10% for testing. Since the dataset is
divided across four separate HDF5 files, a function was created to calculate and identify

the appropriate indices for this split.

#Function to separate indices of dataset to training, wvalidation & testing
#Returns: final index for each and num of total samples
def split_train_val_test(filenames):
file_sizes = []
total_samples = 0
# Calculate size of each file and add to get total number of samples
for filename in filenames:
with hbpy.File(filename, 'r') as f:
file_size = len(f['X1_dataset'])
file_sizes.append(file_size)
total_samples += file_size
print(£"Size: {file_size} for file:{filenamel}")
print("Total samples: ", total_samples)
train = total_samples * 0.8
val = train + 0.1 * total_samples
test = total_samples

return int(train), int(val), int(test), total_samples

This function determines the total number of samples by iterating over each file to
retrieve the size of each dataset within. Using the total sample count, the function
calculates the indices corresponding to the training (80%), validation (10%), and testing
(10%) portions, returning these as integer indices for later use in data generation.

Then, the generator was implemented. The generator function yields batches of data
for model training, validation, and testing, following a series of steps.

It first calculates the sizes of each dataset within the files to understand how many
samples each contains. Next, the function determines the appropriate file and index
based on current_position to ensure that all samples are loaded from the correct location,

as shown below.

# Start from startPoint
current_position = startPoint

while True:
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# Find the current file and local position based on “current_position’
file_index = 0

cumulative_position = 0

added_file_sizes_position = 0O

# Determine the correct file index and local position

while (file_index < len(file_sizes)

and current_position>= added_file_sizes_position + file_sizes[file_index]):

added_file_sizes_position += file_sizes[file_index]
file_index += 1
if file_index == len(file_sizes):
# If we've reached beyond the last file, reset
current_position = startPoint
continue
# Local position within the current file
local_position = current_position - added_file_sizes_position
filename = filenames[file_index]
#print (f"Usting file with index {file_index}: {filename}")

Within each selected file, the function fetches batches of X1dataset, X2dataset, and

Ydataset from the local position. It yields these batches, which consist of the frame

sequences (X1batch), gaze points (X2batch), and the label (YBatch).

with h5py.File(filename, 'r') as f:
X1_dataset = f['X1_dataset']
X2_dataset = f['X2_dataset']
Y_dataset = f['Y_dataset']
# Calculate the number of samples im the current file
num_samples = file_sizes[file_index]
# Continue from the current postition within this file
while local_position < num_samples and current_position < endPoint:
# Calculate batch indices
batch_end = min(local_position + batchsize, num_samples)
batch_indices = np.arange(local_position, batch_end)
# Create batches
Xlbatch = X1_dataset[batch_indices]
X2batch = X2_dataset[batch_indices]
YBatch = Y_dataset[batch_indices]
# Yield the current batches
yield (X1batch, X2batch), YBatch

Konstantina Mammou 63 December 2024



18

19

20

21

22

23

24

25

4. IMPLEMENTATION

# Update positions
local_position += batchsize
current_position += batchsize
# Move to the next file
local_position = 0
# If we've exzhausted all files, reset the position to startPoint
if current_position >= endPoint:

current_position = startPoint

When the dataset portion is fully loaded, it resets the current position to allow another
full pass if needed.
To use the generators, they are initialized, with the appropriate indices calculated by

the split_train_val_test function. Then, they are given as input to the neural network.

paths = [final_pathl, final_path2,final_path3,final_path4]

#Parameters settings

batchsize = 64

limit = None

train, val, test, tot_samples = split_train_val_test(paths)

#init gemerators

TrainingDatasetGenerator = datasetGenerator (paths, batchsize, 0, train, limit)
ValidationDatasetGenerator = datasetGenerator(paths, batchsize, train,val, limit)

TestingDatasetGenerator = datasetGenerator(paths, batchsize, val, test, limit)

The total number of samples (size of dataset) is 172071 samples. 137656 are used as
the training data, 17208 for validation and 17208 for testing data.

4.3 Model Architecture

In this section the system architecture will be explored. A system overview will be
presented, explaining the reasons behind our choices concerning the architecture. Then,

each subsystem will be described in detail.

4.3.1 System Overview

Our research has revealed that temporal information is crucial for predicting gaze be-

haviour in task-oriented VR environments. When users explore their surroundings, their
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gaze is typically not erratic; rather, there is continuity and consistency in their gaze po-
sition sequences based on the tasks they are currently performing. For this continuity
to break, a stimulus must appear that draws their attention. Additionally, there is a
delay between the appearance of a stimulus and the user’s response to it, due to human

reaction time.

More and more models are currently being implemented, as discussed in Chapter 2,
with some incorporating the concept of temporal continuity by utilizing sequences of
past object positions, past head velocities, or past gaze points. However, these models
often emphasize the importance of static scene information for predictions, which is why
they employ saliency encoder modules to process frames. Most of these models, such as
DGaze [11], require multiple data inputs to make their predictions.

We believe there is a need to explore the concept of temporal continuity in depth
and investigate whether it is sufficient on its own to predict gaze. Thus, we present the

architecture of the system proposed.

\
Image Sequence
Module
/ ™\
/ 4 Gaze Point
Fusion Module
N >
Gaze Sequence )
Module
[ GP¢.1y ..., GPy ]—-)
(S J

Figure 4.3: Architecture of the proposed model

The model is composed of three modules: image sequence module, gaze sequence
module, and gaze fusion module. The first one is used to learn the temporal motion
features among consecutive frames. The second is utilized to learn the temporal patterns

of gaze. Finally, the third module fuses the outcomes and makes a single gaze prediction.
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4.3.2 Image Sequence Module (ISM)

Since temporal information plays a key role in dynamic environments, using each frame
as a static image for prediction seems unreasonable. However, some knowledge of the
scene is necessary to identify stimuli or salient parts of the frame that inevitably draw
attention. LSTM networks possess strong long-term memory capabilities, making them
suitable for our needs. ConvLSTM layers enhance this by replacing the dot product
operation with convolution, allowing us to process a sequence of frames to memorize
temporal information. Moreover, ConvLSTM does not focus on the features of each
individual frame; instead, it learns the correlations of features across frames, capturing
the dynamic relationships within the sequence.

For all these reasons, the ISM takes a sequence of frames as input and learns the
temporal motion features among consecutive frames.

At time t, a sequence of frames I, ,, I, 1, ..., I; is fed into the network. The sequence
consists of 10 frames (=~ 100ms).

We employ 5 ConvLSTM2D layers with 16 filters, a kernel size of 3 x 3, same padding,
and ReLU as the activation function. The return sequences flag is set to True for the
first 4 layers, allowing each subsequent layer to receive a full ten-dimensional sequence as
input. For the last layer, the flag is set to False. After each of the first four ConvLSTM
layers, a MaxPooling3D layer is used to reduce the dimensions of the feature maps. They
help reduce the number of parameters to learn and the amount of computation performed
in the network. They also assist in making the model more robust to variations in the
position of the features in the input images.

The output is then Flattened, followed by 4 Fully Connected Layers to encode the
information, with sizes of 64, 32, 32, and 16 respectively. A Dropout Layer with a dropout
rate of 0.5 is included to prevent overfitting. The system’s input is a 4D tensor with shape
(sequence length, height, width, channels), specifically (10, 71, 128, 3).

4.3.3 Gaze Sequence Module (GSM)

At time t, a sequence of gaze points GP,_,,GP;_.1, ..., GP; is fed into the network. This
sequence also consists of 10 gaze points (= 100ms).
Four LSTM layers are utilized, with 20 units in the first 3 and 10 in the last one.

ReLU is used as the activation function, with the return sequences flag set to True for
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the first three layers and False for the last one. The output is then Flattened, followed by
2 Fully Connected Layers to encode the information, with sizes of 32 and 16 respectively.
A Dropout Layer with a dropout rate of 0.5 is also included to prevent overfitting. The
system’s input is a 2D tensor with the shape (timesteps, gaze vector), specifically (10, 2).

4.3.4 Fusion Module (FM)

In the Fusion Module, the outputs from the Image Sequence Module and the Gaze Se-
quence Module are merged using a Maximum operation. This operation combines the
features from both modules, allowing for the integration of temporal frame information
and past gaze point data.

Following the merge, a fully connected layer of size 16 and ReLLU as the activation
function is employed to further process the combined features. To prevent overfitting, a
Dropout Layer with a dropout rate of 0.5 is applied after this hidden layer.

The final output layer consists of a fully connected layer of size 2, with sigmoid as the
activation function. This layer generates the final gaze prediction as a two-dimensional

output (z,4,y,), with values ranging from 0 to 1.

4.4 'Training

In this section, we outline the environment and configurations used for training the deep
learning model designed for gaze prediction. We present the training details, including

the loss function, optimizer, epochs, callbacks etc.

4.4.1 Environment Setup

The model was trained on Google Colab using the NVIDIA L4 Tensor Core GPU, enabling
efficient processing and faster training times. This powerful hardware setup supports the
demands of deep learning tasks and experimentation.

The implementation was developed using Python 3.10.12. The model framework is
based on TensorFlow 2.17.0 with Keras 3.4.1.

Konstantina Mammou 67 December 2024



4. IMPLEMENTATION

4.4.2 Training Configuration and Optimization Settings

To train the model, Mean Absolute Error (MAE) is utilized as the loss function. The
Adam optimizer is employed with an initial learning rate of 0.001. The training process

uses a batch size of 64 and is conducted over 10 epochs.

4.4.3 Callback Mechanisms

Two different callbacks are implemented to enhance the training process. First, the
ReduceLROnPlateau callback is employed to monitor the loss and adjust the learning
rate. This callback reduces the learning rate when the loss ceases to improve, helping the
model adapt to the training dynamics.

Second, the EarlyStopping callback is utilized to monitor the loss and terminate
training when there is no significant improvement over a specified number of epochs. This
callback helps identify the point at which the model stabilizes, preventing unnecessary

training and potential overfitting.

reduce_lr = keras.callbacks.ReduceLROnPlateau(monitor = "val_loss", patience = 5,
verbose = 1)
early_stopping = keras.callbacks.EarlyStopping(monitor = "val_loss", patience = 10,

verbose = 1)
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Evaluation

In this chapter, we will present the evaluation of our system. We will explain the baselines
and metrics used, along with their implementation. Finally, we will provide a detailed

discussion of the results obtained from our system.

5.1 Baselines and Evaluation Metrics

5.1.1 Baselines

For the task of real-time gaze prediction, following the works of [50, 11, 64], as well as
the conclusions we made from the dataset analysis, we use the following baselines for

evaluation:

e First of all, the center baseline (0°, 0°). This baseline is meaningful since the

dataset revealed a center bias.

e the mean baseline, which in our dataset is (1.189°, -5.259°). This baseline is

also meaningful since a large percentage of fixations lie within 10°of the mean.

5.1.2 Evaluation Metrics

We use the angular distance between the predicted gaze position and the ground truth

gaze position as the evaluation metric.
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Assuming predictions with visual angles (6;, ¢;) and a baseline (Gpuserine,; Pvasetine), We

can calculate the difference in each plane (horizontal, vertical):

Agz = 01 - ebaseline

A¢z = ¢z - (bbaseline

Then, the overall angular difference (magnitude) between the gaze points and the

baselines can be calculated with the Euclidean distance in the angular space:

Aangle; = \/(Aei)z + (A¢;)?

To further assess the reliability of our model’s improvement over the baseline, the
Standard Error of the Mean (SEM) was calculated, as well as the Cumulative
Distribution Function (CDF). In addition, for many applications like gaze-contingent
rendering, the gaze region plays a more important role than a single gaze position. Thus,
we use the Recall Rate, to determine the proportion of the overlapped region at the
ground truth region, as an evaluation metric. The higher the recall rate, the better the
performance.

Finally, the runtime performance is evaluated.

5.2 Model Evaluation Implementation

Here, we present the necessary code for the evaluation of the model. First, two functions

were implemented to calculate the Average Angular Error:

import numpy as np

#calculate angular error between two points

def angular_difference(thetal, phil, theta2, phi2):
delta_theta = thetal - theta2
delta_phi = phil - phi2
return delta_theta, delta_phi

#Calculate final angular error for all points
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5.2 Model Evaluation Implementation

def AngularError(datal, data2):
delta_thetas, delta_phis = angular_difference(datall[:,0], datall:,1],
data2[:,0], data2[:,1])
#0verall angular error (Euclidean distance in angular space)
full_errors = np.sqrt(delta_thetas**2 + delta_phis**2)
#mean angular
mean_error = np.mean(full_errors)

return full_errors, mean_error

Additionally, it was necessary to perform reverse normalization on the predictions
to ensure accurate evaluation. By using the true maximum and minimum values from the
original data, we can transform the predictions from the range [0,1] back to the original

dataset’s range.

def denormalize(data,true_min, true_max):
denormalized = data * (true_max - true_min) + true_min

return denormalized

def denormalize_full(data, true_minX, true_maxX, true_minY, true_maxY): #data = (z,y)
Xgazedenorm = np.array(denormalize(datal:,0], true_minX, true_maxX))

Ygazedenorm = np.array(denormalize(datal:,1], true_minY, true_maxY))

final_denormalized = np.column_stack((Xgazedenorm,Ygazedenorm))

return final_denormalized #data with shape (z,y)

We also define the two baselines:

#MEAN baseline #calculated from groundtruth data(1.1891, -5.2595)
mean_theta = 1.1891425755626226

mean_phi = -5.259580611647258

mean_baseline = np.full((1,2), (mean_theta, mean_phi))

print (f"Mean Baseline: {mean_baselinel}")

#CENTER baseline #(0,0)
center_theta = center_phi = 0
center_baseline = np.full((1,2),0)
print(f"Center baseline: {center_baselinel}")

Then, similarly to 4.2.5, we parse the dataset file list to locate the testing dataset and
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make predictions in batches to avoid filling up the RAM. After determining the correct file
index and local position, for each batch in the file, we use the model to make predictions.
Then, denormalization is performed, and for each batch, the Angular Distance (Error) is

calculated for the predictions as well as the baselines.

batch_predictions = model.predict ((X1lbatch,X2batch)) #predict

#reverse normalization

final batch_pred = denormalize_full(batch_predictions, Xmin, Xmax, Ymin, Ymax)
final_batch_GT = denormalize_full(Ybatch, Xmin, Xmax, Ymin, Ymax) #groundtruth
#calculate prediction error

batch_errors, batch_average = AngularError(final_batch_GT, final_batch_pred)
full_errors.append(batch_errors)

#calculate mean baseline error

mean_batch_error, mean_batch_average = AngularError(final_batch_GT, mean_baseline)
full_error_mean.append(mean_batch_error)

#calculate center baseline error

center_batch_error, mean_batch_average= AngularError(final_batch_GT, center_baseline)
full_error_center.append(center_batch_error)

# Update positions

local _position += batch_size

current_position += batch_size

To calculate the SEM for our model, we first determine the mean and the standard
deviation. Using these values, we calculate the SEM and the confidence interval (CI).

Similarly, we perform the same calculations for the baselines.

# Calculate means

mean_model = np.mean(final_prediction_error)

# Calculate standard deviations

std_model = np.std(final_prediction_error, ddof=1)

# Calculate SEMs

sem_model = std_model / np.sqrt(len(final_prediction_error))
# Calculate 95) confidence intervals

ci_model = [mean_model - 1.96 * sem_model, mean_model + 1.96 * sem_modell]

To calculate the CDF of our model, we first divide the error data into 10 bins using

a histogram. The CDF is then computed by taking the cumulative sum of the histogram
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count and multiplying it by the width of the bins, which represents the cumulative prob-

ability up to each bin. Similarly, we perform the same calculations for the baselines.

# Getting data of the histogram

count_predictions, bins_count_predictions= np.histogram(final_prediction_error,
bins=10, density = True)

#calculate the CDF

cdf_predictions = np.cumsum(count_predictions) * np.diff(bins_count_predictions)

For the recall rate, a function to calculate the Euclidean Distance between two sets

of points is defined.

# Function to calculate Euclidean distance (in degrees) between two sets of points
def calculate_distance(gt, pred):
return np.sqrt((pred[:, 0] - gtl:, 01)**2 + (pred[:, 1] - gtl:, 1]1)**2)

The necessary parameters are then initialized:

# Parameters for region radius

ground_truth_radius = 15 # degrees for ground truth region

predicted_radius = 15 # degrees for predicted region (both model and baseline)
#Inittalize lists for recall counting

model_hits, mean_hits, center_hits = 0

Following a similar logic as previously, the hits for the recall rate are calculated.

#Calculate distances for model predictions, mean baseline, and center baseline
distances_model = calculate_distance(final_batch_GT, final_batch_pred)
distances_mean = calculate_distance(final_batch_GT, mean_baseline)

distances_center = calculate_distance(final_batch_GT, center_baseline)

#Count hits based on the ground truth and prediction radi?
model_hits += np.sum(distances_model <= ground_truth_radius)
mean_hits += np.sum(distances_mean <= predicted_radius)
center_hits += np.sum(distances_center <= predicted_radius)

#Update positions
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local_position += batch_size

current_position += batch_size

# Calculate recall rates
model_recall_rate = model_hits / total_samples
mean_recall_rate = mean_hits / total_samples

center_recall_rate = center_hits / total_samples

Finally, to evaluate the runtime performance, we simply measure the time it takes
to make a single prediction. The Keras library provides utilities to accurately measure

the prediction time, allowing us to evaluate the model’s latency.

5.3 Model Evaluation Results

We present the results of our evaluation.

5.3.1 Performance Evaluation

To compare the Average Angular Error, we chose to visualise the results using a boxplot.
This method provides a detailed representation of the data, highlighting the median,

variability, and potential outliers, allowing for multiple conclusions to be drawn.

5.3.1.1 Median Error

The median, displayed as the line inside each box, represents the middle value of the
angular error distribution for each method (Center Baseline, Mean Baseline, Predictions).

The center baseline has a median of 13.15°, suggesting that although the dataset
revealed a center bias, it is not a reliable form of prediction. Similarly, the mean baseline
has a median of 11.95°. The median of our model, however, is noticeably lower than the
previous ones, at 4.41°. This shows that the model’s central tendency is much closer
to the true gaze point, achieving a 66.43% improvement over the center baseline and a

63.08% over the mean baseline, calculated with the following formula:

<€Trbaseline - errmodel)/errbaseline
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Figure 5.1: Angular Error comparison between our model and the baselines

5.3.1.2 Interquartile Range (IQR)

The IQR is represented by the height of each box and includes the middle 50% of the
data, from the 25th percentile (bottom of the box) to the 75th percentile (top of the
box).

The model’s predictions have the smallest IQR, indicating that the errors produced
by the model are more tightly clustered around the median. A narrow IQR here reflects
that the model’s predictions are more consistent, with fewer large deviations, whereas

the wider IQRs for the baselines suggest a greater variance in their errors.

5.3.1.3 Whiskers

The whiskers extend from the edges of each box to capture the range of non-outlier

values in the data.
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For our model, the whiskers are notably shorter than those for the baselines, meaning
that the bulk of errors for our model do not stray far from the IQR. This indicates that,
beyond just the central 50% of the data, even the more extreme (but still typical) errors
in our model’s predictions tend to be relatively small. In contrast, the longer whiskers
in the baselines reflect a broader spread of errors, which can signal less reliability across

different samples.

5.3.1.4 Outliers

Outliers, represented as individual dots outside the whiskers, indicate instances where
errors deviate significantly from the central values.

While our model has some outliers, their values are generally lower compared to the
outliers for the baselines, which reach as high as 30-35°. This tells us that when our
model does make larger errors, they tend to be smaller in magnitude than the largest
errors produced by the baselines. This can be particularly important in gaze-contingent

applications where high-error predictions may have noticeable, undesirable effects.

5.3.1.5 Performance Relative to Baselines

The boxplots for the Mean Baseline and Center Baseline not only have higher medi-
ans but also much wider ranges of errors, both within the IQR and beyond. This indicates
that these baselines are less effective and more erratic, leading to a higher likelihood of
making large errors.

By contrast, our model’s boxplot shows a lower median and a narrower distribu-
tion, demonstrating that it is not only more accurate but also more dependable. This
consistency is essential for applications requiring a stable gaze prediction, as it implies
that the model is unlikely to produce extreme errors.

The smaller and more stable error distribution in our model’s predictions suggests
that it can handle different gaze scenarios better than the baselines, making it a more
robust choice. The high error variability in the baselines could lead to unpredictable

performance, which is less desirable for real-time applications.
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5.3.1.6 Standard Error of the Mean (SEM)

To further assess the reliability of our model’s improvement over the baseline, the Stan-
dard Error of the Mean (SEM) was calculated. The SEM measures the precision
of the sample mean—indicating how much the observed mean error would vary if we re-
peated the experiment multiple times. A smaller SEM implies a more stable and accurate
estimate of the mean error. Using the SEM, we constructed a 95% confidence interval
(CI) around the model’s mean error. If the results show no overlap between the Cls of
the means, that would imply that the differences between the means are statistically
significant (o = 0.05).
The SEM can be calculated with the following formula:

g

SEM = ——
VN

where o is the standard deviation of the sample and N is the sample size.

For a 95% confidence level, the interval around the mean (M) is calculated as:
CI = [M —1.96 x SEM, M +1.96 x SEM]

where M is the mean of the prediction errors and 1.96 is the z-score for a 95% confidence

level.
Model Mean Error (degrees) | 95% Confidence Interval | SEM
Ours 4.41 [4.38, 4.45] 0.0158
Mean Baseline 11.96 [11.93, 11.99] 0.0158
Center Baseline 13.15 [13.12, 13.19] 0.0158

Table 5.1: SEM

The results, as shown at Table 5.1, are clear and indicate a robust statistical difference
between the model and the baselines. First, it is worth noting that the consistently low
SEM for all the models suggest that the mean error estimates are stable and precise.
The CIs do not overlap, which means that the differences are statistically significant,
strengthening the conclusion that our model’s lower mean error is unlikely to be due to
chance alone. With a precise mean error (low SEM) and a significantly lower error rate
than the baselines (non-overlapping Sls), we can conclude that our model’s performance
is both better and reliably so.
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5.3.1.7 Cumulative Distribution Function (CDF)
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Figure 5.2: Cumulative Distribution Function of the prediction errors

The CDF of a real-valued random variable X is the function given by:
Fx(z) = P(X <)

In our example, this means that for a given error threshold on the x-axis, the y-axis
shows the proportion of samples with an error less than or equal to that threshold.

The Predictions curve rises steeply, reaching a CDF of 1 very quickly. This suggests
that most predictions have relatively low error values, as the probability reaches 1 around
an error of 10. The Mean and Center curves take a more gradual path and reach a
CDF of 1 around an error of 30 or so. This implies that a larger portion of their errors

are higher compared to our model.

5.3.2 Recall Rate

We also calculate the recall rate of our model and the baselines, as one of the purposes of

our model is to be used in gaze-contingent rendering pipelines. The radius is set to 15°,
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centered at the ground truth gaze point, as used in foveated rendering [30], and following

the work of [11].

Center | Mean Ours
Mean Recall Rate | 60.8% | 69.46% | 99.87%

Table 5.2: Recall rates of our model and the baselines

As shown above, our model outperforms the baselines by a significant margin, achiev-

ing a recall rate of 99.87%, which is more than adequate for practical applications.

5.3.3 Predictions vs. Groundtruth Data

We also compare the distribution of our neural network’s predictions against the ground

truth data, using a density heatmap to visualise the differences in the distributions.
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Figure 5.3: Heatmap Comparison of Predictions and Ground Truth Densities

As shown in Figure 5.3, the predictions present a central alignment with high densities
concentrated near (0, 0). This suggests that the model might be biased toward central
values or overly confident in predicting certain regions. In contrast, the ground truth
data is more evenly spread across the plot, with lower peak densities. This indicates that

the true data distribution is broader and potentially "noisier” than the model assumes.
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Nevertheless, the model demonstrates a strong ability to capture the high-density
regions of the ground truth distribution, particularly near the central areas. This suggests
that it has effectively learned the core structure of the data. However, the model tends
to make "safer” predictions, avoiding extremes and favouring values closer to the center.
To improve further, the model could better account for the broader variability and lower-

density regions present in the ground truth, which are underrepresented in the predictions.

5.3.4 Runtime Performance

The average prediction time of our model for a single gaze position is ~ 500ms. This
is currently a limitation for real-time applications, such as foveated rendering in virtual
reality. Ideally, the model should operate at speeds comparable to or faster than tradi-
tional eye trackers (= 16 — 33ms at frame rate of 30-60Hz), enabling it to either replace
or supplement them to address latency issues in gaze-based rendering.

The primary factor contributing to the slower runtime is the use of ConvLSTM layers,
which, while effective for capturing temporal dependencies, are computationally intensive.
In addition, the model’s overall complexity, due to the presence of multiple layers, further
worsens the inference time. While these design choices were necessary to achieve the
desired accuracy, they have significantly impacted the model’s runtime performance.
This performance bottleneck suggests that further optimization is needed, potentially
exploring alternative architectures or reducing the model’s complexity to meet the real-
time requirements of latency-sensitive applications. However, this may require trade-offs

between model accuracy and processing speed, which will need to be carefully considered.

5.3.5 Visualisation

Finally, we visualised the results to obtain visual feedback. In the following figure, we
present several different cases. The main point we emphasize is that the predictions of
our model are almost always within the foveal circle around the ground truth gaze point.
Additionally, it is easy to observe that the predictions generally follow the pattern of the

ground truth, even without achieving perfect accuracy.
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Figure 5.4: Visualisation of our results. The purple () cross denotes the ground truth
gaze position, with the purple circle illustrating the foveal region with radius 15°. The
yellow () cross represents the prediction of our model, the red (+) cross shows the

center baseline and the blue () the mean baseline.
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Chapter 6

Conclusions and Future Work

In this chapter, we will summarize the conclusions drawn from the implementation of this
thesis. We will highlight the strengths of our approach and the achievements made, as
well as discuss the limitations of the system. Finally, we will outline potential directions

for future work to further improve the results.

6.1 Conclusions

In this thesis, a gaze prediction model for task-oriented VR environments based on deep
neural networks was developed. The model consists of three modules: the image sequence
module, which learns the temporal motion features among consecutive frames; the gaze se-
quence module, which captures the temporal patterns of user gaze; and the fusion module,
which combines the outcomes of the first two modules to make a single gaze prediction.
Our research highlighted key limitations in existing gaze prediction models, including the
need for task-specific focus in VR, generalized adaptability across tasks, simplified input
requirements for integration, and lightweight architectures capable of rapid predictions.
This led us to explore the relationship between task-specific environments and temporal
continuity as the foundation for a more accurate and flexible model.

To train the model, we used the OpenNEEDS dataset, a newly published large-
scale, open-source dataset containing data from 44 users who freely explored virtual
environments and performed various tasks.

The model was evaluated based on its prediction error (measured in degrees), its recall

rate to assess potential use in foveated rendering pipelines, and its runtime performance.
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Two baselines (center and mean) were defined for comparison. Using the angular distance
between the predicted gaze position and the ground truth, we compared the model to
the baselines in terms of error and recall rate. The results are promising. The model
demonstrates a very low median error of approximately 4 degrees, with a small IQR,
indicating robustness, accuracy, and consistency. Furthermore, the model achieved a
recall rate of 99.87%, suggesting its practical applicability in assisting or replacing an eye
tracker.

However, the average runtime performance remains a significant limitation of the
system. To achieve the desired accuracy, the model’s architecture is complex and com-
putationally intensive. Considerable optimization is required to make the model more
lightweight and faster, even if it necessitates trading off some accuracy for processing
speed.

Overall, our results show that temporal continuity is a solid approach to addressing
the problem of gaze prediction. The model not only achieves excellent accuracy and
consistency but does so with a dataset consisting of a wide variety of tasks, showcas-
ing its adaptability. However, further improvements are necessary to optimize runtime

performance, enabling its use in real-time rendering pipelines.

6.2 Future Work

The main limitation of this thesis is the runtime performance of the developed model.
There are several approaches that could be explored to address this issue.

First, reducing the model’s complexity while retaining the core logic of the architec-
ture is a promising avenue. The image sequence module is the most computationally
intensive component, as it consists of multiple ConvLSTM2D layers, which are partic-
ularly resource-heavy. Reducing the number of layers or simplifying the ConvLSTM2D
layers—for instance, by decreasing the number of filters (currently set at 16)—could
help. Improved pooling strategies, such as experimenting with different pooling sizes or
switching to average pooling, might also contribute to efficiency gains. The gaze sequence
module, while less demanding, could also benefit from simplification, such as reducing
the number of units in the LSTM layers. Additionally, using shorter input sequences

could significantly enhance runtime performance.
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If the model is optimized to be fast enough, it should be integrated and tested in
an actual foveated rendering pipeline. While most state-of-the-art works do not explore
this integration due to suboptimal results, conducting such experimentation is crucial. It
will allow for identifying the challenges that arise in real-world applications and provide
insights into possible solutions. Testing within the pipeline would also help in refining
the model for practical, real-time usage.

Beyond runtime improvements, there is still room to improve the model’s accuracy.
Fine-tuning training parameters through experimentation may further boost the per-
formance. Training on diverse datasets could also improve the model’s generalizability
across various environments and tasks. Exploring more sophisticated fusion techniques,
such as attention mechanisms or weighted concatenation, might also optimize the fusion
module’s performance.

Alternatively, entirely different approaches could be considered. Convolutional lay-
ers, while effective for processing image inputs, are computationally expensive. A simpler
architecture not based on frames might be viable. For instance, incorporating alterna-
tive inputs like head and hand movement—a concept gaining traction in recent litera-
ture—could offer a lightweight and potentially more accurate solution. This data is less
computationally intensive, which could make the model faster while maintaining or even
improving its accuracy. Another fascinating and underexplored area is the role of sound
in gaze behaviour and its implications for gaze prediction. Investigating this would re-
quire a significant amount of research to understand how sound influences gaze and to
develop datasets that integrate audio information.

In conclusion, gaze prediction is a field with great potential for further research. By
solving current challenges and trying out new ideas, we can create models that are more

accurate, faster, and flexible, with many practical uses in different areas.
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