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Design and Implementation of an FPGA-Based CNN Architecture for
on-Board Satellite Processing of Data from the Euclid Space Telescope

by Ioannis KALOMOIRIS

Convolution Neural Networks (CNNs) have been widely employed for
various Al tasks and have demonstrated state-of-the-art performance, espe-
cially in complex image recognition problems. The widely used for these
tasks GPUs, although having a lot of computational power, come with very
high power consumption. This is a deterrent factor for their usage, espe-
cially in cases where a small energy footprint is important, like on-board
signal processing. In this thesis, we demonstrate an FPGA architecture im-
plemented for the inference stage of a specific CNN, enabling the estimation
of the galaxy redshift from spectroscopic observations by dividing the red-
shift range into 800 Classes. The proposed FPGA architecture achieved an
improvement in energy efficiency of up to 11.9x alongside a 2.16x through-
put speedup over GPU platforms. The results are from actual executions on
FPGAs with space-qualified equivalent parts, enabling performing accurate
redshift estimation in space with low energy cost, with no need for raw data

transmission to the ground.

This work is partially supported by the EuroExa Project [1].
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Yyedloon xou Thonoinorn Apyrtextovintc Yuvehxtix®dy Nevpwvixdy Awtiwy
Boaotouévn oe Avaduataccopevn Aoy v ent tonouv Enelepyacia oe

Aopupdeo Acdouévwy ard o Awotnuixd Tnieoxomo Euclid

by Ioannis KALOMOIRIS

To Yuvehxtxd Nevpwvixd Atxtuo (XNA) yenotpomolodvton eupéng yio didpo-
eeC gpyaoieg TEYVNTAG VOTLOoUVNG o £Y0UY ETIBEIEEL XOPUYUIES ETBOCELS, OIS
o€ TONOTAOXA TEOBAAUOTA vy VWRLoNE EOVmY. Ol EUpEWS BLBEDOUEVES YiaL ou-
Téc Ti¢ epyaoieg xdptec youpxwy (GPU), av xou Stardétouy peydhn utoloylotxy
1oy 0, €youv TOAD LPNAY xaTavdhwon evépyelag. Autéd anotehel anotpenTixd ma-
edyovTa Yior TN YeNon Toug, Wlwg O TEPITTWOELS OTOU VAL ONUAVTIXO TO X0
EVERYELIXO ATMOTUTWUA, OTWS 1) enedepyaoia oUUTOg EVIOC CUOTNUATOY. MTNV
Tapoloa epyaocta, mopouctdloupe wa apyttextovxr] FPGA nou vhonoujdnxe yia
TO 6TABI0 cUUTERAGUOD eVvOC cuyxexpévou ENA, 1o onolo xahotd duvat Ty
extiunom tng epulpdc HETUTOTIONG YOAUELDY UTO QPUCUATOOOTIXES TORUTNENOELL,
dtonpwvTag To elpog tNg epuipde petatémiong oc 800 xAdoeg. H mpotewvduevn
apyLTExTOVIXT] TETUYE PBehtlworn Tng evepyeloxic anddoong €mg xou 11,9 gopéc,
TopdAANha e Bertinon tng anddoong xatd 2,16 @popéc o oyEoT U TIC TAUTPOE-
uec GPU. Ta anoteréopata npopyovtal and npaypatixéc exteréoelc oe FPGAs,
ol omoleg €youv 1oodUVaUa eCUPTAUNTA TTIOL €YoLV o ToToNUEL Yo ¥eHoTh 6TOo
Ol TN, ETTEETOVTAC €TOL TNV eXTEREOT) axplB0UC extiunone Tng epuipdc UeTa-
TOTUONG OTO OLACTNUAL UE YOUNAO EVERYELOXO XOGTOC, YWEIC TNV avay X UETAO00TS

OXATERYUO TWY OEQOUEVLY OTO EBAPOC.

H ouyxexpévn Sovketd utootneileton v wépet and to mpdypauua EuroExa [1].
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Chapter 1

Introduction

In recent years, the rapid advances in sensors, communications, compu-
tations, and storage have created vast collections of data, with trillions of
bytes being used every day. The benefits for society from the use of these
data are immeasurable, having transformed how people interact and make
use of information daily. This has led to the emergence of the concept of Big
Data and the need for different, state-of-the-art processing and distributing
of information. Various approaches and algorithms have been proposed for
this new data-driven computing era. Through this process, tremendous im-
provements have been achieved in Machine Learning.

Specifically, Convolutional Neural Networks have been widely used for var-
ious Artificial Intelligence tasks. Being able to achieve high accuracy and
frequently outperform other Al approaches, CNNs have been employed in
a wide range of applications, with object recognition and classification be-
ing among them. However, the great computation and storage complexity of
those algorithms is a deterrent factor for their usage.

General-purpose CPU platforms do not offer enough computation capac-
ity, so the main choice for neural network workloads is the power-hungry
GPUs because of their high computation power and easy-to-use frameworks.
Lately, FPGA and ASIC-based neural network accelerators have become a
research topic. Various accelerators for CNNs have been proposed on FPGA
platforms because of their advantages of high performance, fast develop-

ment, and reconfigurability.

This work focuses on improvements in cost-energy-performance for the in-
ference phase of a specific CNN using FPGA platforms. The Convolution
Neural Network was originally developed by Dr.Tsagatakis as part of DEDALE
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project, which addressed the problem of spectroscopic redshift estimation in

Astronomy.

1.1 Motivation

Lately, as the demand for Convolutional Neural Network applications has
skyrocketed because of their state-of-the-art performance, especially for com-
plex image recognition problems, the same has happened to the energy costs
for running platforms capable of executing those tasks. GPUs, although their
high power consumption, are the most widely used platform for implement-
ing such applications due to their computational power and performance.
Furthermore, several applications with limited power budgets and tight la-
tency constraints, like mobile embedded platforms, are not suited for the

inference to be hosted on GPUs.

As the training of those models usually happens only once in their life cycle,
but the inference happens repeatedly, reconfigurable hardware in the form
of FPGAs for Convolutional Neural Network inference has become a key
research topic [2] [3] because of their advantages, such as high performance,
fast development, reconfigurability, and lower power consumption. There
are numerous applications for these platforms, from high-performance data

centers to low-power onboard image processing.

1.2 Scientific Contribution

The scientific contribution of this thesis is focused on implementing an
FPGA architecture for the inference part of the given CNN, which is compet-
itive against the best available platforms both in terms of performance (la-
tency and throughput) and energy consumption, an important aspect since
the use-case is focused on the on-board signal processing for astrophysics
applications. The Convolutional Neural network has been developed and
trained to enable the estimation of spectroscopic redshift by dividing the red-
shift range into 800 Classes.

We investigated multiple architectures, exploiting various opportunities for
parallelism, better resource utilization, and limiting the memory accesses
needed for the data transfer, which is a major drawback in the field of FPGA

implementations. We propose architectures for both our target platforms,
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ZCU102 and QFDB, with a speedup of up to 2.16x in throughput and an

11.9x improvement in terms of energy efficiency.

1.3 Thesis Outline

Finally, we present a brief overview of the content of the thesis:

e In Chapter 2, we state all the background information needed for the
completion of this thesis. We give an overview of Convolutional Neural
Network( CNN) and Deep learning alongside key terms.

e In Chapter 3, we present the various state-of-the-art software used for
CNN and the various hardware platforms used. Furthermore, we present
the related work around CNNs on FPGAs.

e In Chapter 4, we present the CNN developed by our collaborators in
FORTH for the classification of Euclid data and its structure, as well as
the necessary modeling performed to understand the specific parame-
ters of the network to port it to our FPGA platform.

e In Chapter 5, we describe the architectures of the given CNN for our
specific FPGA platforms in different stages, the limitations we came

across in this task, and the means we used to solve them.

e In Chapter 6, we present and evaluate the performance of our imple-

mentations in the FPGA platforms compared to various benchmarks.

o At least, Chapter 7 is the conclusion of this thesis and presents sugges-

tions for future improvements.






Chapter 2

Theoretical Background

2.1 Introduction to Machine Learning

The term Machine Learning was first introduced to Computer Science by
Arthur L. Samuel in 1959 and described as "the field of study that gives
computers the ability to learn without being explicitly programmed" [4]. Al-
though this is more of an abstract definition, we can easily understand what
Machine Learning offers to science, a way closer to answering Alan Turing’s
initial question in his paper Computing Machinery and Intelligence "Can ma-
chines think?".

In 1997, Tom Mitchel proposed a more mathematical definition for Machine
Learning: "A computer program is said to learn from experience E with re-
spect to some task T and some performance measure P, if its performance
on T, as measured by P, improves with experience E." With the use of Ma-
chine Learning algorithms, computers are able to train on data inputs and

statistical analysis to output results in a given range.

Because Machine Learning appears in several guises, with many applications
and data types, much of the effort is made to reduce a range of diverse prob-
lems to a set of definite models and provide good guarantees for their so-
lution. For this reason, Machine Learning is correlated with other fields of
study focused on prediction, such as computational statistics.

Machine learning has improved every technology user’s experience nowa-
days. Facial recognition technology helps users tag and share videos and
photos of friends on social media. Machine learning-based recommendation
engines suggest what books to read or movies to watch next based on user

preferences. Web page ranking provides the user with sites relevant to his
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search based on a vast number of criteria, all with the use of Machine Learn-

ing.

2.2 Deep learning

Deep learning is a subset of machine learning utilizing algorithms inspired
by the structure and function of the brain called artificial neural networks. In
other words, its goal is to mirror the functioning of our brains. Deep learning
algorithms are similar to how each neuron is connected to each other, how

information is passed, and how the nervous system is structured.

Deep learning utilizes a hierarchical level of Artificial Neural Networks (ANN)
[5] to carry out the process of machine learning. While most traditional pro-
grams go over data linearly, the hierarchical function of deep learning sys-

tems enables computers to process data with a nonlinear approach.

In Deep Learning algorithms, each level (layer) learns to transform its input
data into a slightly more composite representation with the purpose of min-
imizing the difference between its prediction and the expected output. For
example, in an image recognition application that classifies cats and dogs,
the input is an image represented as a matrix of pixels; the first representa-
tional layer may abstract the pixels and encode edges, the second layer may
encode a nose, eyes, and sharp teeth, and the third layer may recognize that
the image contains an animal. If the input is a dog, but the deep learning
algorithm predicts a cat (inference), the algorithm will learn through training
that the features of the given input are associated with a dog label.

2.3 Convolutional Neural Networks

In deep learning, a convolutional neural network (CNN) is a class of deep
neural networks with applications in the fields of image recognition and clas-

sification, natural language processing, and recommendation systems.

Convolutional neural networks and their architecture are similar to that of
the connectivity pattern of the neurons in the human brain and were inspired
by the organization of the animal visual cortex. Individual cortical neurons
respond to stimuli only in a restricted region of the visual field known as the
receptive field. The fields of different neurons partially overlap to cover the

entire visual area collectively.
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FIGURE 2.1: Basic Structure of a Neuron https://teachmeanatomy.info/the-
basics/ultrastructure/nerves/

The pre-processing required in a CNN is much lower compared to other clas-
sification algorithms. With enough training, this means that the network
learns the filters that in traditional algorithms were hand-engineered. This
independence from prior knowledge and human effort in feature design is
a significant advantage and a big difference from the majority of Machine
Learning algorithms.

Each neuron in a neural network computes an output value by applying
some function to the input values coming from the receptive field in the pre-
vious layer. The function that is used for the input values is specified by a
vector of weights and a bias. Learning in a neural network progresses by
making incremental adjustments to the biases and weights. The vector of
weights and the bias are called a filter and represent some feature of the in-
put. A distinguishing feature of CNNss is the possibility that many neurons
share the same filter. This reduces memory footprint because a single bias
and a single vector of weights are used across all receptive fields sharing
that filter, rather than each receptive field having its own bias and vector of
weights.

2.3.1 Convolution Layer

In mathematics, Convolution is an operation in which two sources of in-
formation, functions, are intertwined. The result is a third function that indi-

cates how the shape of one of the two inputs is modified by the other.
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The first layer of a Convolutional Neural Network is always a Convolutional
Layer. In Convolutional Layers, the operation of Convolution is applied to
the input and the results are passed to the next layer.

To configure a Convolutional Layer, we can use the following parameters:
* Kernels: Size of kernels (or filters) used in the Convolutional Layer.
* Number of Filters

* Stride: The number of pixels shifts over the input matrix in the convo-
lution operation. For example, if a CNN’s stride is set to 1, the filter will

move one pixel - or unit - at a time.

* Padding: In cases where it is needed to save the information presented
in the input’s corners or edges, the usage of padding helps by adding

extra rows and columns on the outer dimension of the input.

The number of Convolutional Layers in a CNN is directly correlated to the
complexity of the problem the network is trying to solve. In tasks where
features are relatively simple and distinguishable, a CNN with fewer hidden
layers may suffice, and in more complex tasks, a deeper network is required.

2.3.2 Fully Connected Layer

Fully Connected Layers usually are the last or the last few layers in the
network.

The input of the Fully Connected Layer is the output from the last Convolu-
tional Layer, which is first flattened and fed into the Fully Connected Layer,
where weights will be applied to perform a classification using the trans-
formed features. Usually, the number of neurons in the final Fully Connected

layer of a CNN equals the number of output classes in a classification task.

Adding a Fully Connected layer is a (usually) cheap way of learning non-
linear combinations from the output of the Convolutional Layer, which rep-
resents high-level features. The Fully Connected layer is learning a possibly

non-linear function in that space.

2.3.3 Pooling

A limitation of the Convolutional layers’ feature map output is that they

record the precise position of features in the input. Small changes in the input
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FIGURE 2.2: Structure of a CNN: https://towardsdatascience.com/covolutional-
neural-network-cb0883dd6529

image will result in a different output. This can be the result of re-cropping,
rotation, shifting, and other minor changes to the input.

A common approach to addressing this issue is called down sampling. A
lower resolution version of the input is created, containing the essential fea-
tures, reducing the spatial dimensions, without keeping the information not
beneficial to the task. The down sampling can be achieved by a robust and
common approach, adding a pooling layer.

There are two widely used types of pooling: average pooling and max pool-
ing, with the latter being the most common.

* Max Pooling: The highest number of the input’s area (an n x m matrice)

is taken.

* Average Pooling: The mean of the input’s pooling area is used

Max Pooling

Average Pooling

—

FIGURE 2.3: Pooling

2.3.4 Activation Function

The activation function decides whether a neuron should be activated or
not by calculating the weighted sum and further adding bias to it.
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Non-linearity is not introduced into a network without the use of an activa-
tion function. We can use an activation function to model a response variable
that varies nonlinearly in relation to its explanatory variables (target variable,
class label, or score). The term “"non-linear” refers to an output that cannot

be recreated by a linear combination of inputs.

There are different types of activation functions, such as Sigmoid, tanh, ReLU,
Soft Max, Leaky ReLU, and more. In this work we will focus on ReLU and
Soft Max.

Rectified Linear Unit (ReLU)

The Rectified Linear Unit (ReLU) is a widely used activation function in Con-
volutional Neural Networks. It is a simple function that outputs the input

value if it is positive and zero if it is negative.

10

output
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FIGURE 2.4: ReLU

The main drawback of ReLU is that all negative values are turned to zero,
which can decrease the ability of the CNN to fit or train properly. This issue
is resolved using Leaky ReLU, which allows negative values with a gradient

or other activation functions.

Soft Max

SoftMax is usually used in Convolutional Neural Networks to convert the
network’s final output into probability distributions with a sum of 1, ensur-
ing that the output values represent normalized class probabilities.
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FIGURE 2.5: SoftMax: https:/ /mriquestions.com/softmax.html

2.3.5 Inference

During inference, a CNN takes an input image and passes it through con-
volutional, pooling, and fully connected layers to produce a final output,
such as a classification prediction. The convolutional layers apply a set of
filters (or kernels) to the input, producing feature maps that capture local
spatial patterns. The pooling layers then reduce the spatial dimensions of
the feature maps. Finally, the fully connected layers combine the extracted
features to produce the output.

The inference process in a CNN is computationally intensive, requiring mil-
lions of multiply-accumulate operations to apply the convolutional filters

and propagate the feature maps through the network.

The complexity and depth of the CNN architecture directly impact the infer-
ence time, with deeper and more complex models generally taking longer to
run the inference and requiring better hardware. Careful optimization of the
CNN architecture and implementation is deemed necessary in order to run
inference in real-time or in a satisfactory level, specifically when there are

hardware constraints, as in our case.

2.3.6 Training

Training in CNNSs is the process of optimizing the network’s weights and
biases to achieve the primary objective, minimizing the loss function. This is
typically done using a supervised learning approach, where the network is
given a set of labeled training images. The network learns to map the input
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images to their correct labels by adjusting the weights and biases to minimize

the difference between predicted and actual labels.

A loss function is used to measure how well the network is performing on
the training data. The loss function is typically calculated by accounting the
difference between the predicted labels and the actual labels of the training
data.

2.3.7 Back Propagation

Backpropagation [6] is a technique for calculating the gradients of the loss
function with respect to the network’s weights and biases in order to update
them. The gradients indicate the direction and magnitude of adjustments
needed for each parameter to minimize the loss function.

Adjustments of

weights through
backpropagation

Output

Hidden
layers

FIGURE 2.6: Backpropagation: https:/ /www.geeksforgeeks.org/backpropagation-

in-neural-network/

2.3.8 Classification

As mentioned earlier, the final classification step usually incorporates Soft-
Max to exploit its probabilistic characteristics. As we can calculate the prob-
ability distribution, we can make our final classification by selecting the class
with the highest probability.


https://www.geeksforgeeks.org/backpropagation-in-neural-network/
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Chapter 3

Related Work

3.1 Frameworks for Deep Learning

In recent years, as the interest in developing deep learning applications has
increased, several software frameworks have been developed. These frame-
works provide the necessary tools to design, train, and deploy CNNSs. In this

section, we will examine some of those prominent frameworks.

3.1.1 TensorFlow

TensorFlow [7][8] is an open-source deep-learning framework developed
by Google and initially released in November 2015, with version 2.0 released
in September 2019. TensorFlow is based on Google’s earlier deep learning
system DistBelief [9], but simplified and generalized to target a wider va-
riety of tasks and is considered one of the most popular and widely used
deep learning frameworks with support for multiple platforms (CPU, GPU,
TPU) as well as large-scale distributed systems with hundreds machines and

mobile platforms [10].

3.1.2 Keras

Keras [11][12], introduced in March 2015, is a library that provides abstract
building blocks to build deep learning networks and supports both CPU and
GPU. The building blocks are built using Theano and TensorFlow. It allows
the user to focus on the main concepts of deep learning, such as creating
layers for neural networks, while taking care of the details of tensors, their

shapes, and their mathematical details [13].
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Keras is divided into two major kinds of framework: the sequential model
[14] and the functional API [15]. The sequential API is considered the sim-
plest of the two and is a linear stack of layers, with each layer having pre-
cisely one input and one output tensor. The main idea behind functional
API is that a deep learning model is usually a directed acyclic graph (DAG)
of layers. So, the functional API provides the means to create more complex
and flexible models, like models with non-linear topology, shared layers, and

multiple inputs or outputs.

3.1.3 Caffe

Caffe (Convolutional Architecture for Fast Feature Embedding) [16] is a
deep learning framework originally developed at the University of Califor-
nia, Berkeley, released in April 2017. It is written in C++ and provides bind-
ings to Python and MATLAB. Although Caffe was originally created for vi-
sion, it was quickly adopted and improved for various tasks. Caffe is depre-

cated as Caffe2 was merged into PyTorch in March 2018.

3.1.4 PyTorch

PyTorch [17][18] is an open-source deep learning framework developed by
Meta and released in September 2016. Its major advantage is that it uses dy-
namic computation graphs, also known as define-by-run graphs, allowing
users to modify the network behavior on the fly. This provides scalability to

different dimensional inputs, flexibility, ease of debugging, and faster proto-

typing.

3.2 Hardware for CNN

In this section, we will explore the various hardware platforms that have
emerged to implement CNN architectures, from general-purpose processors
to specialized accelerators designed for inference workloads. CPUs lack the
computation power required to run modern CNNSs, especially compared to

other platforms, so we will not examine them further in this chapter.
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3.21 GPU

GPUs have traditionally been used to accelerate 3D graphics applications,
like games. In recent years, they have also been used for machine learn-
ing [19], as the computations in CNNs are inherently parallel and mainly
floating-point operations, which makes them well-suited for the GPU’s com-
puting model. Critical factors behind the capabilities of the GPUs are the
CUDA and Tensor Cores.

CUDA (Compute Unified Device Architecture) Cores, introduced in 2006, are
the building blocks of NVIDIA GPUs. They are designed to perform general-
purpose floating-point computations in parallel. Tensor Cores, introduced
in 2017 with NVIDIA Volta architecture, presented specialized hardware to
optimize Al-related workloads. Better utilization of a GPU’s available re-
sources, achieved by offloading part of the operations from Tensor cores to

CUDA cores, can lead up to a 19% improvement in performance [20].

Furthermore, NVIDIA provides cuDNN (CUDA Deep Neural Network) [21]
and CUDA Toolkit [22]. cuDNN is a GPU-accelerated library that acceler-
ates widely used frameworks, like TensorFlow and Keras, by delivering opti-
mized implementations for standard routines such as forward and backward
convolution. CUDA Toolkit offers a development environment for creating
GPU-accelerated applications to develop, optimize, and deploy applications
on GPU systems. CUDA Toolkit and cuDNN are complementary technolo-
gies that work together as many deep learning frameworks require both to
be installed.

As the research of parallel implementations of CNN on GPUs has flourished,
there have been studies regarding the evaluation of the said implementations
[23], providing detailed performance analysis and exploring bottlenecks, as-

sisting researchers to find the more suitable implementation for their needs.

3.2.2 FPGA

As a trade-off between performance, energy efficiency, and flexibility, FP-
GAs offer an interesting design point between GPUs and ASICs and have
shown great success in accelerating inference tasks, even while usually run-

ning in lower clock frequencies compared to both GPUs and ASICs.

Microsoft has already deployed FPGAs in datacenters both to accelerate generic
workloads [24], like using the FPGAs to rank documents for the Microsoft
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Bing Search and to accelerate Deep Convolutional Neural Networks [25]. The
results in both cases are auspicious, as these architectures can achieve high
levels of performance at low power consumption. Furthermore, the GPU
solutions require up to 10x power to operate compared to the FPGA solu-
tion, making their deployment impractical in power-constrained cases, such

as datacenters.

Numerous studies have compared the performance and energy efficiency
differences between FPGAs and other platforms for various tasks. In [26],
the team compared the two platforms in the case of Sliding-Window appli-
cations, like convolution, and the FPGA provided better performance, ex-
cept for small input sizes, with speedups up to 11x compared to the GPU,
while even being in some cases orders of magnitude better in terms of en-
ergy efficiency. In [27], the focus is shifted to the trends in next-generation
DNNs, like exploiting sparsity irregular parallelism and custom data types.
The team proposed a customizable DNN hardware accelerator template for
FPGA and presented results up to 5.4x better performance than GPUs in bi-
narized DNNSs.

FPGAs have less NRE cost and can be reconfigured to support newer models
and different layer types, making it easier to keep up with the continuous
advances in the field, especially when compared to ASIC implementations.
Also, as FPGAs often offer a variety of I/O, they provide the opportunity to
be part of larger systems.

3.2.3 ASIC

In recent years, there have been several applications with limited power
budgets and tight latency constraints, like mobile embedded platforms or
self-driving cars, that are not suited for the inference to be hosted on GPUs.
To achieve the best performance and energy efficiency, the focus has been
shifted to building custom application-specific integrated circuits (ASICs) to

accelerate CNN inference workloads.

In [28], the team designed a Small-Footprint High-Throughput accelerator
for large-scale CNNs and DNNs with a small footprint that, compared to a
128-bit 2GHz SIMD processor, is 117.87x faster and can reduce the total en-
ergy by 21.08x. This was achieved by focusing on state-of-the-art networks
with large-scale layers, which allowed for the introduction of storage struc-
tures designed to take advantage of locality properties. In [29], the team



3.2. Hardware for CNN 17

is focused on accelerating different types of DNNs using a multichip archi-
tecture and proved that it is possible to achieve a significant speedup over
a GPU while reducing the energy for a subset of the largest known neural
network layers. In [30], the team presented EIE, an energy-efficient engine
optimized for inference on compressed deep neural networks to make the
Fully Connected layers more efficient, achieving a 3.400x and 13x in energy
consumption and performance compared to GPU, respectively.

Furthermore, the case of ASIC vs FPGA for CNN inference task has been
made [31] where ASIC and FPGA platforms are compared on various Archi-
tectures for accelerating inference. The ASIC’s performance is reported to be
2.8x to 6.3x faster than that of the FPGA implementations.

ASICs do not offer enough flexibility to accommodate the rapid evolution
of deep learning models, as the high non-recurring engineering (NRE) cost
and time for the design, verification, and implementation of an ASIC make it

challenging to keep up with the field’s growth.

3.24 TPU

In 2016, Google announced the Tensor Processing Unit (TPU), its own Al
accelerator application-specific integrated circuit (ASIC) built specifically for
machine learning. TPU is optimized for Google’s TensorFlow 3.1.1. TPU
is designed to perform the large matrix operations commonly found in ma-
chine learning algorithms much more efficiently than general-purpose CPUs
or GPUs. Specifically, Google, after a year of using the TPU in their data cen-
ters, claims that the TPU delivered 15-30X higher performance and 30-80X
higher performance-per-watt using the TOPS/Watt metric than contempo-
rary CPUs and GPUs [32].

The TPU is built on a 28nm process, runs at 700MHz, and consumes 40W
when running [33] while connecting to its host via a PCle Gen3 x16 bus that
provides 12.5GB/s of effective bandwidth. It includes 65,536 Matrix Multi-
plier Units(MXU), an 8-bit multiply-and-add unit for matrix operations, fea-
turing a systolic array, a different architecture than typical CPUs and GPUs.
This means that the inputs that need to be used many times as part of pro-
ducing the output are read only once but used for many different operations
without being stored back in a register.
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In May 2024, Google announced the sixth generation of TPU, claiming a 4.7X
increase in peak compute performance per chip compared to the previous
generation while being 67% more energy-efficient [34].

3.3 The FPGA perspective

Although FPGAs have BRAM integrated into the fabric, the limited size is
a major bottleneck. Newer FPGAs have big DRAM modules, but compared
to GPUs, they still face limitations. Reducing data precision can help get
around those restrictions. Several studies have shown that CNN inference
does not require floating-point computations and fixed-point arithmetic can
be used with less than a 1% drop in accuracy [35] and satisfactory results [36].
In [37], they used fixed-point 16-bit, proposed an architecture based on the
Winograd algorithm, and designed a line buffer to cache the feature maps
for the Winograd algorithm. The Winograd algorithm improved arithmetic
complexity by reducing the required number of multiplications as a tile of
elements in the feature map is generated together using the structural sim-
ilarity among them. This produced a 2.98x energy efficiency compared to
GPUs.

Furthermore, as the Binarized Neural Networks (BNN) [38][39] are improv-
ing in terms of accuracy [40], the FPGAs can take advantage of the much
lower memory footprint of those Networks and be solid platform alterna-
tives. In [41], a roofline model to quantify peak performance for BNNs on
FPGAs was developed, showing that the FPGA’s performance for binary op-
erations is about 16x higher compared to 8-bit and 53x higher compared to
16-bit fixed point operation. As the focused BNN (binarized AlexNet) could
be kept in the on-chip memory, it was almost able to reach the computational
peak, while the peak performance of the fixed-point CNN was bound by the
memory bandwidth. The FPGA accelerator presented in [42] is 8.3x faster
and 75x more energy-efficient than the GPU counterpart when processing
online individual requests in small batch sizes and on par with the GPU in
terms of throughput while delivering 9.5x higher energy efficiency in the case
of static data in large batch sizes. This was made possible by the hardware
mapping of convolution kernels using LUTs for bitwise operations, with LUT

utilization of 79%, which led to massive computing parallelism.

This wide variety of precisions matches well with FPGAs as they are able
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to execute non-standard custom bit-width arithmetic with much higher effi-
ciency and flexibility than GPUs.

In [43], the team developed a deeply pipelined multi-FPGA architecture,
which achieved up to 21x and 2x energy efficiency compared to CPU and
GPU implementations, respectively. As the different kernels in a CNN model
require various compute resources, for example, in the case of AlexNet, Con-
volution layers are compute-intensive while corresponding only to the 4.31%
of the total weights, and the Fully Connect layers are memory bandwidth in-
tensive while containing only 6% of the total arithmetic operations, it is chal-
lenging to balance the resource allocation on a single FPGA for different lay-
ers in the CNN. Each of the six FPGAs has a computation engine customized
for one or more CNN layers with the interconnection between the FPGAs im-
plemented using the Xilinx Aurora protocol [44]. Each link is bidirectional,
has a bandwidth of 750MB/s, and is responsible for transferring the output
feature maps of the last layer of the transceiver FPGA to the receiver FPGA.

In [45], the team first analyzed the CNN and its characteristics, highlight-
ing, like in [43], the differences between compute-intensive Convolution and
memory-centric Fully Connected Layers. This distinction is crucial for de-
signing efficient hardware accelerators. The study introduces a method for
dynamic-precision quantization, which allows for reduced precision in data
representation, reducing memory footprint and bandwidth requirements with-
out significantly sacrificing accuracy. They also introduce the memory sys-
tem design, which aims to feed the elements with data efficiently by ar-
ranging the data for both the Convolutional and Fully Connected layers to
maximize the burst length of each DMA transaction. The final architecture
achieved an average performance of 187.80 GOP/s for Convolution Layers
and 136.97 GOP/s for the whole network. Although the system is 1.4x faster
than the CPU and consumes less power, the performance of the GPU is 13.0x

better, with the drawback of 26.0x power consumption.

A detailed quantitative analysis of the design objectives, such as latency and
data transfers, of a CNN accelerator and their correlation to the design vari-
ables, e.g., loop unrolling, is presented in [46], which resulted in a specific
dataflow of hardware CNN acceleration. The dataflow aims to minimize
data transfers and memory access while fully utilizing the available comput-
ing resources for high performance. The proposed accelerator achieved up
to 5.6x throughput and 5.5x latency improvements compared to prior imple-

mentations.






21

Chapter 4

The CNN for Euclid Data

Classification

In this Chapter, we will present the Convolutional Neural Network imple-
mented in this thesis, as well as its background, the motivation behind its
creation, and the problem that it solves. We will also describe the specific
CNN’s structure and characteristics.

4.1 Convolutional Neural Networks for Spectro-

scopic Redshift Estimation on Euclid

As the recent advances in the emerging fields of Big Data and Deep Learn-
ing have made the analysis of huge amounts of data from various sources
easier, the field of astronomy is one of the fields that stand to benefit from
this as satellites and telescopes have been capturing large numbers of images
of the sky.

One particular problem in astrophysics is the ability to derive precise esti-
mates of galaxy redshifts. Redshifting is the increase in the wavelengths and
the corresponding decrease in the frequency and photon energy of light emit-
ted from galaxies through the Doppler effect. This is the result of galaxies
moving away from each other and any given observation point due to the
expansion of the Universe according to the Big Bang model. Redshift is the
principal way in which galaxies’ radial distances can be measured and hence
their 3-dimensional position in the Universe, helping to observe the rate of
expansion of the Universe and the gravitational lensing of light by the matter

distribution.
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The Euclid satellite aims to measure the global properties of the Universe
and will collect photometric data and spectroscopic data [47]. The latter will
help us determine the details of cosmic acceleration through measurements
of the distribution of matter in cosmic structures. However, redshift estima-
tion from spectroscopic observations is not a simple task as there are various
sources of errors, both instrumental and astrophysical, that are usually taken
care of through human evaluation. This approach is possible only with small
datasets, but as Euclid will obtain a massive amount of spectra, new auto-
mated processes need to be developed that will achieve high accuracy with

minimum human evaluations.

Estimation of galaxy redshifts is usually perceived as a regression procedure
because a galaxy redshift can be measured as a non-negative real value num-
ber, but it can be transformed into a classification task without the loss of
essential information. Due to the characteristics of Euclid, the study will be
focused on the redshift range of detectable galaxies, and it is possible to re-
strict the precision of each estimation to match the resolution of the spectro-
scopic instrument. Therefore, the chosen redshift range can be divided into
evenly sized slots equal to Euclid’s required resolution. As a result, the task
is transformed into a classification task which uses a set of ordinal classes,

each one corresponding to a different slot.

As a classification model can be utilized, a Convolutional Neural Network
was designed by Dr. Gregory Tsagatakis and his team to translate the spec-
troscopic redshift data collected by the Euclid satellite into a reliable classifi-

cation of galaxies [48].

For the implementation and training of the model, TensorFlow 3.1.1 and
Keras 3.1.2 were used, and a simulated dataset was modeled after the Eu-
clid satellite galaxy survey [49], in terms of quality, veracity, and volume.

The team trained and evaluated multiple Convolutional Neural Networks
with different depths, including 1, 2, and 3 Convolutional Layers, in or-
der to examine the impact of the different depths on the network. In all
cases, the final Fully Connected layer was used for the classification. The
shallowest, with only one Convolutional Layer, was the slowest in terms of
epochs needed to converge and significantly underperformed compared to
the deeper models.

Furthermore, the team investigated how the size of the training set affects

the network’s behavior, again starting with networks of various depths. The
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size of the training sets scales from 40.000 to 100.000 and, finally, to 200.000
and 400.000 observations. As easily perceived, using the training set with
the smallest number of observations introduces overfitting, with the network
performing well in the training set but not well enough in the validation and
testing examples. Also, the bigger the training set is, the better the model
will be able to generalize in the long term, and overfitting will decrease.

4.2 Our Network

4.2.1 Network Architecture

The final model designed is able to classify images created from Euclid
data into 800 Classes and was trained using 400.000 examples. Each image,
input of the network, has a total of 1800 pixels, comprising the features of
the model. Three Convolution Layers make up the network, followed by the
classifier, a Fully Connected Layer, and a SoftMax stage. After each Convo-

lution Layer, there is a non-linear activation function (ReLU).

In Figure 4.1, we present a simple 1-dimensional Convolutional Neural Net-
work, which takes a one-dimensional array X with size p. The input is con-
volved with the kernel W of size 3 with stride 1, resulting in the array C of
size g = p — 3+ 1, with 3 being the kernel size. A non-linear function is

applied to C, resulting in C’, which is the input of the Fully Connected layer.

1st Convolution Layer

The first Convolution Layer of the network gets as input the image, a one-
dimensional vector of size 1800x1 32-bit floating-point values. Furthermore,
for the convolution, we need the pre-trained kernel matrix and the bias. The
total input of the first layer is 1944 32-bit floating-point values, 1800 pixels
from the image, and 144 values from the kernel and bias. The output of this

layer is a two-dimensional array.

In algorithm 1, we present a MATLAB-style pseudo-code for the first layer of
our CNN. The inputs are:

* image, a one-dimensional array with a size of 1x1800
¢ kernel, a two-dimensional array with a size of 16x8

* bias, an array of size 16
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FIGURE 4.1: A simple 1-Dimensional CNN: The input X

is convolved with a pre-trained filter W, with stride one. A

non-linear activation function (ReLU in our case) is applied

to the output. Finally, there is the Fully Connected layer of

the classification, with output size equal to the number of
classes (800 in our case)

Algorithm 1 1-D Convolution

1: procedure CONVOLUTION 1 D(image, kernel, bias)
2:  ImageSize < size(image)
KernelDim1 <« size(kernel, 1)
Kernel Dim2 <« size(kernel,2)
ConvOutput < zeros(ImageSize — KernelDim2 + 1, Kernel Dim1)
fori < 1 to KernelDim1 do
ConvOutput(:,i) < conv(image, kernel (i, :), valid)
fori < 1 to KernelDim1 do
ConvOutput(:,i) <— ConvOutput(:,i) + bias(i)
10: return ConvOutput

The output is a two-dimensional array of size 1793x16. As this is based on
MATLAB, the : in matrices refers to entire rows or columns; for example,
ConvOutput(:,i) < conv(image, kernel(i,:),valid) means: For i, perform a
1D convolution between the input and the i — th row of the kernel (kernel (i,
)) and store the result in the corresponding column i of the output matrix.

The valid value returns only those parts of the convolution that the function
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computes without zero-padded edges.

2nd Convolution Layer

The second Convolution Layer of the network gets as input the two-dimensional
output of the first Convolution Layer. Furthermore, for the convolution, we
need the pre-trained kernel matrix and the bias values, summing to 2064 32-
bit floating-point values. The output of this layer is a two-dimensional array.

Algorithm 2 2-D Convolution

1: procedure CONVOLUTION 2 D(input, kernel, bias)
2. InputSize < size(input)

3. KernelDiml < size(kernel, 1)

4: Kernel Dim2 <« size(kernel,?2)

5: KernelDim3 <« size(kernel,3)

6: ConvOutput < zeros(InputSize — Kernel Dim3 + 1, Kernel Dim1)
7: for j <— 1 to KernelDim1 do

8: fori < 1 to KernelDim2 do

9: ConvOutputTemp(:,i) < conv(input(:,i), kernel(:,j,i),valid)
10: ConvOutput(:,j) < sum(ConvOutputTemp,2)
11: fori < 1 to KernelDim1 do
12: ConvOutput(:,i) < ConvOutput(:,i) + bias(i)
13: return ConvOutput

In algorithm 2, we present a MATLAB-style pseudo-code for the second and
third layers of our CNN. The inputs are:

* input, a two-dimensional array, the output of the previews layer (1793x16
and 1786x16)

* kernel, a three-dimensional array with a size of 16x16x8
* bias, an array of size 16

While the output is a two-dimensional array of size 1786x16 for the second
layer and 1779x16 for the third.

3nd Convolution Layer

The third Convolution Layer of the CNN is the same as the second one. The
inputs are:

¢ the output of the previous layer (two-dimensional array)

¢ the pre-trained kernel of size 16x16x8 (2048 32-bit floating point values)
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¢ the bias with size 16 32-bit floating point values

The output is also the same as the second layer, a two-dimensional array.

Fully Connected Layer

The last layer of the network is the Fully Connected layer. It takes as input
the output of the last convolution layer after it has been flattened, effectively
transformed from a two-dimensional vector to a one-dimensional one. The
layer consists of 800 neurons, each responsible for the result of one of the
output classes. It consumes a total of 22771200 weights, 28464 for each class,
to calculate the final output, a one-dimensional array of size equal to the

number of Classes, in our case 800.

Algorithm 3 Fully Connected
1: procedure FULLY CONNECTED(input, kernel, bias)
2: InputSize < size(input)
NumberO fClasses < size(bias)
Output < zeros(NumberO fClasses)
Output < kernel * input
for i <— 1 to NumberOfClasses do
Output(i) < Output(i) + bias(i)

8: return Output

In algorithm 3, we present a MATLAB-style pseudo-code for the Dense Layer

of our network. The inputs are:

e input, the flattened output of the third Convolution Layer, a one-dimensional

array of size 1x28464
* kernel, a two-dimensional array with a size of 28464x800
* bias, an array of size 800
The output is a one-dimensional array of size 800, one for each of the Classes

A SoftMax function 2.3.4 is applied to the output of the Fully Connected Net-
work, transforming it into probability distribution with a sum of 1.
Activation function - ReLU

After each of the Convolution Layers, an activation function, ReLU 2.3.4 in
our case, is applied to the layer’s output, ensuring that values less than zero
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do not pass to the next layer. In algorithm 4, we present the steps for the
ReLU, which takes as input the two-dimensional vector, the output of the

previous layer.

Algorithm 4 ReLU

1: procedure RELU(input)
2: InputDim1 < size(input,1)
InputDim2 < size(input,2)
fori <— 1to InputDiml do
for j < 1to InputDim2 do
if input < 0 then
Output(j,i) < 0
else
Output(j,i) < input(j,i)
10: return Output

4.2.2 Memory Footprint

An important aspect of the performance of the network is the amount of
data, mainly weights and bias, that need to be streamed in the design. Specif-
ically, to implement the inference of the network in the FPGA, where memory
is a scarce resource as BRAMs are small, it is essential to map the amount of
data that is used, the distribution of the data in the different stages of the
network, and the rate we can access that data. In the following table 4.1, we
present the number of weights and data for the different layers that need to
be accessed, along with their size and memory percentage.

Layer #Weights | Footprint Memory(%)
Convolution Layer 1 | 144 1.1 Kilobytes 6.33 x10~*
Convolution Layer 2 | 2064 16.1 Kilobytes 9.2 x1073
Convolution Layer 3 | 2064 16.1 Kilobytes 9.2 x1073
Fully Connected 22771200 | 173.7 Megabytes | 99.98

TABLE 4.1: Weights and Memory Footprint of the Network

Itis obvious, as reported in the related research, that the Dense Layer is mem-
ory bandwidth intensive as its weights are the significant majority of the total
weights of the network, 99.98% of the total data. Furthermore, it is apparent
that it is not possible to fit the data in the BRAM, as the data are in the hun-
dreds of MB (173.7 MB), and there is not enough space to store them in the
4MB BRAM.
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4.2.3 Weight Distribution

As mentioned before, it is important to explore, analyze, and understand
the distribution of the model’s weights for each layer. This is possible to
provide valuable insights that can be leveraged for weight pruning, effec-
tively reducing the memory footprint of the network without affecting per-
formance. This also leads to reducing the network’s complexity, which may
result in faster inference and reduced computational resource requirements.
Furthermore, analyzing weight distribution is a necessary step when con-
sidering quantization, converting weights to lower precision formats, which
again leads to faster inference and reduced requirements for computational

resources.

The following figures present the weight distribution of the 3 Convolutional

Layers alongside the Fully Connected layer in the histogram charts.
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4.2.4 Reduction of Memory Footprint

As mentioned before, the network’s data can not be stored in the FPGA’s
BRAM, and memory constraints are a significant performance bottleneck of
many applications. So, it is essential to reduce the overall memory foot-
print, either so the network’s parameters can fit in the BRAM or to reduce
the amount of data streamed to the FPGA. A more detailed description of
this process can be found in the thesis of G. Pitsis [50].

One of the first options is to use Fixed Points, either static or dynamic, which
will significantly improve the memory footprint. The main issue with this
option is that as the bit-width reduces, the network’s accuracy also decreases.
So, a hybrid solution is proposed, where the weights are grouped according
to their values in k centroids, and their new values are placed in a codebook.
This means that there is no need to store the value of each weight, only the
corresponding centroid’s index, providing the opportunity for the kernels
to be floating points with reduced memory footprint. The clustering can be

achieved using several algorithms, such as Lloyds or K-means.

A drawback of Lloyds algorithm is that it tries to group weights without un-
derstanding the importance of different values. It can be easily perceived that
larger weights are more important for the outcome of the network compared
to smaller weights due to the mathematical operations, but their density is

far smaller compared to that of smaller weights 4.2.3.

In order to cope with this, two new steps were proposed: Inverse Density and
Hierarchical Clustering. We propose to initialize the codebook starting from

the minimum value and ending up with the maximum as we try to provide
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a higher resolution to the larger absolute values and a lower to the smaller
values. Furthermore, using a larger number of centroids will increase the res-
olution across all values, and the algorithm is forced to pay more attention to
higher values. This will enable us to apply the clustering algorithm hierarchi-
cally, which will result in a better resolution for the important weights. Those
steps are possible because the analysis of the weights shows that density is

inversely proportional to the importance of weights.

The steps mentioned above were applied to the Fully Connected layer’s weights
as this is the main bottleneck of our system. Furthermore, it is important to
note that, unlike [51][52], the model was not retrained.



31

Chapter 5

Design and Implementation of the
FPGA Architecture

This Chapter focuses on the implementation of different architectures of
our application. We propose FPGA-based hardware designs for our specific
CNN with respect to the constraints presented by our platforms.

5.1 FPGA Platforms

51.1 ZCU 102

In hardware, most of the experiments were conducted on ZCU102 Ultra-
Scale+ evaluation [53] board, which consists the xczu9eg-2ffvb1156e MPSoC
(multiprocessor system-on-chip). The evaluation board provides a rapid pro-
totyping platform. It contains many useful features, including a power pro-
cessor system (PS) hard block peripherals exposed through the Multi-use I/ O
(MIO) interface and a variety of FPGA user-programmable logic (PL).

LUT 274080
FlipFlop | 548160
DSP 2520
BRAM 912

TABLE 5.1: Available Resources on ZCU102

512 QFDB

Quad-FPGA Daughter Board (QFDB) is a custom PCB platform designed
and created by FORTH. Each board carries four Xilinx Zynq Ultrascale+ FPGA
with xczu9eg-2£fvc900, with the computational power provided by the board
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being 4x compared to ZCU102 and xczu9eg-2ffvb1156e. The FPGAs on the

QFDB are connected between them with Xilinx Aurora Protocol.

Our architectures are fully compatible with both platforms because they both
carry type Xilinx Zynq UltraScale+ (ZU9EG) FPGAs.

FIGURE 5.2: QFDB
FIGURE 5.1: ZCU102

Evaluation Kit

https:/ /www.mouser.co.uk/

new /xilinx/xilinx-
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zcul02-eval-kit/

5.2 Xilinx Tools

For the hardware implementation in this thesis, the tools used were part
of the Xilinx Vivado Design Suite, a software suite developed by Xilinx for
synthesizing and analyzing HDL (Hardware Description Language) designs.
The Xilinx Vivado Design Suite provides a robust set of tools that cater to
different stages of the hardware development process from which Vivado
HLS, Vivado IDE, and Xilinx SDK were used.

5.2.1 Vivado HLS

Vivado High-Level Synthesis (HLS) is a synthesis tool that enables devel-
opers to target C, C++, and SystemC programs directly to Xilinx devices,
eliminating the need for manual RTL creation. By leveraging the capabili-
ties of high-level programming languages, HLS automates the synthesis of
programs into Intellectual Property (IP) blocks. These blocks are generated
as VHDL or Verilog code and can be seamlessly integrated into hardware

systems using other tools within the Xilinx Vivado Design Suite.


https://www.mouser.co.uk/new/xilinx/xilinx-zynq-ultrascale-zcu102-eval-kit/
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An HLS project with the necessary files must be created to create the IP block
that will be integrated into our system. The tool offers an integrated de-
bugger (C/RTL Co-simulation) to verify the RTL output prior to synthesis.
After verifying that the code is working as expected and producing the cor-
rect results, we can proceed with the block’s synthesis, which will generate
the HDL code and a detailed report. The report contains useful information
about the design’s timing (frequency, latency) and resource utilization (esti-
mated).

Furthermore, Vivado HLS offers pragmas that enable developers to optimize
designs by reducing latency, enhancing throughput performance, and mini-
mizing the area and resource usage of the generated RTL code. These prag-

mas are directly integrated into the kernel’s source code.

array_partition: This pragma partitions an array into smaller arrays or in-
dividual elements. This results in RTL designs with multiple small
memories or registers rather than a single large memory. This approach
boosts the number of read and write ports for storage, potentially im-
proving the throughput of the design. This pragma requires the use
of additional memory instances or registers to accommodate the parti-
tioned data structures.

dataflow : The dataflow pragma enables task-level pipelining, allowing func-
tions and loops to overlap in their operation, increasing the RTL imple-

mentation’s concurrency and the overall throughput of the design.

pipeline: The pipeline pragma reduces the initiation interval for a function

or loop by allowing the concurrent execution of operations.

stream: By default, array variables are implemented as RAM. Using the stream
pragma replaces the RAM with FIFOs. This substitution enhances data
communication efficiency, especially when data needs to be produced
or consumed sequentially. FIFOs are particularly effective for manag-

ing continuous data streams.

unroll: The unroll pragma allows some or all loop iterations to occur in par-
allel by creating multiple copies of the loop body in the RTL design. The
developer has the option to either fully or partially unroll the loop, al-
lowing some decision-making in the trade-off between improving per-
formance and increasing resource utilization.
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5.2.2 Vivado

The Vivado IP integrator lets the developer create complex system designs
by instantiating and interconnecting IP from the Vivado IP catalog or cus-
tom IP designed and synthesized using Vivado HLS on a design canvas. You
can create designs interactively through the IP integrator canvas GUI or pro-
grammatically through a Tcl programming interface. Designs are typically
constructed at the interface level but might also be manipulated at the port

level.

The user must create a block diagram where the IPs will be placed. Every
IP will be assigned a base address, clock, and reset signal. After that, the
user must connect each IP’s ports according to the design and validate that
there are no errors. If there are errors, the user can use the Integrated Logic
Analyzer (ILA) to record signal values to help him identify the location of the

error.

The next step is to proceed with the synthesis and implementation of the de-
sign. Synthesis is the process of transforming an RTL-specified design into
a gate-level representation. Implementation includes all steps necessary to
place and route the netlist onto device resources within the design’s logical,
physical, and timing constraints, making the netlist ready for bitstream gen-
eration. Both synthesis and implementation provide the options to choose
among several pre-configured strategies based on the needs of the design
or create new ones for a more customized approach. A strategy is a set of
switches to the tools, which are defined in a pre-configured set of options
for the synthesis application or the various utilities and programs that run

during implementation.

After synthesis and implementation are completed, comprehensive reports
are generated to provide insights into various aspects of the design. These
reports are crucial for evaluating the design’s performance, power, resource
utilization, and meeting timing constraints. Finally, the bitstream can be gen-
erated, provided no errors exist and the characteristics from the reports meet

the requirements.

5.2.3 Vivado SDK

The Vivado Software Development Kit (SDK) is the Integrated Design En-
vironment (IDE) for creating embedded applications targeting Xilinx ARM
processors, and it is based on Eclipse 4.5.0 and CDT 8.8.0. Vivado SDK
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FIGURE 5.3: Vivado Power and Resources Utilization Reports

understands the custom embedded hardware design that has been defined
in the Vivado IDE. Based on this design, several key parameters are auto-
configured, including memory maps, peripheral register settings, tools and
library paths, compiler options, JTAG and flash memory settings, debugger
connections, and Linux and bare-metal Board Support Packages (BSPs). This
means that as the implementation has been completed and the bitstream is
generated, the necessary files will be imported upon opening the Vivado
SDK.

Then, the developer is able to create the application’s software program that
will initialize and activate the IPs, DMAs, and other parts of the design based
on their base address given in Vivado IPI. Furthermore, the data transactions
between the different parts of the design must be defined during this pro-
cedure, as well as the data reading and writing from the SD card and time-

measuring functions.

5.3 Architecture1-1DMA

Our first novel approach to implementing a custom FPGA-specific archi-
tecture for our Convolution Neural Network was to break the CNN into
smaller IP blocks, with the first being the three Convolution Layers and the
second one the Fully Connected. This two-stage architecture was designed
to be implemented on 2 FPGAs, and the output of the Convolution Layers
stage will be communicated to the Fully Connected.
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5.3.1 Convolutional Layers

As mentioned before, our CNN consists of three Convolutional Layers.
The kernel of the first layer is significantly smaller than the second and third
by a factor of 16. Specifically, the first convolution layer’s kernel is 16x8 floats,
with its input being 1800x1 and the output 1793x16, while the second and
third are 16x16x8.

Each convolution layer is fully pipelined with interval 1, meaning that in
each cycle, the layer consumes one input data and transmits one result per
cycle after completing the first convolution operation. To achieve this, an in-
terval array partition was used for the input and kernel filters. Furthermore,
we made eight instances of the input of each convolution layer because the
stride of the operation is one, and the size of the filter is 8x1, so we will be

able to access consistent data from the input.

The input and output data transfers are implemented with AXI4 Stream us-
ing one DMA. Upon receiving the data, we store it in the binded BRAM and

advance to making eight instances, as mentioned before.
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We experimented with several clock periods for the first architecture, from
10ns to 3.3ns. Reducing the clock period further would not imply any im-
provements, as we would be bonded by the max frequency of the High-

Performance Ports of the Zynq Ultrascale+.

Clock Period | 100MHz | 215MHz | 300MHz
LUT usage 26% 25% 25%
FlipFlop usage 14% 17% 18%
DSP usage 26% 25% 25%
BRAM usage 68% 69% 70%

TABLE 5.2: Resources Utilization for the Convolution Layers

Clock Period | 100MHz | 215MHz | 300MHz
Latency Cycles | 596776 | 598181 | 600734
Latency 5.967ms | 2.751ms | 1.982ms

TABLE 5.3: Latency for different Clock Periods

Clock Period

\ 100MHz \ 215MHz \ 300MHz

Total On-chip power

Total On-chip Energy

5.405W
0.032]

8.428W
0.023]

9.759W
0.0193]

TABLE 5.4: Power and Energy for the Convolution Layers
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FIGURE 5.5: Architecture 1 Convolution Layers Design

5.3.2 Fully Connected Layer

After the three Convolution Layers, the next step is the Fully Connected
layer, and the output of the final Convolutional Layer needs to be formatted
from 1779x16 to 28464x1. As described, the Dense Layer consists of 800 ker-
nels, one for each of the 800 classes. Each kernel is composed of 28464 floats,
meaning that, at this point, this is the main bottleneck of the architecture

performance-wise.
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The Fully connected layer is fully pipelined with interval 1, meaning that
in each cycle, the layer consumes one input data and transmits one result
per cycle after the completion of the first matrix-matrix multiplication. The
weights are 32-bit long because, as was previously explained, they are of type
float. A 22 million cycle delay occurred before all the data (28464x800 floats)
could be accessed. Furthermore, as the weights of the dense layer were not
able to be stored in the B-RAM, we streamed them from the DDR.

For this reason, we experimented with different streamed data widths in the
DMA from 32 bits (one float per cycle) to 64 bits (two floats per cycle) and
later to 128 bits (four floats per cycle).

32bits | 64bits | 128bits
LUT usage 3% 4% 5%
FlipFlop usage 2% 2% 3%
DSP usage 1% 1% 1%
BRAM usage 4% 4% 5%

TABLE 5.5: Resources Utilization for the Dense Layers for dif-
ferent Bus Width

| 32bits |  64bits |  128bits
Latency 76.lms | 387ms | 20.3ms

Bandwidth | 1.1GB/s | 2.19GB/s | 4.18GB/s

TABLE 5.6: Latency and Bandwidth with different Bus Width

| 32bits | 64bits | 128bits
4.236W | 4298W | 4.343W
0.33] | 0.16] | 0.088]

Total On-chip power
Total On-chip Energy

TABLE 5.7: Power and Energy for the Dense Layers with differ-
ent Bus Width
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FIGURE 5.6: Architecture 1 Dense Layer Design
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5.4 10O Problems - Memory BW

In our first architecture on the FPGA, the performance is sub-optimal com-
pared to the GPU numbers. As can be easily perceived from the results of
the Dense Layer, adding more bandwidth by making the memory bus of the
DMA larger, from 32bits to 128bits, yielded significant results in terms of la-
tency and total energy with an insignificant hit on the available resources and
the total on-chip power. Specifically, accessing four floats in a single cycle im-
proved the latency by a factor of 3.74x and the energy by 3.75x by adding 1%
of usages on LUTs, FlipFlops, and BRAM. This is due to the fact that the Fully
Connected Layer’s weights were streamed through the DMA and could not
be stored.

The next step is to study the bandwidth of the FPGA and the PS DDR and
consider using the PL DDR memory to accommodate the bandwidth require-
ments and the different methods for data transfer. We will also add more
DMAs to our architecture, which will significantly impact the performance
of the dense layer, the main bottleneck of the first Architecture.

Simple projects that read and write randomly generated values from and to
the DMA, respectively, were created to test the bandwidth of both channels
of the DMAs, read and write, and the potential difference using cache can
make to the bandwidth.

| Read | Read/Write

8.44GB/s | 17.54GB/s
6.22GB/s | 11.65GB/s

With Cache
Without Cache

TABLE 5.8: Max Bandwidth of DMAs

5.5 Architecture1 -4 DMAs

At this point, we realized that the next step was to add more DMAs into
the bottleneck of our architecture, the Fully Connect layer, so we could utilize
the available bandwidth we had calculated on section 5.4 until we reached
the theoretical bandwidth of the memory 16GB/s.

In this version of our architecture, we modified the Fully Connected Layer
FPGA of the two-stage architecture Architecture to use four DMAs with a
bus width of 128bits in order to utilize the full potential bandwidth of the HP
Ports on the ARM processor on the ZCU102. The necessary modifications
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were made to the accelerator to compute one-fourth of the final output, and

we proceeded with four instances of the modified accelerator.

As each accelerator instance is now responsible only for 200 out of the 800
original classes, the input is adjusted to include the weights for the classes
each instance is responsible for and the corresponding biases alongside the
teature map produced from the Convolution Layers.
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FIGURE 5.7: Architecture 1 Dense Layer with 4 DMAs Design

32bits | 128bits | 4DMAs 128bits
LUT usage 3% 5% 15%
FlipFlop usage 2% 3% 11%
DSP usage 1% 1% 3.2%
BRAM usage 4% 5% 16.4%

TABLE 5.9: Resources Utilization for the Dense Layer with 4
DMAs

| 32bits | 128bits | 4DMAs 128bits
Latency 76.1ms 20.3ms 9.1ms
Bandwidth | 1.1GB/s | 4.18GB/s 9.23GB/s

TABLE 5.10: Latency and Bandwidth with different Bus Width
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In the following table 5.11, we compare the total On-chip power and energy
of the new Fully Connected Layer Architecture using 4 DMAs to the first
Architecture with only one DMA for the Dense Layer.

32bits | 128bits | 128bits 4DMAs
4.236W | 4.343W 5.33W
0.33] | 0.088] 0.048]

Total On-chip power
Total On-chip Energy

TABLE 5.11: Power and Energy for the Dense Layers with dif-
ferent Bus Width

By using four 128-bit width DMAs instead of one, we were able to improve
the latency of the Fully Connected Layer by a factor of 2.2x and the energy

required to produce the results of one image by a factor of 1.8x.

5.6 Final Version

In this Architecture, we integrated the Robustness and Sensitivity Analysis
made by Giorgos Pitsis [50], effectively reducing the memory footprint of
the weights with minimum error. This allowed us to improve the speed of

accessing and processing our data.

In this architecture, as the memory footprint has been reduced significantly,
we are able to fit the entire CNN into a single FPGA. We have also changed
the CNN'’s output to only the selected class and its value, in contrast to the
previous architectures, where we outputted all the classes with the corre-

sponding values.

We are using 3 DMAs to transfer data to and from the CNN. The first DMA’s,
DMA 0, read channel has a 32-bit width and is used to transfer the weights,
biases, and images to the Convolution Layers Accelerator. The write channel
is responsible for writing the final classification for each image to the DDR.
The read channels of DMA 1 and DMA 2 have a 128-bit width. They are re-
sponsible for transferring the Fully Connected Layer’s corresponding biases,

codebook, and weights to each instance of the Fully Connected Accelerator.
The write channels of both DMA 1 and 2 are disabled.

As we are using the compressed weights for the Fully Connected layer, and
each weight now has a 4-bit size compared to the 32-bit before the compres-
sion, we are able to stream combined 64 weights per cycle through the DMA
1 and DMA 2 to the two Accelerators.
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Each Fully Connected Accelerator is responsible for calculating the values
for 400 of the total 800 Classes. The results for each class are sent to a newly
developed IP called Find Max, which is tasked with identifying the highest
neuron value. The new IP’s input is separated into two streams, one from
each instance of the Fully Connected Accelerator. During each iteration, we
compare the two floats from the streams representing the values of the classes
against each other and the larger of those two with the previous max value,
updating and storing the highest value and its corresponding class. After all
the values for a single image have been calculated and compared, the selected
Class and its value are written to the DDR.

F 3

AXI Interconnect ':1:47 Zyng

i

Convolution AXl
Layers SmartConnect 0

T

Dense Layer (400 | | AXl
Clazses) SmartConnect 1

DMAD

g

DMA1

;

R

Dense Layer (400 AXl
Clazses) SmartConnect 2

DMA2

¥
|

:

‘_
Find Max

|

FIGURE 5.8: Final Architecture Design

In table 5.12, we present the Resources Utilization for Architecture 1.

LUT usage 39.4%
FlipFlop usage | 38.6%
DSP usage 19.4%
BRAM usage | 11.5%

TABLE 5.12: Resources Utilization for Batch 1
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5.6.1 ZCU102

As with the previous Architectures, we targeted the ZCU102. In table 5.13,
we present the Total Power and Energy needed to produce the classification
of the entire 10k dataset.

Total Power On-chip | 10.69W
Total Energy On-chip 170]

TABLE 5.13: Energy and Power for the Batch 1 on ZCU102

5.6.2 QFDB

For this version of the Architecture, we also targeted the QFDB. We created
four instances of the Architecture, one for each FPGA of the QFDB. Each
instance calculates the results of one-fourth of the entire 10k dataset, meaning
each FPGA is responsible for classifying 2500 images. As we are calculating

simultaneously four results, we have effectively batch 4.

Porting the Architecture from the ZCU102 to the QFDB did not require major
changes to the architecture as both platforms carry FPGAs of the same family.
The only significant change is that the FPGAs on the QFDB, at the time of this
thesis, did not have access to a Micro SD card. As a result, we have to transfer
the data to the FPGAs via JTAG. To accomplish this, we need to create several
new files in the Vivado SDK that will hold the data alongside a set of new

functions for reading the data from these files.
Three sets of files were created:
* one for containing the bias, weights for the three Convolutional Layers

* one that holds the bias, weights, and codebook for the Fully Connected
Layer

* one for the images

Of the three sets, the ones containing the CNN parameters are the same for
all the FPGAs on the QFDB. On the contrary, the last files holding the images
differ, as each FPGA is responsible for a different set of images.

Finally, the FPGA transmits the outputs to our machine using the JTAG cable
and the CoreSight protocol, and we have dedicated terminals on the PC, one
for each FPGA.
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Total Power On-chip | 42.76W
Total Energy On-chip | 162.5]

TABLE 5.14: Energy and Power for the Batch 1 on QFDB

5.6.3 Power Optimizations

After the initial synthesis, implementation, and verification of Architecture
1’s expected behavior on both ZCU102 and QFDB platforms, we were able to

perform Power Optimizations to further improve power consumption.

This was achieved by tinkering with the different strategy options in the im-
plementation phase in Vivado. It is worth noting that as we are instructing
the tools to perform several optional steps for optimizations or run multiple
passes of optimization in each step, the time needed to complete the imple-
mentation is increasing significantly. There have been cases where a single
implementation run lasted more than three or four hours, even when the task
ran on the MHL’s Zeus server.

In the following tables, we present the Total Power On-chip and Total Energy
On-chip for Architecture 1 after the power optimizations for both ZCU102
5.15 and QFDB 5.16

Total Power On-chip | 8.493W
Total Energy On-chip | 135.8]

TABLE 5.15: Energy and Power for the Batch 1 on ZCU102 after
Power Optimizations

Total Power On-chip | 34W
Total Energy On-chip | 129.2]

TABLE 5.16: Energy and Power for the Batch 1 on QFDB after
Power Optimizations

With the power optimizations, we improved the Total Power On-chip and
Total Energy On-chip by a factor of 1.25x.

5.7 Batch 2

As shown in the table 5.12, we do not use the majority of the FPGA's re-
sources at our disposal. This led to the introduction of another level of par-
allelism, batching of images, instead of computing the result of one image,

computing the results of the images in parallel. The first approach would
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be adding another instance of each Accelerator, effectively doubling the re-
sources utilized. This would make it impossible for the Vivado to route this at
the targeted clock of 300MHz. A better approach is to integrate the process-
ing of the two images inside the Accelerators in Vivado HLS, avoiding the
duplication of the resources and making it easier to achieve a higher clock

frequency.

Because the weights, even after the reduction, are taking the majority of the
I/0 of the FPGA, accessing a second image increases our I/0 only by 0.0001%

LUT usage 64%
FlipFlop usage | 58%
DSP usage 38%
BRAM usage | 16%

TABLE 5.17: Resources Utilization for the Batch 2

From a resource perspective, the FPGA is able to process the data for two
images simultaneously. As both the resources as well as the complexity of
the Architecture have increased significantly, we were able to achieve a clock
frequency of 250MHz on the FPGA, which is lower compared to the 300MHz
of the Batch 1 5.6.

571 ZCU102

As with the previous Architectures, we targeted the ZCU102. Table 5.18
presents the Total Power and Energy needed to produce the results for the
10k images.

Total Power On-chip | 13.66W
Total Energy On-chip 126]

TABLE 5.18: Energy and Power for the Batch 2 on ZCU102
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5.7.2 QFDB

For this version of the Architecture, we also also targeted the QFDB. As
before, we created four instances of the Architecture, one for each FPGA of
the QFDB, and each instance calculated the results for 2500 images. As we
are calculating eight results simultaneously, we have effectively batch 8.

Total Power On-chip | 54.64W
Total Energy On-chip 126]

TABLE 5.19: Energy and Power for the Batch 2 on QFDB
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Chapter 6

Implementation and Performance
Evaluation of the FPGA
Architecture

In this chapter, the results of our Architecture will be presented, obtained
from both target platforms, ZCU-102 and QFDB.

6.1 Specification of Compared Platforms

Our architecture was compared with both CPU and GPU platforms. The
CPU used for benchmarking was an Intel i7 7700HQ released in Q1 2017,
and the GPU was an NVIDIA Quadro K2200 released in Q3 of 2014. A plat-
form with 5 NVIDIA Quadro K2200 GPUs was also used to compare the first

architecture.

It is important to note that the results presented were obtained from actual
runs of the network, and are not from simulations, as we downloaded the
CNN to all the target platforms.

6.1.1 Intel i7 7700HQ

The Intel Core i7 7700HQ is a quad-core processor from Intel’s 7th gener-
ation Kaby Lake series, launched in early 2017. It was developed on a 14nm
node and is commonly found in high-performance laptops and mobile work-

stations.

Thermal Design Power (TDP) represents the average power, in watts, the
processor dissipates when operating at Base Frequency with all cores active
under an Intel-defined, high-complexity workload.
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Cores 4
Threads 8
Base Clock Frequency | 2.8 GHz
Turbo Clock Frequency | 3.8 GHz
TDP 45W

TABLE 6.1: Intel i7 7700HQ Specification

6.1.2 NVIDIA Quadro K2200

The Quadro K2200 is a professional graphics card by NVIDIA, launched
in Q3 2014. It is built on the 28nm process and is part of the Quadro Kepler

Series.
CUDA Cores 640
GPU Memory 4GB
Base Clock Frequency 1046 MHz
Boost Clock Frequency 1124 MHz
Operational Power Consumption 60W
Max Power Consumption 68W

TABLE 6.2: NVIDIA Quadro K2200 Specification

6.2 Power Consumption

Power consumption refers to the amount of energy used per unit of time
for the platform to perform a certain task and is measured in Watts (W) or
kiloWatts (kW). For this thesis, we have to take into consideration all the
power used by the systems hosting the CPU, GPU, and FPGA. Using the offi-
cial data sheets of the platforms and tools providing the power consumption
of the different components needed, we calculated that the system hosting
the CPU consumes 100W and the one hosting the GPU 300W.

6.3 Energy Consumption

Energy consumption is the total energy required from the platform in order
to complete a task and can be calculated with the following

Energy = Power * Time

with Power being the required power, and Time the required time for com-
pleting the task. Energy is measured in Joule (J) or kiloJoule (k]J).
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6.4 Throughput and Latency Speedup

Latency is the time required for a system to compute a single task and is
defined as
Latency = L
y=5,7=

where v is the execution speed of the task, T is the execution time of the task,

and W is the execution workload of the task.

Throughput is the maximum processing rate of a specific task and is defined

as
r*A*W_r*A

T = A=
hroughput =r x v * T T

with 7 being the execution density and A the execution capacity.

Speedup is defined for both throughput and latency using the following

equations
_ throughput,
Sthroughput = W
Ly TixW, 1

S = = =
latency L, To + Wy (1 B p) n g

with p being the portion of the task that benefits from the optimizations and
s the speedup of the part benefiting.

Amdahl’s law is a principle that states that the maximum potential improve-
ment to the performance of a system is limited by the portion of the system
that cannot be improved. The maximum theoretical speedup can be calcu-

lated with: ,

MaxSpeedup = xlgrgo Slatency = E
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6.5 Performance

6.5.1 First Architecture

We will present the results of our First Architecture both for the case where
we used 1 DMA for the Fully Connected Layer 5.3 and the architecture that
was completed after the Bandwidth study, where we used 4 DMAs for the
Fully Connected Layer 5.5. These architectures were ported only to ZCU102.

In this stage of our architecture, we compare the results with the CPU, GPU,
and 5 GPU platforms. Furthermore, this Architecture did not use the entire
dataset of 10k images, so the comparisons are made over latency for the re-
sults of one image.

1 DMA

The following table presents the results for the First Architecture using 1
DMA in the Dense Layer stage. The platform with one GPU was used as
the base for the comparisons.

ZCU102 CPU | GPU | 5xGPU
Conv | FC

Total Power 9.759W | 4.343W | 100W | 300W | 540W
14.102W

Latency 1.982ms | 20.3ms 7.6s | 4ms Ims
22.282ms

Latency Speedup 0.179x 0.0005x 1x 4x

Total Energy 0.0193] \ 0.088] 760] 1.2] 0.54]

0.107]
Energy Efficiency 11.2x 0.001x 1x 2.2x

TABLE 6.3: Performance for 1 DMA Architecture

In the following table, we present the improvements of the First architecture
compared to the CPU, GPU, and 5x GPU platforms. The results are very
promising as our architecture is faster in terms of latency compared to the
CPU and more energy efficient in producing the first result compared to all
platforms, mainly due to the power used by the whole system hosting the
platforms.
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\ CPU \ GPU \ 5xGPU
Latency Speedup | 341x | 0.179x | 0.044x
Energy Efficiency | 7102x | 11.2x 5.04x

TABLE 6.4: Performance Comparison for 1 DMA Architecture

4 DMA

The following table 6.5 presents the results for the First Architecture using 4
DMAs for the Dense Layer stage. The platform with one GPU was used as

the base for the comparisons.

ZCU102 CPU | GPU | 5xGPU
Conv | FC
Total Power 9.759W \ 5.33W 100W | 300W | 540W
15.089W
Latency 1.982ms | 9.1ms 7.6s | 4ms 1ms
11.082ms
Latency Speedup 0.36x 0.0005x 1x 4x
Total Energy 0.0193] \ 0.048] 760] 1.2] 0.54]
0.0673]
Energy Efficiency 62.1x 0.001x 1x 2.2X

TABLE 6.5: Performance for 4 DMA Architecture

In table 6.6, we present the improvements of the First architecture with 4
DMAs compared to the CPU, GPU, 5x GPU platforms, and the initial Ar-
chitecture with 1 DMA for the Fully Connected layer. The results are very
promising as our architecture is faster in terms of latency compared to the
CPU and the previous architecture due to better use of the available band-
width and more energy efficient to produce the first result compared to all
platforms, mainly due to the high amount of power used by the whole sys-
tems hosting the GPUs.

| 1DMA | CPU | GPU | 5xGPU
Latency Speedup 2x 685x | 0.36x 0.09x
Energy Efficiency 1.59x | 11292x | 17.8x 8.0x

TABLE 6.6: Performance Comparison for 4 DMA Architecture

6.5.2 Final Architecture

In this Section, we will present the results of the Final Architecture 5.6
ported on both ZCU102 and QFDB. This version of the Architecture is also
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compared to a newer version of the CNN on a single GPU platform (GPU
v2).

In this stage of the Architecture, we are using the entire dataset of 10k images.
We will introduce, alongside the latency, energy, and power efficiency, the
metrics throughput measured in this thesis in Images per second and the
very promising Images per Joule, which provided a new dimension to meter

efficiency.

For the comparisons, we will use the Power and Energy reported after the

power optimizations 5.6.3.

ZCU 102

The table 6.7 presents the results for the Final Architecture ported on ZCU102.
The original implementation with one GPU (GPU v1) was used as the base

for the comparisons.

7ZCU102 | CPU | GPU vl | GPU v2 | 5xGPU
Total Power 8.493W | 100W | 300W | 300W | 540W
Latency 3ms | 7.6s 4ms 60ms 1ms
Total Energy 135.8] | 288k] 12k] 1.5K] 5.4K]
Energy Efficiency 88.3x | 0.04x 1x 8x 2.2x
Throughput 625 | 3.47 250 2000 1000
Images/Joule 73.6 | 0.035 0.83 6.66 1.85

TABLE 6.7: Performance for Final Architecture on ZCU102

In table 6.8, we present the improvements of the Final Architecture ported
on ZCU102 compared to the CPU, GPU v1, GPU v2, and 5x GPU platforms.
Compared to the CPU platform, our architecture shows improvements in
both latency and throughput, as well as greater energy and power efficiency.
Compared to the GPU platforms, our architecture has improved throughput
only against the GPU v1 implementation, but on the other hand, we have
better energy efficiency against all the GPU platforms.

| CPU | GPU v1 | GPU v2 | 5xGPU
Latency Speedup 2533x 1.3x 20x | 0.33x
Throughput speedup | 180x 2.5x 0.31x | 0.625x
Energy Efficiency 2120x 88.3x | 11.04x | 39.7x

TABLE 6.8: Performance Comparison for Final Architecture on
ZCU102
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QFDB

The table 6.9 presents the results for the Final Architecture ported on QFDB
using the entire dataset of 10k images. The original implementation with one
GPU (GPU v1) was used as the comparison base.

QFDB | CPU | GPU vl | GPU v2 | 5xGPU
Total Power 34W | 100W | 300W | 300W | 540W
Latency 3ms 7.6s 4ms 60ms 1ms
Total Energy 129.2] | 288k] 12k] 1.5k] 5.4K]
Energy Efficiency | 92.87x | 0.04x 1x 8x 2.2x
Throughput 2756 | 3.47 250 2000 1000
Images/Joule 77 | 0.035 0.83 6.66 1.85

TABLE 6.9: Performance for Final Architecture on QFDB

In table 6.10, we present the improvements of the Final Architecture ported
on QFDB compared to the CPU, GPU v1, GPU v2, and 5x GPU platforms.
Our architecture ported on the QFDB shows significant improvements against
all platforms because we effectively have batch 4 as we are using the four
FPGAs on QFDB. Furthermore, the architecture is more efficient on energy

metrics.

| CPU | GPUv1 | GPU v2 | 5xGPU
Latency Speedup 2533x 1.3x 20x | 0.33x
Throughput speedup | 794x | 11.02x 1.37x | 2.75x
Energy Efficiency 2229x 92.8x 11.6x | 41.8x

TABLE 6.10: Performance Comparison for Final Architecture
on QFDB

6.5.3 Batch2

In this Section, we will present the results of the Batch 2 ported on both
ZCU102 and QFDB. This version of the Architecture is compared with the
same platforms that were used in 6.5.2. Furthermore, the entire dataset of

10k images was used to extract these results.

It is important to note that although the final Batch 2 was completed in C.
Loukas’s thesis and in his work the Batch 2 Architecture was downloaded
to a different platform (ExaNeSt Design), since the task’s computational load
has not changed, the results presented in this thesis, taken from actual runs
on both platforms used, are accurate.
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ZCU 102

The table 6.11 presents the results for the Batch 2 Architecture ported on
ZCU102. The original implementation with one GPU (GPU v1) was used

as the comparison base.

ZCU102 | CPU | GPU vl | GPU v2 | 5xGPU
Total Power 13.66W | 100W | 300W | 300W | 540W
Latency 3ms | 7.6s 4ms 60ms 1ms
Total Energy 126] | 288k] 12K] 1.5k] 5.4Kk]
Energy Efficiency 11.9x | 0.04x 1x 8x 2.2x
Throughput 1084 | 3.47 250 2000 1000
Images/Joule 79.3 | 0.035 0.83 6.66 1.85

TABLE 6.11: Performance for Batch2 on ZCU102

In table 6.12, we present the improvements of the Batch 2 Architecture ported
on ZCU102 compared to the CPU, GPU v1, GPU v2, and 5x GPU platforms.
Our architecture shows significant improvements against all platforms.

| CPU | GPUv1 | GPU v2 | 5xGPU

Latency Speedup 2533x 1.3x 20x 0.33x
Throughput speedup | 312x 4.3x 0.54x | 1.08x
Energy Efficiency 2285x 95.2x 11.9x |  42.8x

TABLE 6.12: Performance Comparison for Batch 2 Architecture
on ZCU102

QFDB

The table 6.13 presents the results for the Batch 2 Architecture ported on

QFDB using the entire dataset of 10k images. The original implementation

with one GPU (GPU v1) was used as the comparison base.

Total Power
Latency

Total Energy
Energy Efficiency
Throughput
Images/Joule

QFDB | CPU | GPU vl | GPU v2 | 5xGPU
54.64W | 100W 300W 300W | 540W
3ms 7.6s 4ms 60ms Ims
126] | 288k] 12K] 1.5k] 5.4k]
11.9x | 0.04x 1x 8x 2.2x
4334 3.47 250 2000 1000
79.3 | 0.035 0.83 6.66 1.85

TABLE 6.13: Performance for Batch2 on QFDB

In table 6.14, we present the improvements of the Batch 2 Architecture ported
on QFDB compared to the CPU, GPU v1, GPU v2, and 5x GPU platforms.
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Our architecture ported on the QFDB shows significant improvements on
every metric against all platforms because we effectively have batch 8, as we
are using the four FPGAs on QFDB.

| CPU | GPUv1 | GPU v2 | 5xGPU
Latency Speedup 2533x 1.3x 20x | 0.33x
Throughput speedup | 1249x 17.3x 2.16x | 4.33x
Energy Efficiency 2285x 95.2x 119x | 42.8x

TABLE 6.14: Performance Comparison for Batch 2 Architecture
on QFDB

6.5.4 Final Comparisons and Discussions

The following figures present the final results regarding latency improve-
ments achieved over the different stages of this thesis. Furthermore, we
present results and comparisons versus the other platforms regarding en-
ergy efficiency using the Images per Joule metric and throughput using the
Images per second metric that was achieved using the entire 10k dataset.

In figure 6.1, we present the improvement in latency over the course of this
Thesis, from the first naive Architecture to the Final one.
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FIGURE 6.1: Latency Improvements

In figure 6.2, we present the improvement in energy efficiency metered in
Images per Joule that we achieved over all the platforms.
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FIGURE 6.2: Energy Efficiency Improvements

In figure 6.3, we present results in terms of throughput. We achieved a 2.16x
throughput speedup over the best GPU platform (GPU v2) using the four
FPGAs on the QFDB.
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FIGURE 6.3: Throughput Improvements

The results regarding Energy Efficiency using the Images per Joule metrics
are promising, as we achieved up to 11.9x vs. the best GPU platform (GPU
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v2). Although more recent GPUs may have a 4x energy efficiency improve-
ment over the K2200 GPU we used for the comparisons, there are also newer
FPGA platforms, and the FPGAs on the QFDB are of the same technology
as the NVidia K2200. We expect the trend to continue favoring the FPGA

platform regarding energy efficiency.
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Chapter 7

Conclusions and Future Work

In this Chapter, we will sum up and evaluate the research conducted in this
thesis. Furthermore, we will explore potential areas for future investigation

and identify specific aspects for further improvement.

7.1 Conclusions

In this thesis, we proposed various FPGA architectures to accelerate a spe-
cific CNN designed for processing redshift data from the Euclid satellite. Our
target platforms were the ZCU102 evaluation board as well as the QFDB plat-
form, which hosts 4 FPGAs of the same family as the ZCU102 and was de-
veloped at FORTH. Firstly, we analyzed the network from a computational
and memory access standpoint. Multiple architectures were designed and
implemented to exploit various opportunities for parallelism and achieve
better utilization of the available resources and bandwidth. Furthermore,
various optimizations were made to achieve better power consumption. The
proposed architectures achieved up to 11.9x in terms of energy efficiency
compared to the best platform compared while having a 2.16x throughput
speedup.

7.2 Future Work

As future work, we could scale this work to the Mezanine, a platform host-
ing four QFDBs, meaning 16 FPGAs in total, which we expect to have a linear
speedup due to the parallelism of our application as we would effectively
have a batch of 32. This could be achieved by incorporating the Architecture
into the ExaNeSt design. Modern and larger FPGAs can be targeted with an
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increase of the Accelerator’s internal parallelism, resulting also in a close to

linear speedup.

Furthermore, the streaming of the data on the QFDB to the accelerators through
the built-in ethernet can be investigated, as the current Architecture, as men-

tioned, uses JTAG for streaming.

Finally, master-slave models can be investigated to utilize any remaining
available resources in each of the FPGAs by having the Convolutional Layers
in one FPGA of the QFDB, the Fully Connected layers in another, and data
transfer implemented between them with the Aurora Protocol. This could

effectively increase the batch size and the platform’s efficiency.

Part of the recommended Future Work has been completed by Loukas Chari-

sios in his thesis [54]
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